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0.  Introduction

Here’s a thought:

"Our universe is governed by laws of nature.  This fact is one of the most general discoveries of modern empirical science.  Current science may have discovered some of the laws of nature; at any rate, it has discovered some good approximations to the laws, and there is in principle no limit on how much better its approximations might get."

I call that thought the law-governed world-picture.  At least four distinguishable ideas are contained in it:

· Some of the true propositions are not merely true, but also laws of nature.  (Call this the Lawhood Thesis.)

· It is possible for empirical science to discover that some proposition is not only true, but also a law of nature.  (Call this the Discoverability Thesis.)

· The laws of nature govern the universe -- in some legitimate, not-merely-metaphorical sense of "govern."  (Call this the Governing Thesis.)

· The fact that laws govern our universe is something we can be justified in believing within the context of scientific inquiry itself; we don't have to rely on extra-scientific sources of knowledge (e.g. speculative metaphysics or revealed religion) to be so justified.  (Call this the Science-Says-So Thesis -- not a very nice name, but I couldn't think of a better one.)


Do we have good reason to think that these four theses are all true?  Some philosophers say that we have no good reason to think that any of them are true.  It is just a cherished myth of philosophers that the concept of the laws of nature plays any significant role in science; "law" is, for scientists, just a nice name with which to honor an important principle.  (So argues van Fraassen (1989).)  But these philosophers will have a hard time doing justice to certain important features of scientific practice.  For example, in statistical mechanics, it is standard procedure to employ only statistical measures that are "invariant under the dynamics."  What this means is that they are invariant under any set of transformations on the state space corresponding to nomologically possible evolutions.  There is no such demand that the measures be invariant under any set of transformations corresponding to logically or metaphysically or geometrically or kinematically possible evolutions.  So the distinction between nomological possibilities and other sorts of possibilities plays an important role in at least some central work in physics.  And the concept of nomological possibility is inter-definable with that of the laws of nature.  So there is important weight that is carried by the concept of a law of nature in statistical mechanics.


For this reason, an adequate philosophy of science must recognize the importance of the concept of a law of nature and give some account of it.  But from this is does not follow that we must honor the idea that the laws govern the universe, in any but a thin metaphorical sense.  Perhaps the laws are simply the most striking large-scale regularities found in our universe -- the ones that would be included in an ideal summary of natural history which achieves the best possible combination of information content and simplicity.  (So argue David Lewis (1973, 1994) and Barry Loewer (1997).)


But this view makes it impossible to make sense of a certain kind of episode which seems to occur repeatedly in the history of science:  Scientists note that there appear to be very striking, simple, and momentous regularities in the cosmos that do not seem to be consequences of the laws of nature alone -- they seem to require very special "fine-tuned" initial conditions.  This cries out for some kind of explanation, though scientists often disagree about what the best explanation would be.  Perhaps a new mechanism can be discovered, which is capable of producing the regularity in question even under "generic" initial conditions; perhaps some sort of selection effect can account for the appearance of the striking regularity; perhaps the puzzle reveals that there is a deep problem with the theory that led to it, and a new theory needs to be found; perhaps the need for initial conditions should be taken as evidence for an intelligent, supernatural designer.


For example, Newton noted that our solar system exhibits some striking regularities that cannot be accounted for by Newtonian laws alone; they appear to depend on very special sorts of initial conditions.  (The planets have stable orbits; they all go around the sun in the same direction; their orbits lie almost exactly within a common plane.  If you wanted to build a solar system inside of a universe governed by Newton’s laws by selecting the masses of the sun and planets and then placing the planets at certain distances form the sun and giving them their initial velocities, then you would have to be extremely careful in how you chose your numbers:  Almost all combinations of masses, initial positions and initial velocities for the plants would have resulted in no stable orbits at all.)  Newton saw here an argument for the existence of God, but Laplace saw a scientific problem, which he solved by finding a plausible mechanism (described by the “Nebular Hypothesis”) that would produce a solar system exhibiting these sorts of regularities from ordinary sorts of initial conditions.  Other examples are found in the history of Inflationary Cosmology and in the recent debates about cosmological "fine-tuning."  What they all have in common is that they are debates among scientists in which all parties to the debate agree that there appears to be a very striking and important regularity in the universe that is not accounted for by the laws of nature alone.   They could hardly agree on this if they did not all presume, at least implicitly, that a law of nature is not the same thing as a simple regularity that contains a great deal of important information about the way the cosmos is laid out.  Unless we are prepared to say that any such debate us nothing more than a confusion based on a failure to understand what lawhood really is, we must not accept the best-system approach to laws.


So it looks as if the law-governed world-picture really is part of the view of the world that modern science offers us.  Is this world-picture a tenable one?  Before we answer that question, we need to address a more fundamental one:  How could the law-governed world picture be correct?  What would it take for its claims to be true of our world?
1.  Governing, Inevitability, and Counterfactuals


Let's start with the Governing Thesis.  What would it take for there to be laws of nature that really govern the universe?  At a minimum, I suggest, it would require that the laws of nature are collectively inevitably true.  What's more, they always have been so:  They did not begin life "evitable," and then become inevitable at some point in natural history.  They are, as a class, eternally inevitably true.  But this is not enough.  It is no accident that the propositions that are eternally inevitably true are the very same ones that happen to be the laws of nature.  Being among the laws of nature is supposed to be what makes a proposition eternally inevitably true.  So, what it takes for the Governing Thesis to be true is, at least, for lawhood to confer eternal inevitable truth.


But what is it for a class of propositions to be eternally inevitably true?  It is natural to cash this thought out in terms of subjunctive conditionals (and here we can borrow some pioneering work by Marc Lange (2000)).  A set of propositions is inevitably true if its members would all still be true, no matter what else were to happen.  The set is eternally inevitably true if all of its members would still have been true no matter what happened, at any time.  But logic demands a qualifier here (like God's omnipotence, the laws' inevitability is limited by the demands of logical consistency):  Of course, the laws would not all still have been true if one of them had been false -- or, if something had been the case which logically entails that one of them is false.  So we have arrived at the idea that the laws' inevitability consists in the truth of:

(1)
For any L that is a law of nature, and any A that is logically consistent with the 
truth of all the laws of nature:  A □( (still) L


But we aren't quite done.  What we wanted to capture was the idea that lawhood confers inevitability on the laws of nature -- not simply that the set of propositions that happens to be the laws of nature also happens to be inevitably true.  So, what would things have been like if A were true -- where A is consistent with all of the laws of nature, but is not consistent with their being the laws of nature?  For example, A might be it is not a law of nature that no particle travels faster than light.  That is consistent with the truth of all the laws of nature -- since it might just happen by accident that no particle ever travels faster than light -- but it is not consistent with their lawhood.  If we insist that lawhood confers inevitable truth on the laws, should that insistence lead us to say that the laws would all still have been true, even under such an antecedent?  It seems that it should not.  Had such an A been the case, then the thing that gives the (actual) laws their inevitability would not be there any more -- so the (actual) laws need not be inevitable in that possible situation, and so perhaps they would not have even been true.  So we must not require that the laws would all still have been true even under such an antecedent.  We must weaken (1) to (2):

(2)
For any L that is a law of nature, and any A that is logically consistent with the 
lawhood of all the actual laws of nature:  A □( (still) L

In the case in hand, that means that it might not be true that, if it had not been a law that no particle travels faster than light, then no particle ever would have done so.  And that seems just right; as Lange points out, it seems that the world’s massive particle accelerators would surely have gotten something to go faster than c by now if those pesky laws of nature didn’t keep getting in the way.


Now consider what things would have been like, had some proposition B that is not a law been a law.  Would all of the actual laws still have been true?  For example, suppose that B is it is a law of nature that every copper object is spherical.  What would things have been like if B had been true?  Well, there seems to be good reason to suspect that the whole body of laws might have been quite different indeed from the way they are in the actual world.  For it seems that the laws of nature of the actual world allow for plenty of processes whereby a non-copper object might be molded or hammered into some non-spherical shape -- whatever it is about the actual laws that provides for this possibility must not be shared by the laws of the world that we would be in if B were true.  Again, it seems that we should not require that the laws would still have been true, had such a B been true.  At any rate, the idea that lawhood confers inevitability does not demand that we say this.  If lawhood is what confers inevitability, then in a world where the lawhood (= the inevitability-maker) is distributed differently, different propositions might be the ones that are inevitably true.  So we can weaken (2) to (3):

(3)
For any L that is a law of nature, and any A that is logically consistent with the 
lawhood of all and only the actual laws of nature:  A □( (still) L


Next, consider whether the laws of nature would still have been the laws of nature, had things been different in some way.  Suppose that I had been born in New York instead of Georgia -- in that case, might it have failed to be a law that charge is conserved?  Or, might it have been a law that all copper objects are spherical?  It seems that our answer must be "No," if we are committed to the thought that lawhood confers inevitability.  For inevitability is not a feature that might have been distributed differently, had the little details of the world been different in this way or that.  If something might not have been inevitable, if only I had been born in New York (something that easily could have happened), then that something is not inevitable in the actual situation.  So it seems that when cashing out the idea that lawhood confers eternal inevitability on the truths that have it, we should say that not only the laws of nature, but also the facts about which propositions are the laws of nature, would still have been the same no matter how things might have been different otherwise (within the limits imposed by logical consistency).  Let's call those facts -- the facts about which truths are laws of nature and which ones aren't – the nomological facts.  So we can strengthen (3) thus:

(4) 
For any L that (is / is not) a law of nature, and any A that is logically consistent with the lawhood of all and only the actual laws of nature:  A □( it (is / is not) (still) a law of nature that L

In other words:

NP
For any proposition A that is consistent with all of the nomological facts, and any C that is entailed by all of the nomological facts: A □( (still) C.


All these reflections have led us up to the principle NP (for nomological preservation).  Given what we said above about the relation between eternal inevitability and counterfactual conditionals (when we were motivating (1)), NP is equivalent to the thought that the nomological facts are collectively inevitably true, and always have been.  Thus, the thought that lawhood confers eternal inevitability on the truths that have it is essentially the same as the thought that the facts about how lawhood is distributed are themselves eternally inevitably true.  Since the former is what it takes for the laws to govern the universe in a not-merely-thinly-metaphorical sense, we can see that what it takes for the Governing Thesis to be true is for NP to be true.
2.  NP and Context-Dependence


But how can NP be true?  One worry about it is that it is a generalization that requires a whole bunch of counterfactuals to be true.  The truth values of counterfactuals are notoriously context-variable, so perhaps there are some contexts in which NP is true, and others in which it is false.  Is this a threat to the idea that laws govern the universe?


Perhaps not.  Perhaps the right thing to say is that if the truth value of NP is context-dependent, then so is the truth value of the Governing Thesis.  In some contexts of discourse, then, it will be true to say that the universe is governed by laws of nature, and in others it will not.  How bad would that be?


Well, it might be pretty bad.  The most prominent reason why counterfactuals shift their truth values from context to context is that in different contexts, different features of the actual context are most salient for the purposes of the speaker and audience.  In one context, it is true that if Super Dave had jumped off the top of the building, he would have died; in another, it is true that if Super Dave had jumped off the top of the building, he would lived, because his assistants would have made sure he had a working parachute on.  The difference between these contexts is the difference between a context where what is most salient is that Super Dave is not currently wearing a parachute, and one where what is most salient is that Super Dave has a competent and caring team of assistants.  Both are important features of the actual situation.  But in a possible world where Super Dave is just now jumping off the top of the building, one or the other of them has to fail to hold.  Which one does fail to hold seems to depend on what is most important for purposes of the conversation at hand.  Now, suppose that the difference between contexts where NP is true and contexts where it is not is like that.  In some contexts, we care more about the laws of nature than about other features of the actual world, and in others we don't, and NP – and thus, the Governing Thesis – is true only in the first sort of context.  That would seem to make the truth of NP, in the contexts where it is true, simply a reflection of what we take to be most important for the purposes of the conversation in those contexts.  And, since the truth of the Governing Thesis is tied to the truth of NP, this means that the truth of the Governing Thesis – and so, of the whole law-governed world picture – is dependent on our caring more about he laws of nature than about other features of the actual world for the purposes of the conversation at hand.  If this is how things turn out to be, then the Governing Thesis – and so, the whole law-governed world-picture – turns out not to be the important metaphysical thesis that we thought it was.  How disappointing!


But on the other hand, it might not be so bad.  Suppose that there turns out to be a large and interesting class of contexts – all the scientific contexts, maybe – such that NP is true in all of those contexts, and there is a discernible reason why it is true in all those contexts that is not beholden to the fact that the laws of nature are extremely salient for the purposes of the conversations we have here.  In that case, maybe, the truth of NP in all those contexts would indeed reflect an important feature of our universe; then maybe NP and the Governing Thesis as well would be reasonably viewed as important metaphysical truths, rather than just expressions of what we find most important in certain conversations.  But how could things be like this?  What, apart from the interests of the speakers in those contexts, could account for the truth of NP in those contexts?  We'll return to this question soon.


This whole worry would not arise in the first place, of course, if NP were true in all contexts of discourse.  Some philosophers (e.g. Marc Lange) think that it is true in all contexts.  Is it?
3.  God Cases


Let me try to convince you that it is not.  When I begin my story, you may not be able to help rolling your eyes.  I humbly ask you to bear with me for a moment.  (Go ahead and roll your eyes if that helps.)  Suppose for the sake of argument that the universe was created by a Deity who designed its laws and its initial conditions for the purpose of providing a habitat for intelligent life.  As it is, the laws of this universe preclude the existence of any life at all in regions where the absolute temperature is greater than 500 K.  Moreover, it turns out that there are nomologically possible worlds in which it is always everywhere hotter than 500 K, though of course the initial conditions of those worlds are very different from the initial conditions of the actual world.


These facts have lately come up in a seminar on the topic of Natural Theology.  Bert (one of the participants in the seminar) offers the following observation:  “We are all quite lucky that God did not make the universe everywhere hotter than 500 K.   Otherwise, we couldn’t be here!  Or anywhere else, for that matter.”  Ernie (another participant in the seminar) replies:  “No, bert.  You’re quite right that we should be grateful to the Deity for giving us a life-sustaingin universe.  But your remark is misguided.  Don’t forget that the laws of nature, as well as the initial conditions, were all up to the Deity.  And the divine purpose in creating the universe was to provide a suitable habitat for intelligent life.  So, if the universe had been everywhere hotter than 500 K, then the universe would have been governed by some other set of laws, which permitted the flourishing of intelligent life under such hot conditions.”


Here is Bert’s counterfactual:

(BC)
Had the universe been always, everywhere hotter than 500 K, then there would 
have been no intelligent life anywhere.

If NP is true, then so is this counterfactual, since its antecedent is nomologically possible and its consequent follows logically from its antecedent together with the laws.  Here is Ernie’s counterfactual:

(EC)
Had the universe been always, everywhere hotter than 500 K, then the laws 
would have permitted intelligent life to thrive under such high temperatures.

(EC) is flatly inconsistent with NP.  In the context of the conversation between Bert and Ernie in which these two conditionals are asserted, it is clear that (BC) is false and (EC) is true, for exactly the reasons that Ernie gives.


Nevertheless, (BC) might still be true in scientific contexts:  If there is a seminar on biophysics taking place down the hall from our seminar on natural theology, then presumably, in that seminar room (BC) is true and (EC) is false.  The point here is not that there is a possible world where NP is false; it is that there is a possible context where NP is false.  This case is an example of what I call a god case.


First objection:  "So what?  Unless this possible scenario you have described is metaphysically possible, it could still be metaphysically necessary that NP is true in all contexts.  Even if your theistic story is logically coherent, it does not follow that it is metaphysically possible.  So there is no real threat to the omni-contextual truth of NP here."  But remember that we are interested in NP primarily because it is a good way of spelling out what it would take for the Governing Thesis to be true.  Suppose that NP is true in all metaphysically possible contexts, despite my apparent counterexample, simply because the existence of a supernatural creator-lawgiver is a metaphysical impossibility.  In that case, the Governing Thesis will be true in all metaphysically possible contexts, too.  But in order to be justified in believing that it is true, despite this counterexample, it seems that we would have to be justified in believing that it is metaphysically impossible for the laws of nature to have been imposed on the universe by a supernatural creator.  Now, maybe there is some way we can know that to be metaphysically impossible.  But is this something that empirical inquiry can tell us?  It seems not.  We have to rely on some extra-scientific source of knowledge -- such as metaphysics, or (anti-)theology, in order to justify our belief in the Governing Thesis.  (Appealing to the problem of evil won't work here -- nothing in my counterexample to NP depends on the idea that the creator is nice!)  So this objection saves the possibility that NP is omni-contextually true only at the expense of making the Science-Says-So Thesis indefensible.  This is not something we should want to do, if we want to be friends of the law-governed world-picture.  (I’ll return to this theme below.)  It is important to that picture that our knowledge that the universe is law-governed is of a piece with the rest of our natural-scientific knowledge.  Insofar as we take scientific knowledge to be autonomous of theology, we cannot take that knowledge to include the metaphysical impossibility of the existence of God.  So, we should not have to appeal to the claim that God is a metaphysical impossibility in order to defend the thesis that laws govern the universe.


Second objection:  "In your example, the real laws of nature aren't the things you are calling 'laws of nature.'  The real laws are principles like 'Whatever God says goes.'  And those principles are completely counterfactually robust in your example.  Therefore, there is only an apparent violation of NP."  One worry about this objection is that it overlooks the fact that in the same possible world, there is a different context in which (BC) is true and (EC) is false.  If the real laws of nature in the possible world I have described are the theological laws, then the context of the biophysics seminar poses a counterexample to NP.  In order to deal with this, the objector could say that lawhood itself is context-relative -- the theological laws are the laws of nature in the theological context, whereas the biological and physical laws are the laws of nature in the biophysical context.  That way, there is no violation of NP in either context.  But why should it be impossible to use "the laws of nature" in a natural-theological context to pick out the very same principles that are called "the laws of nature" in a scientific context?  After all, in a conversation about natural theology, the participants might well want to say things like "God designed all the laws of nature," and what they mean to refer to is clearly the laws of nature -- the ones the scientists discover -- and not such principles as "Whatever God says goes," which presumably God did not design.


There is another, perhaps more important, problem with this objection.  Suppose that what the objection alleges is right -- in a case like the one I have described, the genuine laws of nature are not what I called the laws of nature, but rather the theological principles, such as that nature behaves in whatever way God commands it to behave.  In that case, it is not possible for the laws of nature to be the product of a freely acting supernatural creator; whatever principles such a creator might lay down for the governing of the universe, those principles would not be the laws of nature; the laws of nature would instead be whatever metaphysical principles enabled the creator to lay them down.  This turns on its head the traditional idea that if the universe is governed by laws of nature, then those laws would have to be the edicts of a supernatural legislator.  (Defenders of this idea include Descartes, Leibniz, and more recently John Foster.)  But if we take natural science to be autonomous of theology (which we should), then we must reject both versions of this traditional idea -- the original one and the upside-down one.  Whatever laws of nature are, they might be imposed on the world by a supernatural creator, but they might not be, and science can live with either answer.


I conclude that the original counterexample stands:  There are possible contexts in which NP is false.  Or at any rate, as far as our non-extra-scientific sources of epistemic justification can tell us, there might be such contexts – and so, if the Governing Thesis requires the omni-contextual truth of NP, than we cannot know that the Governing Thesis is true in such a way that this knowledge is of a piece with the rest of our (broadly speaking) scientific knowledge.  In that case, the Science-Says-So Thesis is false.  Here is the gloomy conclusion:  If the truth of the Governing Thesis requires the omni-contextual truth of NP, then the law-governed world-picture is not true.
Episode 4.  A New Hope

It helps to dispel the gloom to remember that so far as the god-case counterexample shows, NP might be false only in very special sorts of contexts -- namely, theological ones.  For all it shows, NP might still be true in all scientific contexts.  But what exactly is a "scientific context"?  Well, you might define a scientific context as one in which the standards for evaluating counterfactuals give pride of place to the actual laws of nature – but then, you will have rigged your definition in such a way as to make it a trivial truth that NP is true in all scientific contexts.  (That would be cheating, f course.)  There are other ways of defining scientific contexts that are much more interesting.  For example, we might define a scientific context as one in which the subject matter of the conversation is entirely within the subject matter of the natural sciences, and within which the standards that the speakers appeal to in order to justify their claims are scientific.  Or, we might define a scientific context as one in which the main point of the conversation is to exposit, apply, or extend natural-scientific knowledge.  On either of these definitions, the context of Bert and Ernie’s theological discussion plainly counts as non-scientific.  And neither of these definitions simply stipulates that NP holds true in all scientific contexts.  So it would be interesting if it turned out that NP is true in all scientific contexts, as defined in either of these two ways, and this possibility is left open by my counterexample to NP.


(Other authors have argued for counterexamples to NP even in some scientific contexts – notably David Lewis (1979) and Jonathan Bennett (200x), who argue that if determinism is true then non-backtracking counterfactuals must violate NP.  John Carroll and Marc Lange have both argued that these counterexamples are specious.  I agree with them.  The way I would handle the apparent counterexamples differs from Carroll's and Lange's treatments, but not in any way that matters for my main argument.)


So where do things stand now?  NP captures the idea that lawhood confers eternal inevitable truth on the laws, and that idea in turn captures the idea that the laws of nature really govern the universe.  So the law-governed world-picture is accurate only if NP is true.  But it seems that NP is not true in all possible contexts of discourse.  It might still be true in some contexts, though.  But this seems terribly deflating.  For when context-variable counterfactuals are true in a given context, it seems that this is generally because of which contingent features of the actual world happen to be most salient in that context.  If it turns out that the idea that the laws govern the universe is true only in those contexts where the laws of nature happen to be the most salient features of the actual universe for the purposes of the conversationalists, then that would seem to reduce the law-governed world-picture to some kind of expression of the fact that the laws seem really important to us when we are doing science.   Bad news for those of us who hoped that that world-picture was a representation of some deep and important truth about the nature of our universe.  But maybe things aren’t so bad.  Maybe NP is true in all scientific contexts, where “scientific context” can be construed in some reasonable way that does amount to just stipulating that scientific contexts are ones in which NP is true.  Maybe it turns out that, for some discernible reason having nothing to do with which features of the actual situation happen to be most salient for the purposes of the conversationalists, NP has to be true in any scientific context.  Well, that would be interesting, and it might restore the law-governed world-picture to its exalted status.
5.  The Science-Says-So Thesis:  What It Means and Why It’s Important


We’ll pick up that thread again soon, but for now let's turn our attention to the fourth element of the law-governed world-picture:  The Science-Says-So Thesis.  This is the idea that we can be justified in believing that the laws govern the universe in a way that does not depend on any extra-scientific source of epistemic justification.  In other words, it is scientific inquiry itself that justifies us in believing that the universe is law-governed; we do not have to join our science together with our theology or our speculative metaphysics in order to arrive at the law-governed world-picture.


An "extra-scientific source of epistemic justification" is any source (or alleged source) of evidence or justification that need not be appealed to in the course of empirical, natural-scientific inquiry.  Deductive logic and mathematics belong to fields other than empirical science, but they are appealed to in the course of natural-scientific inquiry, so neither counts as extra-scientific, though perhaps they are "non-scientific" in an important sense.  Many kinds of empirical evidence, as well as many varieties of inductive, abductive, and statistical reasoning all plainly count as non-extra-scientific.  Some people believe that there is such a thing as "the metaphysical foundations of natural science," consisting of a set of metaphysical principles that must be taken for granted in all scientific inquiry as such; "the principle of the uniformity of nature" is one candidate.  If there is any such thing as the metaphysical foundations of science, then whatever justifies its principles is not extra-scientific.  Things are different with speculative metaphysics -- by which I mean metaphysical inquiry that does not purport to uncover presuppositions of all our empirical knowledge; examples might include inquiry concerning universals, mereology, and the perdurance-endurance dispute.  Neither speculative metaphysics nor theology discovers things that must be counted on in scientific inquiry, so they both count as extra-scientific sources of epistemic justification (insofar as they are considered sources of epistemic justification at all).


So, what the Science-Says-So thesis demands is that we can be justified in believing not only that there are laws of nature, but also that they really govern the universe in some robust sense of "governing," in a way that is of a piece with the rest of the knowledge we glean from the natural sciences, rather than as a metaphysical add-on to our scientific knowledge.  Why should we care about this thesis?  If someone were to endorse the rest of the law-governed world-picture but let this part of it go, then what exactly would they be missing?


They would be missing the thought that the idea that our universe is a law-governed one is part of what we have learned from modern science, and so deserves the same kind of respect and prestige that the modern science in general deserves.  Those who accept what I have been calling the law-governed world-picture whole-hog, including the Science-Says-So Thesis, can say the following:

"Of course, what is called scientific knowledge is always in a state of flux.  Hypotheses and theories get overthrown, or shown to be mere special cases of more general principles.  But still, there are certain enduring discoveries.  Much of Newton's theory has been overthrown, but he gave us the enduring idea that celestial physics and terrestrial physics work by the same principles, and in particular that the cause that makes an apple fall to the ground is identical with the cause that holds the planets in their orbits.  
Much of nineteenth-century physics has been overturned, but the central ideas of field theory and statistical mechanics have been retained.  Darwin didn't understand genetics, and so his account of evolution needed a lot of correction and supplementation.  But the ideas of the common descent of all organisms, and of natural selection as the process primarily responsible for both the diversity and the adaptedness of living things, stand as enduring contributions to our knowledge.  Among these general ideas that stand as enduring contributions that science has made to our understanding of the world, weathering the flux of science's development, is the thought that the universe runs the way it does because it is governed by laws."

But those who reject the Science-Says-So Thesis cannot say all this.  (They can’t say the last sentence of it, I mean.)  For them, the idea that nature is governed by laws is not of a piece with the other enduring discoveries of post-17th century science.  Instead, it is of a piece with well-received doctrines in theology or metaphysics – the doctrine of the trinity, say, or the doctrine of temporal parts.  This has implications both for the kind of epistemic authority that can be claimed for the idea, as well as for the kinds of possible developments that might lead us to give it up.


A reasonable person might well reflectively endorse the first three-quarters of what I have been calling the law-governed world-picture -- the Lawhood Thesis, the Discoverability Thesis, and the Governing Thesis – while rejecting the Science-Says-So-Thesis.  Such a person claims that our universe is indeed governed by laws of nature, but she denies that this is something we can claim to know because we have learned it from the sciences – instead, she says we have learned it from metaphysics, or theology, or something in that general ballpark.  I have nothing like a compelling argument against this person’s view.  But it seems distinctly disappointing.  If we could find an interpretation of the law-governed world-picture on which all four of its theses are clearly true, wouldn't that be a more satisfying view of the matter to adopt?  I say that we can, that it is, and that we should adopt it.
6.  How Could the Science-Says-So Thesis be True?

What would it take for the Science-Says-So Thesis to be true?  There seem to be two possibilities.  First, it could be that NP is something we can be justified in believing in the same way we come to be justified in believing in any other scientific hypothesis.  It makes predictions about what we will observe, and we can use observations to test it.  Second, it could be that NP is something that we must at least implicitly presuppose in the course of scientific inquiry.  In that case, NP might still turn out to be false, but insofar as we have good reason to think that scientific inquiry has been and continues to be successful, we have good reason to trust it.  (And, it might be added, in that case there is no way to continue doing science without trusting it.)


The first way is a non-starter, I think.  NP makes no predictions about anything except which counterfactuals are true.  And it doesn't even directly predict that any particular counterfactual is true; it picks out a range of counterfactuals by means of a relation they bear to the laws of nature, and declares that all counterfactuals in that range are true.  Briefly and roughly, NP says that whatever propositions are the laws of nature, the counterfactuals that the lawhood of those propositions would "support" (in the familiar way) are all true.  How might we gather evidence that would tend to confirm or disconfirm this hypothesis?  Well, on the one hand, we would need to find out something about which propositions are laws of nature; on the other hand, we would need to find out something about which counterfactuals are true; and then we need to check and see whether the two lists line up in the right way to make NP true.


It is plausible that empirical evidence can be used to confirm hypotheses about which propositions are laws of nature, and it is also plausible that empirical evidence can be used to confirm hypotheses about which counterfactuals are true.  For example, if we have observed many lemons under a wide variety of circumstances, and found that they have all been sour, then this may justify us in believing that it is a law that lemons are sour (or at least, that there are laws which, together with certain prevailing conditions, make it very probable that any given lemon is sour), and it may also justify us in believing counterfactuals such as “If I had a lemon on my plate, then it would be sour”; “if I were to add lemons to this recipe, then it would make the sauce more sour” and so on.  Let’s call the hypothesized law about lemons “the lemon law,” and let’s call the counterfactuals that we ordinarily think of as getting “supported” by the lemon law “the lemon counterfactuals.”  In the lemon case, the empirical evidence highly confirms both the lemon-law and the lemon-counterfactuals; the lemon-law and the lemon-counterfactuals line up together in exactly the way that NP requires the laws and the true counterfactuals to do; so it seems that here the empirical evidence has led us to the conclusion that NP is right in what it says about the lemons.


But does this count as empirical confirmation of NP?  Of course not – for the ways in which we confirmed our law-hypothesis and our counterfactual-hypotheses are not independent of one another; we have relied on NP itself in the process.  There are different possible views about how the process works:  Perhaps the empirical evidence more or less directly confirms the lemon-law, which then (with the help of the auxiliary assumption NP) provides confirmation for lemon-counterfactuals; on the other hand, perhaps the empirical evidence more or less directly confirms the lemon-counterfactuals, which in turn (with the help of auxiliary assumption NP) sheds confirmation on the lemon-law.  Perhaps a little bit of each goes on.  What clearly does not happen in this case is that we acquire some empirical evidence for the lemon-law, and some evidence independent of that evidence for the lemon-counterfactuals, and then note that the laws and counterfactuals seem to line up in the way that NP requires.  In order for that to be the way things worked, there would have to be a real possibility that the outcome of the investigation would have been empirical confirmation for one hypothesis about what the laws are, and empirical confirmation for another hypothesis about which counterfactuals are true, where these hypotheses collectively conflict with NP.    Obviously, things cannot ever go like that:  Whenever there is empirical evidence that makes the lemon-law seem plausible, that very evidence also makes the lemon-counterfactuals seem plausible, and vice versa.  There just isn’t a way the empirical evidence could be that would make it plausible that the lemon-law is a law of nature but the lemon-counterfactuals aren’t true, or vice versa.  And there is no reason to think that there is anything special about this particular example.


What this shows is that NP is not an empirical hypothesis that is confirmed by empirical investigation.  It is more like an auxiliary assumption that is always already part of the background knowledge, helping out in the confirmation of hypotheses about the laws of nature and/or confirmation of hypotheses about which counterfactuals are true.  There is no way to subject it to empirical test – for there is no way of finding out about which regularities are laws, on the one hand, and finding out which counterfactuals are true, on the other, where these findings-out are independent of one another in a way that allows for the possibility of discovering exceptions to NP.  Since there is no way to subject NP to empirical test, there can be no empirical confirmation of it.  We must acquire our knowledge of it in some other way.


As we saw, there are only two ways in which our knowledge of NP (that is: our knowledge that NP is true in whatever contexts we actually know it to be true in) can be of a piece with our scientific knowledge:  It can be an empirically confirmable hypothesis, or it can belong to the body of principles that are presupposed and relied upon in scientific reasoning.  We have ruled out the first possibility, and so the second one represents the only way in which the Science-Says-So Thesis could be true.  The fate of the law-governed world-picture thus rests on the viability of this second way.


Let’s take a minute to think about the way things might end up going, if things go well for the law-governed world-picture.  Perhaps it will turn out that NP is an essential presupposition of scientific inquiry as such – a principle that must be taken for granted, at least implicitly, in any context in which science is getting done or exposited or applied.  If so, then it is plausible that NP will also be true in every scientific context – the only alternative, it seems, would be that scientific reasoning is inherently perverse, since anyone engaging in it will necessarily always be committed to an important falsehood, no matter how much evidence they gather and no matter how well they perform qua scientists.  We don’t want to go there.  So, we should assume that if NP is indeed a necessary presupposition of scientific inquiry as such, then NP is both justifiably believed, and true, in every scientific context.  That is enough to secure the Science-Says-So Thesis.  It is also enough to secure the Governing Thesis.  Recall the preliminary conclusion we reached above:  The Governing Thesis is true, in a way that makes it out to be more than just a projection onto the world of our own feeling that the laws of nature are a really important feature of the actual world, if NP is true in all scientific contexts for discernible reasons that are independent of the fact (if it is a fact) that whenever we are engaged in scientific inquiry the laws are the pre-eminently important feature of the actual world for our conversational purposes.  It would be cheating to simply stipulate that someone isn’t doing science unless they agree to evaluate counterfactuals in a way that gives pride of place to the laws of nature, and then declare victory in the defense and vindication of the law-governed world-picture.  But it would not be cheating – it would justify a claim of victory – if we could characterize “scientific contexts” in a way that is independent of laws and NP, and then show that NP must be true and must be presupposed to be true in any such context.  That is exactly what I aim to do here.
7.  Why are there any Constraints on How We Evaluate (Non-Trivial) Counterfactuals in Scientific Contexts?


But how is this trick to be pulled off?  It is not easy to see how to do it.  Why should there be any particular constraints at all that always govern our counterfactual reasoning while we are engaged in scientific inquiry?  Let’s put this question in an extreme form:  Why should there be any reason why we could not engage in a scientific inquiry directed at discovering truths about the actual, factual course of nature while declining ever to affirm any non-trivial counterfactuals
?  (If we cannot give a satisfactory reply to this second question, then a fortiori we cannot give a satisfactory answer to the first one.)  The answer, if there is one, must be that there is something that we have to do in the course of practicing science, that we cannot consistently do while refraining from affirming any non-trivial counterfactuals.  But what might that be?


First attempted answer:  Engage in experimental reasoning. The experimentalist wants to contrive things in such a way that at the end of the experiment, she will be in a position to say one of these things:  “Had the hypothesis been true, then the data would (probably) have fit it more nearly than they do,” “Had the hypothesis been false, then the data would (probably) not have fit is so well as they did.”  These are non-trivial counterfactuals.  So if we decline to affirm any non-trivial counterfactuals at all, then how are we to engage in experimental reasoning?  The trouble with this argument is that the conditionals in question need not be understood as counterfactuals; they can be construed as indicative conditionals.  (Note that their main role in reasoning is to serve as major premises for instances of modus tollens; an indicative conditional is just as fit for that role as a counterfactual – maybe even better fit.)


Second attempted answer:  Give explanations.  Perhaps every explanatory claim (i.e. claim about what explains what) implies the truth of some counterfactuals, in such a way that no one who refused to affirm the counterfactuals could consistently affirm the explanatory claims.  And more strongly:  perhaps the special explanatory power enjoyed by the laws of nature requires that in scientific contexts, we must be committed to affirming the counterfactuals whose truth is associated with the explanatory power of the laws we appeal to in our explanations.  This answer is more hopeful than the preceding one, but not by much. Six decades of philosophical work on scientific explanation (starting with Hempel and Oppenheim 1948) with no clearly victorious model emerging makes pluralism about explanation more and more plausible:  There are many different kinds of things that we call “scientific explanation,” and they need not all share a common pattern; several of the many models of scientific explanation that philosophers have produced might do justice to some of these explanations.  Now, there are a handful of at-leas-somewhat-successful models of scientific explanation out there that do not make the truth of any explanatory claim depend on the truth of any counterfactuals.  (E.g., the Salmon-Dowe process-causation models; Kitcher’s unification model; van Fraassen’s pragmatic model.
)  Some scientists might engage in seeking and articulating explanations that fit one or more of these models, without incurring any counterfactual commitments.  Even if there are some types of scientific explanation that do require the truth of non-trivial counterfactuals, why should we assume that we have to be engaged in giving those kinds of explanations in order to be engaged in scientific inquiry at all?  Again, we have no good reason to think that any particular non-trivial counterfactuals need be affirmed in the course of scientific inquiry, and so a fortiori we have no good reason to think that NP must be presupposed in every scientific context.


Other attempted answers are possible, but most of them are equally unsuccessful.  “Counterfactuals must be relied on in technology and in applications of science; e.g. in order to intelligently design a can-opener, I need to be able to figure out how a device designed in such-and-such a way would behave under various circumstances.”  But here again, it is not clear why indicative conditionals are not enough; what I really want to know is whether my can-opener will work if I do design it in such-and-such a way, not whether it would work if I did  design it in that way.  “Counterfactuals have to be affirmed and denied whenever we plan to intervene in causal processes; knowledge of regularities is not enough for effective intervention.”  It isn’t obvious that indicative counterfactuals won’t do the trick here as well, but even if they won’t, the most that this objection shows is that in order to make a certain sort of application of science with a certain sort of justifiable confidence that it will work, we need to know certain counterfactuals; it does not follow from this that we actually can know those counterfactuals, and so it doesn’t follow that we do in fact know them, or even that they are true.  In short, this argument at best shows that in order for scientific inquiry to enable us to do everything that we would like it to enable us to do, it must deliver knowledge of non-trivial counterfactuals; this falls far short of demonstrating that any non-trivial counterfactuals must be implicitly presupposed by anyone engaging in science.  


So it is hard to identify any essential element of scientific inquiry that we could not consistently carry out while steadfastly declining to affirm any non-trivial counterfactuals at all.  Hard, but as we will soon see, not impossible.

8.  Evidence, Counterfactuals, Measurement, Reliability

I hold these truths to be nearly self-evident:  

· In any inquiry that counts as scientific, the sole source of ultimate evidence is empirical observation and measurement.  

· In any inquiry of any kind, the sources of ultimate evidence must be assumed to be reliable.  

· The relevant sort of reliability is not mere de facto reliability, but counterfactual reliability.  

From these truths, it follows that in any context where scientific inquiry is being pursued or applied, or appealed to, the available methods of empirical observation and measurement must be held to be counterfactually reliable.  This will in general require the affirmation of at least some non-trivial counterfactuals.  So it is not in fact possible consistently to engage in scientific inquiry without at least implicitly being committed to the truth of some non-trivial counterfactuals.  No counterfactuals, no measurements or observations; no measurements or observations, no science.  This is probably the key move in my whole argument.  Let me slow down a moment and go over its three premises (which I have called “nearly self-evident”) more carefully.


All three premises concern ultimate evidence.  I always use “evidence” to refer to propositions; what is your evidence is that-such-and-such is the case.  (Obviously, there are other ways to use “evidence”; this is just a terminological stipulation, not intended to carry any substantive content.)  I will remain neutral on whether a proposition has to be true to count as evidence, and also on exactly what relation you (or we) must bear to some proposition in order for it to be part of your (or our) evidence.  And in this argument, I will have nothing to say about exactly what relation one proposition must stand in to another in order for the former to count as evidence for the latter.  I do assume, however, that all evidence rests ultimately on (what else?) ultimate evidence.  I conceive of ultimate evidence as evidence that has the following characteristics:  (i) It is not inferential – the person (or group) for whom it is evidence does not know it by means of having inferred it from some other body of evidence (but this is not to say that they could not infer it from some other proposition and thereby come to be justified in believing it);  (ii) it is not deferential – the person (or group) for whom it is evidence does not know it via deferring to someone else’s epistemic authority (in short, it is not testimonial evidence).  Believed propositions that have deferential or inferential justification acquire their authority qua evidence from other evidence – the evidence from which they were inferred, or the evidence known by the epistemic subject whose authority is being relied upon.  Evidence that is not like this – evidence whose evidential authority is not inherited from that of some other evidence – is ultimate evidence.  The thesis that there exists ultimate evidence is, of course, consistent with the foundationalist picture of epistemic justification.  But it is not committed to that picture.  All it requires is that we can have evidence that we did not acquire by means of inference or testimony.  Such non-inferential, non-testimonial evidence might take the form of “sense data” but it need not:  Normally, when you look at a purple rose, you thereby non-inferentially and non-deferentially come to possess, as evidence, the proposition that there is a purple rose in front of you.  Of course, you could not do this if you did not already possess a great deal of knowledge about the world (of both the knowing-that and knowing-how varieties), but it does not follow that your evidence (that there is a purple rose in front of you) is in any interesting sense inferred from that additional knowledge.  (Here I am just echoing Sellars’s “Empiricism and the Philosophy of Mind.”
)

In those branches of inquiry which we call science, all the ultimate evidence comes from empirical observation and measurement.  To say this is not to embrace a crude empiricism about scientific knowledge.  Evidence is not the only thing that goes into figuring out what hypotheses to accept or believe; there is also the consideration of theoretical virtues like simplicity and breadth of scope, considerations of intrinsic plausibility, and everything that goes into logical, mathematical, and statistical reasoning.  The claim here is not the strong and implausible one that the outcome of scientific inquiry is driven by empirical evidence alone; it is the modest and plausible one that everything that counts as evidence in science is (ultimately!) empirical evidence (though evidence alone might not run the whole show).


In any kind of reasonable and responsible inquiry, it seems, ultimate evidence must come from something recognizable as a source of ultimate evidence.  Observation (with or without the aid of instrumentation and experimental technique) is a source in the relevant sense; so are introspection, intuition, tradition, common sense, scripture and revelation (though most of these are not counted as legitimate sources in science – at least not officially).  “Particularism” about evidence is a non-starter:  If I have a piece of evidence, then there must be some identifiable source of this evidence; I cannot “just have the evidence that P,” period.  


What is involved in recognizing something as a source of ultimate evidence?  Well, at the very least, it involves recognizing the source as reliable:  Propositions that show up as evidence, having arrived from that source, must be such that we can generally count on their truth.  Reliability comes in different kinds and degrees, of course; it my be strict or statistical, and if it is statistical then there are a variety of different ways in which its statistical-ness might be spelled out.  But there must be some legitimate sense in which a proposition’s having come from the source is a reliably indication that the proposition is true.  If we didn’t believe this of a source, then we wouldn’t regard that source as a source of legitimate evidence.  (I hope all of this is boringly obvious.)


One of the ways in which a source of evidence can be reliable is for it to de facto reliable:  This is for it just to be a fact about the actual world that the source usually (or always) yields true propositions.  A stronger sense in which it can be reliable is for it to be counterfactually reliable:  It is reliable in the actual world, and would still have been under very wide range of counterfactual perturbations.


Let’s look at an example.  Consider methods of finding out about the apparent magnitudes of stars.  One way you could find out the apparent magnitude of Sirius would be to get the relevant astronomical equipment, make sure it’s set up right, and follow the procedure for using it.  If you do this, you’ll have measured the apparent magnitude of Sirius.  From a scientific point of view, you’ll have a bit of ultimate evidence.  But there are also easier ways to find out the apparent magnitude of a star.  For example, you could ask your next-door neighbor, if she happens to be an astronomer.  Or you could go to the library, locate a suitable reference book, and look it up.  These are both excellent methods of finding out the apparent magnitude of a star.  But neither of these is a method of measuring an apparent magnitude.  In neither of these cases do you have ultimate evidence, from a scientific point of view.  What you have is, so to speak, a check, which ultimately has to be backed by the cash of someone’s actually carrying out a measurement.  That is not to say that the real measurement method is a more reliable method than either of the other two methods I just mentioned; in fact, either one of them is almost certainly more reliable when carried out by someone who is not a trained specialist.  But there is a sense in which the reliability of the method in which you get the equipment and use it yourself – let’s call this the look-in-the-sky method – is more impressive than the reliability of the ask-an-astronomer method or the look-it-up method.  

Let me spend a few paragraphs explaining what I mean by that.  First of all, both the look-in-the-sky method and the look-it-up method
 are de facto reliable.  When either is correctly carried out, there is (at least) a strong positive statistical correlation between the result and the real apparent magnitude of the object getting measured.  The reliability of a method can be expressed by a generalized conditional:  Whenever someone carries out this method correctly, there is a strong positive correlation between their result and the magnitude they were trying to measure.  Call this generalized conditional the reliability condition of the method in question.  The de facto reliability of a method consists in the actual truth of its reliability condition.


Suppose you carried out the look-in-the-sky method yourself.  Suppose you carried it out correctly. (“Carrying out the method correctly” means making sure that the equipment is correctly constructed, set up, and shielded.  This is an “externalist” notion; you can be perfectly convinced that you have correctly carried out a method even if you haven’t really – even if you have overlooked some defect in the equipment, or even if you are really a brain in a vat.)  And you got the right answer, namely -1.47.  Good for you!  You can now responsibly believe that that the apparent magnitude of Sirius is -1.47.  You have a true belief, and you have earned a title to that belief.  It isn’t just lucky for you that you got the right answer.  Well, maybe it’s a little lucky.  You were lucky that you were able to get your hands on the right equipment, and maybe you were lucky that the equipment didn’t malfunction.  And maybe you’re lucky that you aren’t a brain in a vat.  And, of course, the look-in-the-sky method is subject to random measurement errors (as all methods of measurement are), so there is only a high probability (and not an absolute guarantee) that you will get the right result when you use it – maybe that means you need a little luck, though I would prefer to say that this just means that you weren’t unlucky, which is what you would have been had this been one of those anomalous occasions when the result is way off.  Let’s set aside those kinds of luck.  Given that you did your part in the transaction just right – you had the right equipment, it was properly constructed and shielded you used it correctly and read the result correctly – it isn’t just lucky for you that you got the right answer (or that you had a very high probability of getting a result very close to the right answer).


This lack of luckiness is reflected in the truth of a broad range of counterfactuals.  Again, suppose that you have just carried out the look-in-the-sky method, and you have gotten the (correct) result -1.47.  Well then, what can we say about what would have happened in cases where things are somewhat different, though you still carried out the method correctly? What if the apparent magnitude of Sirius had been -2,
 and you had still carried out the method correctly?  Well, then, you would still have got the right result, so you would have got the result -2 instead of the result -1.47.  For suppose otherwise – in that case, isn’t it lucky for you that Sirius isn’t brighter than it is? If it had been, then you might have gotten the wrong result from your measurement, even if you yourself had not made any mistakes.  But this kind of luckiness is not supposed to attend the correct employment of a legitimate source of ultimate evidence.  So, it must be that, if the magnitude of Sirius had been different, then the reliability condition of the look-in-the-sky method would still have been true.  Similarly, if you had gotten the result -2, then either you would not have carried the method out correctly, or else the apparent magnitude of Sirius would really have been -2.  Otherwise, given that you carried the method out correctly, you’re just lucky that you didn’t get the result -2, for if you had then you might have got the wrong answer.  Hence, even if you had got the result -2, the reliability condition of the look-in-the-sky method would still have been true.  Moreover, if something totally unrelated to your measurement had been different – if, say, Dennis Kucinich had won the Democratic nomination – then this reliability condition would still have been true.  For otherwise, it’s just lucky for you that Kucinich didn’t win – for if he had won, then even if you had carried out the method perfectly correctly, you still might have gotten the wrong result – but obviously, it isn’t just lucky for you that Kucinich didn’t win.  In short, the reliability condition of the look-in-the-sky method would still have been true under a very broad range of counterfactual suppositions.  And this is just because luck is not required in order to get (a high probability of getting very close to) the right answer when you correctly carry out that method.  And that is, I take it, just what it is for this method to be a legitimate measurement method – a legitimate source of ultimate evidence in scientific contexts.


Now contrast this with the look-it-up method.  I assume that as a matter of fact, correct carryings-out of this method do almost always yield a pretty accurate result.  But what if things had been different?  What if the most widely-published celestial almanac in the world listed the apparent magnitude of Sirius as -1.74 instead of -1.47?  Would the look-it-up method still have been reliable?  Well, it might have been.  The apparent magnitude of Sirius might have been -1.74.  But it isn’t clear that that is how things would have been.  For it might well have been that there was a printer’s error in all those books.  Further, that printer’s error might have been replicated in other reference books, whose authors consulted the book containing the original error.  In that case, the reliability condition for the look-it-up method would have been false.  Even if you carried you that method completely correctly – you identified a reputable research library, went to the right section, selected an appropriate book, turned to the right page, consulted the right table, located the right numeral and processed it correctly – you might not have gotten a result even approximately correct.


This reflects the fact that in employing the look-it-up method, you are relying on a kind of luck that you aren’t when you measure the thing yourself.  In either case, you can count on an accurate result only if you did your part correctly.  But in the case of the look-it-up method, it isn’t enough for you to do your part correctly – someone else also has to have done their part correctly, too.  (You are deferring to the authority of a measurement someone else made – so the reliability of your act of finding-out depends on the accuracy of their act of measuring.)  So, the look-it-up method has a kind of counterfactual fragility that the look-in-the-sky method lacks.  The former is de facto reliable, but it is not as counterfactually reliable as the latter.  That is to say, its reliability condition would not still have been true under as great a range of counterfactual suppositions.  And this is closely connected to the fact that looking it up is a source of non-ultimate evidence, whereas looking in the sky for yourself is a source of ultimate evidence; looking it up is a way of taking testimony, while looking in the sky is a method of measurement.  More generally:  Sources of ultimate evidence (which in scientific contexts means: legitimate methods of measurement) are counterfactually reliable as well as de facto reliable; the same need not be true of sources of non-ultimate evidence.







**

My argument goes like this:  In any kind of inquiry, the participants must at least implicitly hold that the sources they rely on as legitimate sources of ultimate evidence are all counterfactually reliable.  In scientific inquiry, the only things regarded as legitimate sources of ultimate evidence are empirical observations and measurements.  So, in scientific inquiry, the participants must at least implicitly regard every method that counts for them as a legitimate measurement method (or more generally, observation method
) as counterfactually reliable.


What exactly is involved in the counterfactual reliability of these methods?  Well, as we saw, one way to put the point is to say that the reliability conditions associated with these methods would still have been true, had things been different.  Which things, and how different?  The Kucinich example suggests that the scope here is pretty wide indeed.  It is tempting to say:  These reliability conditions would all still have been true, no matter how things would have been different otherwise.  But that can’t be quite right; as we saw before in a different context, logic alone puts limits on how counterfactually resilient a set of truths can be.  Drawing on what we learned there, it is natural to make this proposal – where an MRC (measurement reliability condition) is the reliability condition associated with a legitimate method of measurement:

(5)
For every R where R is an MRC, for every A where A is consistent with all of the MRCs: A □( R.


But this isn’t quite what we want.  Suppose that A is the proposition that the look-in-the-sky method (which is, in fact, a perfectly legitimate method of measuring apparent magnitude) is not a legitimate measurement method at all though by a sheer fluke it might turn out to yield the right answer most of time.  A is consistent with the truth of the reliability condition of the look-in-the-sky method – and presumably, with all the other measurement reliability conditions as well.  Had A been true, then would the look-in-the-sky method still have been (at least de facto) reliable?  Well, it might have, but we seem to have no good reason to suppose that it would have.  So we should not rest with (5); here is what we want instead:

(6)
For every R where R is a fact about which propositions are MRCs, for every A where A is consistent with all of the facts about which propositions are MRCs:


 A □( R.
But we can rewrite this as follows
:

(7)
For any proposition A that is consistent with all the facts about which methods are legitimate measurement methods, and any proposition C that is entailed by those facts: A □( C. 

(7) is then a presupposition in every scientific context; this follows from the general relation between sources of ultimate evidence and counterfactual reliability (needed to exclude “luckiness”), together with the fact that in scientific contexts the legitimate sources of ultimate evidence are exactly the legitimate measurement procedures.
9.  Tying Some Strands Together

Here is the upshot of sections 1-6:  The Governing Thesis is true (in a way that makes it out to be more than just an expression of how important and salient the laws of nature seem to us), and the Science-Says-So-Thesis is true (period), if and only if:  NP is true, and at least implicitly presupposed to be true, in every possible scientific context. 


Here is the upshot of sections 8-9: (7) is true, and is at least implicitly presupposed to be true, in every possible scientific context.  It expresses a restriction on how counterfactuals must be evaluated in any possible scientific context.  We saw in section 7 that there don’t seem to be any other ways in which scientific inquiry as such places constraints on how (non-trivial) counterfactuals should be evaluated.


So, if NP is true and presupposed to be true in all possible scientific contexts, then that must be because, in any given scientific context, the truth of NP follows from the truth of (7).


How could the truth of NP follow from the truth of (7)? Well, it could if, and only if, the laws of nature are exactly the propositions that are entailed by the set of all MRCs.


So we reach an important conclusion:  The law-governed world-picture is accurate only if the laws of nature are the consequences of the MRCs – that is, the reliability conditions of the legitimate measurement methods.

10.  What is Lawhood?  A Fork in the Road

If we want to affirm the law-governed world-picture, we’ve got to accept that in every scientific context, it is true that the laws of nature are exactly the consequence of those propositions that are reliability conditions of legitimate measurement conditions.  So what should our theory of lawhood be?  We have two options.


First option:  There is a context-independent matter of fact about which procedures are legitimate measurement methods and which ones aren’t.  And so, there is a context-independent matter of fact about which propositions are reliability conditions of legitimate measurement methods.  There is also a context-independent mater of fact about which propositions are laws of nature.  The latter two sets of propositions are really the same set.  That set is maximally counterfactually stable in all scientific contexts, owing to the connection between counterfactuals and evidence, and to the fact the fact that in scientific contexts all the ultimate evidence takes the form of empirical measurements.  But in some non-scientific contexts, like the context of the conversation between Bert and Ernie, different things count as ultimate evidence, so the connection between laws and counterfactuals is broken.  This explains why we get counterexamples to NP in god cases.


Second option:  Which procedures count as legitimate measurement procedures can vary from context to context.  So, which propositions are reliability conditions of legitimate measurement methods can vary from context to context.  What’s more, which propositions are laws of nature can vary from context to context.  But in any given context, the propositions that are laws of nature are the same ones that are the reliability conditions of the legitimate measurement procedures.  So, in any given scientific context, there is a set of propositions (not necessarily the same one in every scientific context) such that:  its members are the laws in that context, and they express the reliability of the procedures that count as legitimate measurement methods in that context.  (The rest of the story goes just as it did under the first option.)


I think we should go with the second option.  The following section explains why.

11.  The Meta-Theoretic Conception of Laws


According to the meta-theoretic conception of laws, lawhood is not a property or status that a proposition (or fact, or state of affairs, or whatever) has; it is a role that a proposition plays within a scientific theory.  When we call something a law of Newtonian mechanics, we don’t mean that it is something that Newtonian mechanics says is a law of nature; we mean that it is something that plays the law role within Newtonian mechanics.  Analogy:  When we say that something is an axiom of Euclidean geometry, we don’t means that it is something that Euclidean geometry says is an axiom; we mean that it is something that plays the axiom role within Euclidean geometry.  Euclidean geometry itself doesn’t say anything about which propositions are axioms (although textbooks on Euclidean geometry usually do); it just says stuff about points, lines, and things like that.  Similarly, Newtonian mechanics itself doesn’t say anything about which propositions are laws (although textbooks on Newtonian mechanics often do); it just says stuff about bodies, forces, motions, and things like that.  Lawhood, like axiomhood, is a role that a proposition can play within a theory, rather than one of the items in the subject-matter of the theory.  Thus, lawhood is a meta-theoretic matter.


When we say, “It is a law of nature that P,” what we say is true at world w just in case P plays the law role within some scientific theory T that is true at w.  Which scientific theory is T?  One that has been fixed by the context.  Sometimes, this will be done explicitly:  The conversation begins with somebody saying “Suppose that Newtonian mechanics is true”; an argument begins with “Consider a possible world where theory T is true”; a lecture is given in a course the title of which is “Non-Relativistic Quantum Mechanics.”  In other cases, the salient theory T has to be picked out implicitly.  In typical cases, the default theory T is the total body of true theoretical commitments held by members of the speakers’ community.
  But this default can be canceled.  If I say, “Suppose that it is a law that all rocks are green,”  then I make it the case that the salient theory in this context is one within which “All rocks are green” plays the law-role.  Perhaps there are many such theories; in that case, it is not determinate which theory is the salient one in this context, though it is determinate that whatever theory is salient, “All rocks are green” plays the law role within it.  This will be sufficient to fix determinate truth values for some statements about laws in this context, though not for all such statements.


So the meta-theoretic conception embraces a kind of contextualism about law-statements.  Hence, if forced to choose between the two options we saw at the end of the preceding section, it would have to go with the second option.


Why should anyone believe the meta-theoretic conception?  Well, here is one reason.  Suppose it isn’t true.  Then, lawhood is a property a proposition can have or lack, and part of what scientific theories are about is which propositions have it and which propositions lack it.  Let’s call this view the first-order conception of laws (since it makes the laws out to be part of the first-order subject matter of scientific theories).
  Let T be any scientific theory that posits at least one law, and let L be a proposition that is a law according to T.  Then we can formulate T thus:

T:
L is true; L is a law of nature; and X

Where X is just whatever else T says.  Here is a different theory:

T*:
L is true, but L is not a law of nature; and X.

No possible empirical evidence can discriminate between T and T*.  So, empirical evidence cannot justify us in choosing between these theories.  But that means, empirical evidence can’t justify us in affirming either that L is not only true but also a law of nature, or affirming that L is true but not a law of nature.  Insofar as lawhood outruns truth, it is undiscoverable to us.  This contradicts the Discoverability Thesis (see Section 0).


No problem, though, if the meta-theoretic conception is right.  In that case, neither T nor T* is really a scientific theory.  There is a scientific theory in the neighborhood, though.  Here it is:

T-neutral:
L is true, and X.

Either L plays the law-role within T-neutral, or it doesn’t.  If it does, then T is a perfectly reasonable way of presenting T-neutral:  It specifies the content of T-neutral, and adds a helpful bit of meta-theoretic commentary (namely, that L is one of this theory’s laws).  T* is just a mess:  It specifies the content of a theory, then adds a bit of meta-theoretic commentary on that theory that is just false.  It would be like a presentation of Euclid’s geometry that identifies the Pythagorean theorem as one of the axioms.  So, there is no empirical question to be decided between T and T*.  Skeptical worry dissolved.  On the other hand, if L does not play the law-role in T-neutral, things are the other way around:  T* is be the helpful formulation of T-neutral and T is the mess.  Either way, the skeptical worry is disarmed.


Insofar as we want to uphold all four theses of the law-governed world-picture, this argument gives us a decisive reason to favor the meta-theoretic conception of laws over the first-order conception.
  Of course, there are many objections one might raise against this argument.  Fortunately, none of those objections works.  Unfortunately, there is no space to consider them in this very brief precis.


Of the two options we encountered at the end of section 10, the first represents a first-order account of laws of nature.  Only the second is compatible with a contextualist account of laws, which the meta-theoretic conception requires.  That is why we should go with the second of the two options.


If you adopt the meta-theoretic conception of laws, then this transforms the basic philosophical problem about laws for you.  No longer is your question  “What is it to be a law of nature?”  Now it becomes:  “What is it to play the law-role within a theory?”

12.  The Measurability Account of Laws

Here is my answer to that question:


First of all, I assume that each scientific theory is associated not only with a body of propositions (which must all be true if that theory is true) but also with a family of practical procedures for ascertaining the values of natural quantities (which must all be legitimate methods of measurement if that theory is true).   Both the set of propositions, and the set of procedures, are “closed” in a certain sense:  The propositions are closed under entailment, so that every proposition entailed by other propositions associated with the theory is also associated with the theory.  The closure of the procedures is more subtle. For example, suppose that a certain visual method (namely:  the method of eyeballing it) is, according to theory T, a legitimate way to measure the position of a needle moving back and forth against a numbered scale.  And suppose that T entails that if you build a device according to such-and-such specifications and attach it in a certain way to an electric circuit, then a needle on a dial that is part of the device will come to rest pointing to a number that is very close to the value of the current flowing through the circuit.  Well then, T entails that using such a device is a reliable empirical method of ascertaining the value of an electric current. More generally, there is a whole big set of methods, that reliably force the values of natural quantities to “reveal themselves” in the values of other quantities that can already be measured.  To a first approximation, all these methods are legitimate measurement methods relative to the theory T.


Only to a first approximation, though.  Some of those methods might involve taking testimony from people (or books, or people’s memories) that T regards as reliable.  These methods don’t count as legitimate measurement methods, according to T, even though they are de facto reliable according to T.  Others of those methods will really be short-cut versions of other methods, in which we plug in the result of some other measurement.  For example, suppose that T is Newtonian mechanics plus gravitation theory.  Then it entails the de facto reliability of the following method of measuring mass:  First of all, use a spring-scale to measure the weight of the thing whose mass you are interested in, and then divide the weight by 9.8 meters per second per second, and you’ll get the mass.  (Because weight = mass times the local acceleration due to gravity, and the latter is 9.8 meters per second per second.)  That’s a short-cut version of this longer method:  First of all, drop a stone from a tall tower and time its descent; do the right calculation to determine its acceleration; then measure the weight of the object you are interested in, and divide the result by the acceleration you found.  That’s a legitimate way of measuring a mass.  Note that the first method is not counterfactually reliable:  If the earth had a different mass, or a different radius, then it wouldn’t have worked, since the local acceleration due to gravity would have been different.  The second, longer version of the method is, however, counterfactually reliable:  it would still have worked no matter what the mass and radius of the earth.   So, when we carry out the shorter version of the method, we aren’t really carrying out a legitimate measurement of mass.  We are carrying out a legitimate measurement of weight, and then relying on someone’s testimony for the value of the gravitational acceleration, which we then employ in a calculation.  Whenever a method is de facto reliable according to our theory, but only because it is a short-cut version of another method that involves plugging in the known result of some previous measurement, it doesn’t count as one of the legitimate measurement methods according to our theory.  It isn’t one of the sources of ultimate evidence, according to our theory, since it is intermixed with testimony.


But if we take the set of methods that are all de facto reliable, according to theory T, and purge the ones that need to be disqualified on the aforementioned grounds
, then what we are left with is the set of methods that count as legitimate measurement methods according to T.
  T will imply that all of these methods are reliable – that is, it will entail the reliability condition of each of those methods.  Those reliability conditions (together with everything that they entail)  are the laws of theory T.  That is, they are the propositions that play the law-role within T.  That is my specification of the law role.  Now let’s see what work it does for us.


Suppose that we are in some scientific context.  There will be some set of methods that we presume to be legitimate measurement methods.  (For, if you fail to count on anything at all as a good way of measuring something, then you can’t be doing anything recognizable as empirical science at all.)   There will also be some set of propositions we take for granted as true.  Let “our theory” be the theory according to which all these presuppositions – and all their logical consequences – are true, and according to which all these methods are legitimate, and all the methods whose reliability follows from our theory and which survive the “purge” described above are legitimate measurement methods.  Then, what non-trivial counterfactuals are we committed to?  All the ones whose truth is required for all of these methods to be counterfactually reliable.  That is, all of the ones that are implied by principle (7), according to our presuppositions in this context.  So, the facts about which propositions are, according to our theory, reliability conditions of legitimate measurement methods form a counterfactually stable set.  But the facts that are, according to our theory, reliability conditions of legitimate measurement methods, are exactly the propositions that play the law role within our theory, according to the above specification of the law role.  Therefore, in our context, the facts about which propositions are laws form a stable set.  In other words, NP is true in our context.


But our context is just an arbitrarily selected scientific context.  So we have shown that NP is true in every scientific context.  The reason why it is so does not depend on which features of the actual situation we happen to find most salient in the present context – it is determined by the relation between counterfactuals and measurement that must hold in every scientific context due to the privileged epistemic role played by measurement within science.


So we have what we were looking for:  A vindication of the complete law-governed world-picture.  The Discoverability Thesis is safe from skeptical worries, because we have embraced a meta-theoretic rather than a first-order account of lawhood.  The Governing Thesis and the Science-Says-So Thesis are safe because we have reached a view according to which NP is true in all possible scientific contexts, and we have not just defined “scientific context” in a way that makes this trivially true.  Is there any other way we could have vindicated the law-governed world-picture?  It seems not:  In order to vindicate both the Governing Thesis and the Science-Says-So Thesis, we had to take one of the two options we saw back in section 10; only the second option embraces the meta-theoretic conception, which we must embrace in order to save the Discoverability Thesis.  So the whole law-governed world-picture can be true only if the view of laws we have arrived at here is correct.


I call the resulting view the measurability account of laws (or MAL).  Note that it presupposes no particular ontological or metaphysical commitments, other than that there is such a thing as a legitimate measurement method – a commitment that empirical science cannot get by without.  Moreover, the MAL is consistent with the thesis of Humean Supervenience, since it implies that the truth value of each token law-statement is fully determined by the Humean mosaic together with the facts about which propositions play the law-role within which theories.  It is commonly assumed that one must choose between the ontological austerity of the Humean approach to laws, on the one hand, and the ability to make sense of the idea that laws really govern the universe, on the other.  But if the arguments given here succeed, they show that, on the contrary, the only possible theory of lawhood that can do justice to the law-governed world-picture is one that does not require a non-Humean ontology.
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� This section covers ideas treated in Chapter 1 of LGU.


� This section treats material found in Chapter 5 of LGU.


� This section treats material found in Chapters 5 and 7 of LGU.


� This section, and the next one, treats material covered in Chapter 6 of LGU.


� For what it’s worth, there are polytheistic god cases too.  Here’s my favorite:  The natural universe was designed by a committee of gods and goddesses.  Zeus wanted gravity to be governed by an inverse-cube law, and for all moas to die before reaching the age of 50 years.  Hera wanted gravity to be governed by an inverse-square law, and for there to be  population of ancient moas.  Each deity cared about equally about each of their two desiderata.  Neither deity was in a position to overrule the other on the committee.  Some compromise had to be reached.  The one that was reached called for an inverse-square law, and no moas older than 50.  Having just explained all this, I’ve put you in a context in which it is true that if there had been a population of moas older than 50, then gravity would have been governed by an inverse-cube law.  Therefore NP is false in this context.


� This section and the next one treat material found in Chapter 7 of LGU.


� This section, and the next two, treat material found in Chapter 8 of LGU.


� By a “non-trivial “counterfactual, I mean one in which the antecedent does not logically entail the consequent.  Trivial counterfactuals – e.g., “If I had an apple and I had a car, then I would have an apple” – are plausibly logical truths.  There’s no worry about whether they should be true in all scientific contexts; presumably trivial counterfactuals are true in all possible contexts.  


� Salmon (1984); Dowe (2000); Kitcher (1981); van Fraassen (1980).


� Sellars (1997).


� I’m going to stop mentioning the ask-an-astronomer method, though everything I say about the look-it-up method applies to it as well.


� This would mean that Sirius is brighter – apparent magnitude is a lower number the brighter the object is.


� I’m going to use “measurement” in a broad sense in which it covers empirical observations as well.  Observing whether an emerald is green, for example, can be construed as measuring its greenness-characteristic-quantity, a quantity which is 1 for all green things and 0 for everything else.


� The equivalence here depends on something that I argue for in LGU but which I haven’t made explicit in the text:  Measurement methods are individuated by (among other things) their reliability conditions.  So if a measurement method has a certain reliability condition, it is not possible for that very same method to have a different reliability condition.  That is why the set of facts about which methods are legitimate measurement methods is equivalent to the set of facts about which propositions are MRCs.


� This section treats material found in Chapters 3 and 4 of LGU.


� Why the extended community, rather than just the speakers themselves?  Because of the linguistic division of labor:  We don’t all have to be up on current physics in order for one of us to say “It’s a law that nothing goes faster than c” and thereby say something true.  Why just the true commitments held by the members of the speaker’s community, rather than all such commitments?  Because in typical cases, we’re talking about the laws of the actual world.  In order for P to count as a law of the actual world, it’s got to be a law of some theory that is true in the actual world.





� As far as I know, every philosopher who has written on laws, except me, embraces the first-order conception of laws.


� The argument just given is closely related to one that John Earman and I gave in our (2005).   But there, we were not arguing in favor of the meta-theoretic conception; instead, we are arguing for the thesis of Humean Supervenience.  Indeed, it must be conceded that first-order account of laws that embrace Humean Supervenience – such as Lewis’s best-system analysis – can escape the skeptical problem that I describe here.  But any such account – like Lewis’s best-system analysis – rejects the Governing Thesis in favor of a non-governing conception of laws of nature.  So the general point being made in the text is not affected by this concession:  That point is that no first-order conception can be consistent with all four theses of the law-governed world-picture.  A Humean-Supervenient first-order account rejects the Governing Thesis; the force of the underdetermination argument is that any non-Humean first-order account is incompatible with the Discoverability Thesis.  Only a meta-theoretic account of laws can do justice to the whole picture.


� Here I’m simplifying things quite a bit.  In fact, there is at least one more type of exception to the general rule that all reliable methods get to count as legitimate measurement methods.  And the task of precisely defining the circumstances under which each exception applies turns out to be a lot more complicated than I am letting on here.  All the gory details can be found in Chapter 8 of LGU.


� Note that you can accept a theory without being aware of most of its consequences.  Not only might you be ignorant of many propositions that follow from your theory; you might also be ignorant of the legitimacy of many methods of measurement according to your theory.
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