Treating something as a reason for action
Ram Neta, UNC-Chapel Hill
Over the past few decades, quite a few philosophers, impressed by Bayesian theories of rational decision, have taken such theories to exhaust the contribution that philosophy can make to our understanding of practical reasons and of rational action.  But, in the last few years especially, some influential non-Bayesian work in epistemology has attempted to contribute to our understanding of practical rationality and action.  The non-Bayesian work that I have in mind has attempted to connect our knowledge with our reasons for action, and this connection has been forged in at least three distinct (but mutually consistent) ways.  

First, according to Hyman 1999, S knows that p if and only if there is some action such that S is able to perform that action for the reason that p.
  (To specify the reason why a creature did something is not, or anyhow not always, to specify the reason for which she did it; Hyman is interested only in the latter notion.  I tell you that the reason why I mispronounce “s” is that I have a speech impediment, but it doesn’t follow that there is any reason for which I mispronounce “s”.)  To illustrate Hyman’s point:  suppose that the piping plover engages in broken wing display behavior for the reason that a predator is approaching her young.  From this supposition it follows, according to Hyman, that the piping plover knows that a predator is approaching her young.  Of course, it does not follow that the piping plover is able to use this known fact as a premise in practical reasoning:  that would require powers of reasoning that may well be beyond the capacities of the plover.  Nor does it follow from our supposition that the piping plover can treat this known fact – viz., that a predator is approaching its young – as a reason for acting:  so treating it would require powers of metacognitive representation that may well be beyond the capacities of the plover.
    
Second, according to Hawthorne 2004, S knows that p if and only if it is permissible for S to use p as a premise in her practical reasoning.
  To illustrate:  suppose that, in reasoning about how I shall spend this evening, it is rationally permissible for me to begin with the premise either I will go to the movies tonight or I will stay home and work on my paper tonight.  It follows, according to Hawthorne, that I know that either I will go to the movies tonight or I will stay home and work on my paper tonight.  Of course, it does not follow that this disjunction is my reason for making the choice that I make:  if I do choose to go to the movies, the reason for which I so choose is not that either I will go to the movies tonight or I will stay home and work on my paper tonight.  (Perhaps the reason for which I so choose is that tonight is the only showing of Godard’s “Weekend”, which I have not seen in years.)  Also, it does not follow that I can treat this disjunction as a reason for making the choice that I make:  if I choose to go to the movies, I cannot permissibly treat it as a reason for so choosing that either I will go to the movies tonight or I will stay home and work on my paper tonight.  It’s one thing for it to be rationally permissible for me to use a particular proposition as a premise in practical reasoning, whereas it’s quite another thing for me to act for the reason stated by that proposition, or for me to treat the proposition as a reason for acting.
Third, according to Hawthorne and Stanley 2008
Knowledge-Reasons Principle

Where S's choice is p-dependent, it is appropriate for S to treat the proposition that p as a reason for acting if and only if S knows that p.

This formulation of their principle requires a bit of clarification.  In particular, we need to clarify the terms “p-dependent” and “appropriate”.  Hawthorne and Stanley define “p-dependence” as follows:

“Let us say that a choice between options x1… xn is p dependent iff the most preferable of x1 …xn conditional on the proposition that p is not the same as the most preferable of x1…xn conditional on the proposition that not-p.”
    

And they identify appropriateness with rational permissibility.
  Thus, we can recast the Knowledge-Reasons Principle as the claim that where S's choice is p-dependent, it is rationally permissible for S to treat the proposition that p as a reason for acting if and only if S knows that p.

Notice, by the way, that the Knowledge-Reasons Principle is a principle about the conditions under which it is rationally permissible for an agent to treat a proposition as a reason for acting.  For an agent to treat a proposition as a reason for acting requires that the agent conceive of the proposition in a certain way, viz., as a reason for her to do something or other.  This, in turn, requires that the agent have such metacognitive concepts as the concept of a reason for her to do something.  The Knowledge-Reasons Principle is thus supposed to serve as a rational constraint on a creature capable of such metacognitive representation.  

In this paper, I will argue that the Knowledge-Reasons Principle is false.
  I also show that the data that Hawthorne and Stanley offer in favor of the Knowledge-Reasons Principle can all be explained by the following principle:

JBK-Reasons Principle

Where S's choice is p-dependent, it is rationally permissible for S to treat the proposition that p as a reason for acting if and only if S justifiably believes that she knows that p.

I will conclude by defending the JBK-Reasons Principle against some objections.  
In the course of doing these things, I will not be committing myself to any particular view concerning Hyman’s thesis that S knows that p if and only if there is some action such that S is able to perform that action for the reason that p.  Nor will I be committing myself to any particular view concerning the Hawthorne’s thesis that S knows that p if and only if it is permissible for S to use p as a premise in her practical reasoning.  Both of these latter theses are logically independent of the JBK-Reasons Principle, and they require separate discussion.  (As it happens, I am inclined to endorse Hyman’s thesis and to deny Hawthorne’s thesis, but this is not the place to go into that.)
 

In order to avert some possible confusion, I should note at the outset I should distinguish all of the theses distinguish above, each of which connects knowledge and our reasons for action, from any thesis connecting knowledge with what it is rational to do, or what it is rational to prefer.  For instance, none of the three theses mentioned above is the same as the thesis defended by Fantl and McGrath 2002, which connects knowledge with what it is rational to prefer.  According to Fantl and McGrath, S satisfies the justification condition involved in knowing that p only if the following condition obtains:  for any states of affairs A and B, S is rational to prefer A to B if and only if S is rational to prefer A & p to B & p.
  This thesis connects the satisfaction of one of the conditions of knowing that p with the knower’s rational preferences.  By itself, this thesis implies nothing whatsoever about the reasons for which a knower can act, nothing about the premises that a knower can permissibly use in practical reasoning, and nothing about what a knower can appropriately treat as a reason for action.  
I should also note that this paper will not address the recently much discussed issue of whether the (actual or perceived) practical costs to a subject S of being wrong about some proposition p are in any way constitutively involved in whether S knows that p.  (The view that such costs are constitutively involved in knowledge is what Stanley 2005 calls “anti-intellectualism” and it is the negation of what Fantl and McGrath 2009 call “purism”.)  Some of the philosophers who argue in defense of one or another connection between knowledge and action also argue – on the basis of the principle of connection that they defend – that practical costs matter for knowledge.  For reasons that I will not offer here, I very much doubt that practical costs matter for knowledge.
  But this is not because knowledge is entirely unrelated to our reasons for action:  on the contrary, the JBK-Reasons Principle gives one sort of relation that obtains between them.  Nonetheless, the JBK-Reasons Principle cannot (so far as I can see) be employed in any plausible argument for anti-intellectualism.

Finally, I should note that, when I say that the philosophical work that I’ve just described is “non-Bayesian”, I do not mean to imply that it is anti-Bayesian, or that any of the theses attributed above to Hawthorne, Stanley, Fantl and McGrath, Hyman, or me, are incompatible with any of the tenets of Bayesian rational decision theory.  Bayesian theory gives us a framework within which to prove results about which actions are rational under which sorts of circumstances.  Such a theory simply says nothing at all about knowledge, or about premises in practical reasoning, or about reasons for action, or about the conditions under which something can permissibly be treated as a reason for action, etc.  All these concepts don’t show up in Bayesian theory at all.  So none of the theses mentioned above could, on their own, be logically inconsistent with any Bayesian thesis.  
I.  My argument against the Knowledge-Reasons Principle

I begin by presenting two counterexamples to the Knowledge-Reasons Principle.  The first example shows that, even when S’s choice is p-dependent, S’s knowing that p is not necessary for it to be permissible for S to treat the proposition that p as a reason for acting.  The second example shows that S’s knowing that p is not sufficient for it to be permissible for S to treat p as a reason for acting.

Case 1:  

You are in the supermarket, and you have only $20 to spend.  (You forgot your credit cards at home, and once you get back home you won’t be coming back to the supermarket for quite a while.)  The supermarket is having a great sale – today only – on cases of your favorite brand of beer, and you could get a case for just under $20.  Alternatively, you could spend the $20 buying some very nice flowers for your partner.  Ordinarily, you wouldn’t think twice before buying the case of beer.  But your partner has recently done some very nice things for you:  taking you out to your favorite restaurant for your birthday, arranging for you to receive just the present that you’ve wanted for months, and so on.  You are moved by these gestures, and by all the many other signs of love and affection that your partner has offered you recently.  You justifiably believe, and justifiably believe that you know, that your partner loves you very much.  And so, permissibly treating the proposition that your partner loves you very much as a reason for buying the flowers, you buy the flowers, and not the beer.

Now, although you have indeed received the best possible behavioral indications that your partner loves you very much, and although it is true that your partner loves you very much, it is also true that aliens have recently landed in your area, and are slowly replacing human beings with perceptibly indistinguishable but emotionless duplicates.  You are in love façade country, and so you don’t know that your partner loves you very much.  

Thus, knowing that your partner loves you very much is not necessary for permissibly treating the proposition that your partner loves you very much as a reason for buying the flowers.  Hawthorne and Stanley might protest that it is only excusable, but not permissible, for you to treat the proposition that your partner loves you very much as a reason to buy the flowers.
  But this cannot be right, for your treating that proposition as a reason to buy the flowers is not something for which you need, or can have, an excuse, any more than I need, or can have, an excuse for actually buying the flowers.  If I treat the proposition as a reason to buy the flowers, then there is no answer to the question “what is my excuse for doing that?”
Case 2: 


You are taking an oral history exam, and you come across the question “in what year was Abraham Lincoln assassinated?”  You know that the answer is 1865.  But you are momentarily struck by a neurotic diffidence about your memory of this historical fact.  After you hear the question, the first thought that goes through your mind is:  I believe that the answer is 1865, but of course I don’t know that it is!  Although the latter conjunct is false – you do know that the answer is 1865 – it’s also true that you believe that you don’t know that the answer is 1865, and it’s furthermore true that you don’t believe that you do know that the answer is 1865.  (I assume here that it is possible to know that p even if one does not believe that one knows that p, and even if one believes that one does not know that p.  To deny this assumption would be to commit to the implausible view that either knowledge always requires higher-order belief that I know, or else that my beliefs to the effect that I don’t know something are infallible.)  A fortiori, you do not justifiably believe that you know that the answer is 1865.


In the end, you decide to answer the question by saying “1865”.  But what is it permissible for you to treat as a reason for so answering the question?  In these circumstances, you can permissibly treat the proposition that the answer is probably 1865 as a reason for so answering the question, and you can permissibly treat the proposition that the answer might be 1865 as a reason for so answering the question, but you cannot treat the proposition that the answer is 1865 as a reason for so answering the question.  Thus, knowing that the answer is 1865 does not suffice for permissibly treating the proposition that the answer is 1865 as a reason for so answering the question.

It is sometimes said that our intuitions go hazy in cases like Case 2, in which an agent satisfies the (alleged) condition for permissibly treating something as a reason for acting, but doesn’t believe or know that she satisfies this condition.
  But this is not true:  the intuitively correct verdict about case 2 is utterly clear.  And so are the intuitively correct verdicts about many other cases in which an agent satisfies conditions of permissibly F’ing, but doesn’t believe or know that she satisfies those conditions.  If Huck Finn satisfies conditions of permissibly helping his slave friend Jim to escape, but doesn’t believe or know that he satisfies such conditions, does this leave us in any doubt as to whether Huck does permissibly help his slave friend Jim to escape?  Clearly not.

It may be worried that the sort of argument that I’ve used Case 2 to make against the Knowledge-Reasons Principle would prove too much.  Could not a perfectly analogous argument be made against the JBK-Reasons Principle itself?  Suppose you justifiably believe that you know that p but that you don’t believe that you justifiably believe that you know p.  Why doesn’t the latter fact (viz., that you do not believe that you justifiably believe that you know that p) stand in the way of rationally permissibly treating p as a reason for action, if, as I have claimed, not believing that you know that p does stand in the way?  To answer this question, I’ll begin by pointing out that the attempt to formulate a counterexample to the JBK-Reasons Principle along the lines suggested above is not nearly as successful as the attempt to formulate such a counterexample to the Knowledge-Reasons Principle.  Let’s consider what such a putative counterexample would look like.
Case 3:  

You are taking an oral history exam, and you come across the question “in what year was Abraham Lincoln assassinated?”  You justifiably believe that you know that the answer is 1865.  But you are neurotically diffident about the justifiability of your beliefs concerning your historical knowledge.  After you hear the question, the first thought that goes through your mind is:  I believe that I know that the answer is 1865, but that belief is not justified.  Although the latter conjunct is false – you do justifiably believe that you know that the answer is 1865 – it’s also true that you don’t believe that you justifiably believe that you know that the answer is 1865.  (For the sake of constructing this putative counterexample to the JBK-Reasons Principle, I will grant my opponent the assumption that it is possible to justifiably believe that you know that p even if you don’t believe that you justifiably believe that you know that p.)  In the end, you decide to answer the question by saying “1865”.  But what is it permissible for you to treat as a reason for so answering the question?  Is it permissible for you to treat it as a reason for so answering the question that the answer is 1865?  
Now, I have attempted to construct Case 3 by analogy with Case 2, but it seems to me that Case 3 does not work as a counterexample to the JBK-Reasons Principle:  case 3 as described does not seem to me to evoke a clear verdict that it is impermissible for you to treat the proposition that the answer is 1865 as a reason for you to answer the question as you do.  At any rate, it is not clearly impermissible for you to treat the proposition in that way. 
Why is there this difference between Case 2 and Case 3?  Is it simply that our intuitions about what it is permissible to treat as a reason become less clear as our examples involve higher- and higher-order beliefs?  But why would this be the case?  It’s not as if our intuitions about every feature of a case become less clear as the case involves higher- and higher-order beliefs, so why should our intuitions about the permissibility of treating something as a reason become less clear for such cases?  I think the best explanation of the difference between Case 2 and Case 3 is that our intuitive judgments about these cases are rooted in an appreciation of the truth of the JBK-Reasons Principle.  
(In a longer and more speculative treatment of this issue, I would elaborate a more general view according to which the connection between our knowledge and our reasons for action is structured in the following levels:  (i) for R to be a reason for which S F’s, S must know that R, (ii) for S to permissibly believe that R is a reason for her to F, S must justifiably believe that she knows that R, (iii) for S to permissibly believe that she permissibly believes that R is a reason for her to F, S must justifiably believe that she justifiably believes that she knows that R, etc.)
II.  The JBK-Reasons Principle accounts for all the Hawthorne/Stanley Cases
The cases above show that the Knowledge-Reasons Principle is wrong in both directions.  But then where could the fault lie in Hawthorne and Stanley’s seemingly compelling argument for the Knowledge-Reasons Principle?  Hawthorne and Stanley argue for the Knowledge-Reasons Principle by appeal to various cases, so let’s look at the cases to which they appeal.
Restaurant:

“Suppose… that Hannah and Sarah are trying to find a restaurant, at which they have time-limited reservations.  Instead of asking someone for directions, Hannah goes on her hunch that the restaurant is down a street on the left.  After walking for some amount of time, it becomes quite clear that they went down the wrong street.  A natural way for Sarah to point out that Hannah made the wrong decision is to say ‘You shouldn’t have gone down this street, since you didn’t know that the restaurant was here.’”

Insurance: 

“Suppose John decides not to buy health insurance anymore, reasoning that he is healthy enough.  He calls his mother to report excitedly on his money-saving decision.  His mother can berate him for not buying the insurance, by appealing to the fact that he doesn’t know that he won’t fall ill.”

Lottery:

“You are offered a cent for a lottery ticket that cost a dollar, in a 10,000 ticket lottery with a $5,000 first prize and reason as follows:

I will lose the lottery.

If I keep the ticket I will get nothing.

If I sell the ticket, I will get a cent.

So I ought to sell the ticket.

This piece of practical reasoning is absurd.  It is not acceptable to act on one’s belief that one will lose the lottery (or one’s belief that if one keeps the ticket, one will get nothing).”

Prison:

“Suppose a prison guard is ordered to shoot a prisoner if and only if they are trying to escape.  If the guard knows someone is trying to escape and yet does not shoot he will be held accountable.  Suppose meanwhile he does not know that someone is trying to escape but shoots them anyway, acting on a belief grounded in a baseless hunch that they were trying to escape.  Here again the person will be faulted, even if the person is in fact trying to escape.”

Remarriage:  

“suppose Hannah’s husband Mordechai has gone off to war, and goes missing for many years.  Hannah remarries after waiting five years, reasonably assuming her husband to be dead.  After reemerging from captivity, Mordechai might legitimately complain to Hannah that she shouldn’t have remarried without knowing that he had died.  It is reasonable for Mordechai not to be satisfied with the excuse that Hannah had a justified belief that he was dead.”

Paranoid:

“Suppose someone is sufficiently paranoid to believe that his hands are dirty even after he has washed them, knows this about himself, and forces himself to disregard that belief in his conduct.  It seems crucial to the propriety of his behavior that he knows that his belief is not a piece of knowledge, which in turn leads to a recognition that the content of that belief is not a suitable basis for action.”

Now, Hawthorne and Stanley are right to point to the first five of these cases and others like them as cases in which an agent impermissibly treats a particular proposition as a reason for acting.  And they are also right to point to the sixth case and others like it as a case in which an agent permissibly treats a particular proposition as a reason for acting.  But the question is:  in each of these cases, what explains the fact that the agent’s treating a particular proposition as a reason for acting is permissible or impermissible?  

In the first five of Hawthorne and Stanley’s cases above, it’s true that the proposition that the agent impermissibly treats as a reason for acting is a proposition that the agent does not know to be true:  
In Restaurant, Hannah does not know that the restaurant is on the left.

In Insurance, John does not know that he will not get sick.

In Lottery, you do not know that your lottery ticket will lose.  
In Prison, the guard does not know that the prisoner is trying to escape.

In Remarriage, Hannah does not know that Mordechai is dead.

And in the sixth case, it’s true that the proposition that the agent permissibly treats as a reason for acting is a proposition that the agent does know to be true:

In Paranoid, the person knows that he doesn’t know that his hands are dirty.

But it’s also true that, in the first five cases, the proposition that the agent impermissibly treats as a reason for acting is a proposition that the agent does not justifiably believe that she knows to be true:  
In Restaurant, Hannah does not justifiably believe that she knows that the restaurant is on the left.

In Insurance, John does not justifiably believe that he knows that he will not get sick.

In Lottery, you do not justifiably believe that you know that you will lose the lottery. 
In Prison, the guard does not justifiably believe that he knows that the prisoner is trying to escape.

In Remarriage, Hannah does not justifiably believe that she knows that Mordechai is dead.

And it’s also true that, in the sixth case, the proposition that the agent permissibly treats as a reason for acting is a proposition that the agent does justifiably believe that he knows to be true.

In Paranoid, the person justifiably believes that he knows that he doesn’t know that his hands are dirty.

Hawthorne and Stanley explain the permissibility or impermissibility by appeal to the agent’s knowledge or lack of knowledge.  Thus, they use the cases to support the Knowledge-Reasons Principle.  But the Knowledge-Reasons Principle is false:  cases 1 and 2 show as much.  I therefore propose the second explanation, in terms of the agent’s having or lacking justified belief in her own knowledge.  Thus, I take the cases to support the JBK-Reasons Principle.  
III.  Objections to the JBK-Reasons Principle, and Replies
I anticipate the following objections to the JBK-Reasons Principle.

Objection 1:  Isn’t the JBK-Reasons Principle unfaithful to the simple language of our ordinary criticisms?  When you sell your lottery ticket for a penny, we do not criticize you by saying “but you didn’t justifiably believe that you knew that you were going to lose!”  Rather, we criticize you by saying, more simply “but you didn’t know that you were going to lose!”  Again, when you wash your hands, knowing full well that they are clean, we do not criticize you by saying “but you justifiably believe that you know that they’re clean!”  Rather, we criticize you by saying, more simply, “but you know that they are clean!”  Doesn’t this tell in favor of Hawthorne and Stanley’s account of the cases, and against my alternative account?

Reply:  There are two problems with this objection.  The first, and less important problem, is the following.  Hawthorne and Stanley are right to claim that we often can criticize your treating p as a reason for acting by saying something of the form “but you didn’t know that p!”, and that we often can criticize your failing to treat p as a reason for acting by saying something of the form “but you know that p!”  But we cannot always criticize your treating p as a reason for acting (or your failing so to treat it) by saying these things – the counterexamples given to the Knowledge-Reasons Principle are cases in which we cannot issue such criticisms.  And other cases illustrate the same point.  For instance, consider again the case of Hannah and Mordechai.  Suppose that, even though Mordechai had not died, Hannah had been presented with human remains which the extremely reliable coroner told her matched Mordechai’s DNA.  In this case, Hannah would justifiably, but falsely, believe herself to know that Mordechai is dead.  As unhappy as Mordechai might be about Hannah’s remarriage, he could not reasonably criticize Hannah by saying “but you didn’t know I was dead!”  Here is a case in which Hannah can permissibly treat Mordechai is dead as a reason for remarrying, even though she doesn’t know that Mordechai is dead, and Mordechai cannot reasonably criticize her by saying “but you didn’t know that I was dead!”  Of course, Mordechai would be speaking truthfully in saying that she didn’t know – but it doesn’t follow that his criticism would be a reasonable one.

Now, for a case in which we can criticize your failing to treat p as a reason for acting, but not by saying that you don’t know that p:  suppose that you are taking an oral history exam, and you come across the question “in what year was Abraham Lincoln assassinated?”  You believe, and know, that the answer is 1865.  But you are, for the moment, neurotically diffident about your memory of this historical fact.  After you hear the question, the first thought that goes through your mind is:  I believe that the answer is 1865, but I don’t know.  Although you believe, and know, that the answer is 1865, you don’t believe that you know that the answer is 1865.  A fortiori, you do not justifiably believe that you know that the answer is 1865.  But all of a sudden you recall that, earlier that day, in order to relax yourself before the exam, you went to see a crystal-ball gazer, and he told you that the spirits would be with you this afternoon, and that you would know the answer to all of the questions.  Recalling these words from the crystal ball-gazer, you are suddenly filled with unjustified confidence that you know all of the answers to the exam, and in particular that you know that the answer to this question is 1865.  What you are confident of is true in this case:  you do, in fact, know the answer.  But your belief that you know the answer, based as it is on the crystal-ball gazer’s testimony, is completely unjustified.  If you treat the proposition that the answer is 1865 as a reason for announcing that as the answer, then you are acting impermissibly, even though we cannot correctly criticize you by saying that you do not know that the answer is 1865.  
We’ve just cited cases in which we can reasonably and correctly criticize someone for treating some proposition p as a reason for acting, even though our criticism cannot take the form “but you don’t know that p”.  But what about the many cases in which we can correctly criticize someone’s treating p as a reason for acting by saying “but you don’t know that p!”?  Don’t such cases tell in favor of Hawthorne’s and Stanley’s thesis, and against the JBK-Reasons Principle?  

No:  this brings us to the second, and more important, problem with objection 1.  Even in the many cases in which we can criticize your treating p as a reason for acting by saying “but you don’t know that p”, and even in the many cases in which we can criticize your failing to treat p as a reason for acting by saying “but you know that p!”, those very facts can themselves be explained by the JBK-Reasons Principle.  
In order to see what’s going on in such cases, let’s begin by considering an entirely different case:  You’ve just upbraided David for spilling his milk all over the floor.  Now, your treatment of David is permissible if and only if you are justified in believing that David has indeed spilled his milk all over the floor.
  Suppose I know that David didn’t spill his milk on the floor, and I also know that you’re not justified in believing that he did.  What would it be natural for me to say in criticism of your treatment of David?  Would it be natural for me to say “you’re not justified in believing that David spilled his milk on the floor”?  Perhaps.  But notice that it would be at least as natural for me to say to you “but David didn’t spill his milk on the floor!”  If I know that David didn’t spill his milk on the floor, I can simply say that by way of criticizing your treatment of him:  I don’t need to say that you’re not justified in believing that David spilled his milk on the floor – even though your treatment of him is impermissible if and only if you are not justified in believing this.  This example is perfectly representative:  in general, if you do something that is permissible only if you’re justified in believing that p, and I know that not-p and that you’re not justified in believing that p, then I can criticize your behavior by saying something of the form “not p”.  

Suppose, however, that I don’t know whether David spilled his milk on the floor, but I do know that you’re not justified in believing that he did.  In that case, I can still criticize your treatment of David, but now I would naturally do so by saying “what makes you think that David spilled his milk on the floor?!”  Finally, if I do know that David spilled his milk on the floor, but I also know that you’re not justified in believing that he did, then I can still criticize your treatment of David, but now I do so by saying “what right do you have to accuse David of spilling his milk on the floor?!”  In general, if your behavior is permissible only if you’re justified in believing that p, then I can criticize your behavior either by asserting something of the form “not p” (if I know that p is false) or else by saying something of the form “what makes you think that p?” (if I don’t know whether p is true) or else by saying something of the form “what right do you have to act as if p?” (if I know that p is true but I also know that you’re not justified in believing it).

Now, the general point that I’ve just made by appeal to this example of David and the spilled milk applies no matter what the value of p.  In particular, it applies even if p is a proposition about what someone knows.  Thus, if your behavior is permissible only if you’re justified in believing that you know that q, then I can criticize your behavior either by asserting something of the form “but you don’t know that q” (if I know that you don’t know, and that you aren’t justified in believing that you know) or else by saying something of the form “what makes you think that you know that q?” (if I don’t know whether you know, but I know that you’re not justified in believing that you know) or by saying something of the form “what right do you have to act as if you know?” (if I know that you know, but I also know that you’re not justified in believing that you know).

I leave it to the reader to verify that analogous points hold for cases in which I can correctly criticize you for failing to treat p as a reason for acting, when you justifiably believe yourself to know that p.
Objection 2:  The JBK-Reasons Principle has the consequence that the difference between one agent who does justifiably believe that she knows that p and a second agent who is equally justified in believing that she knows that p but doesn’t in fact believe this is a normatively significant difference.  According to the JBK-Reasons Principle, the first agent can permissibly treat p as a reason for acting, whereas the second agent cannot.  But isn’t it implausible to claim that a mere difference in belief can generate this normative difference?
  

In response to this objection, I think we should point out the misleadingness of calling the difference between the first and second agent a “mere” difference of belief, as if to suggest that one of them just happens, perhaps arbitrarily, to believe something that the other doesn’t.  It’s true by hypothesis that the two agents are both justified, and equally justified, in believing that they know that p.  But precisely because she is justified in believing that she knows that p, the first agent’s belief that she does know that p is not some arbitrary, whimsical belief – it is a justified belief.  What makes it permissible for the first agent to use p as a premise in practical reasoning is not just an arbitrary, whimsical belief that she knows that p, but rather it is her justified belief that she knows that p.
  


But why isn’t the second agent’s propositional justification for believing that she knows that p sufficient to make it permissible for her to treat p as a premise in practical reasoning?  If the second agent were to treat p as a premise in practical reasoning, then she would be doing so despite her lack of belief that she knows that p.  Now, while it is perfectly permissible to use a proposition as a hypothesis in reasoning even if one does not believe that one knows that proposition (for instance, if one is engaged in reductio ad absurdum reasoning, or if one is simply trying to figure out what follows from a particular hypothesis), it does not follow that it is permissible to use a proposition as a premise in practical reasoning under those same conditions.  Suppose the second agent were to use p as a premise in practical reasoning, despite not believing that she knows that p.  If, in challenging her reasoning, we were to ask her “but do you know that p?”, the best she could honestly say in response to us is “maybe” or “I’m not sure”.  If that is the best that she can honestly say, then, it seems, even if she can treat probably p as a premise in practical reasoning, she cannot permissibly treat p as a premise in practical reasoning.
Objection 3:  Jessica Brown and Timothy Williamson have both recently argued
 that there is no single epistemic condition that is sufficient for permissibly treating a proposition as a premise in practical reasoning.  Their arguments are aimed explicitly against the view propounded in Hawthorne 2004, but, if sound, they would also tell against the JBK-Reasons Principle.  I will focus here on Brown’s argument, which, unlike Williamson’s argument, does not presuppose that S’s knowing that p is a necessary condition for S permissibly to use p as a premise in practical reasoning.

Brown’s argument involves consideration of cases like the following:
“Surgeon:

A student is spending the day shadowing a surgeon.  In the morning he observes her in clinic examining patient A who has a diseased left kidney.  The decision is taken to remove it that afternoon.  Later, the student observes the surgeon in theater where patient A is lying anaesthetized on the operating table.  The operation hasn’t started as the surgeon is consulting the patient’s notes.  The student is puzzled and asks one of the nurses what’s going on:
Student:  I don’t understand.  Why is she looking at the patient’s records?  She was in clinic with the patient this morning.  Doesn’t she even know which kidney it is?

Nurse:  Of course, she knows which kidney it is.  But, imagine what it would be like if she removed the wrong kidney.  She shouldn’t operate before checking the patient’s records.”

This example, and others very similar to it (involving an agent’s insistence on double-checking a proposition that she already knows to be true, on account of what she takes to be the enormously high stakes of being wrong about it), are intended to show that knowing that p is not sufficient for permissibly treating the proposition that p as a premise in practical reasoning.  But, by the same token, it may seem that such cases as Surgeon also show that justifiably believing oneself to know that p is not sufficient for permissibly treating the proposition that p as a reason for acting.

In fact, cases such as Surgeon cannot be used to show this.  I do not know what Hawthorne and Stanley would say about such cases.  But I believe that what they ought to say about such cases – and what I do say about them – is that they are cases in which it is rationally permissible to treat a known proposition as a reason for acting, but it is also rationally permissible – in fact, it is rationally required – that the surgeon double-check that p.  Thus, we could picture the surgeon’s practical reasoning in Surgeon as follows:
Premise 1:  The patient’s left kidney is diseased.

Premise 2:  Diseased kidneys must be transplanted.

Lemma:  Therefore, transplant the patient’s left kidney.

Premise 3:  Before any kidney transplant, it is absolutely imperative to double-check which kidney needs to be transplanted.

Conclusion:  Therefore, double-check the patient’s records.

Furthermore, we can suppose that the surgeon treats premise 1 as a reason for operating, and premise 3 as a reason for double-checking the records before the operation.  Brown’s point is that it is rationally required to double-check the truth of a proposition before proceeding to take steps on the basis of its truth.  But this point, while true, is perfectly compatible with the claim that permissibly treating a proposition as a reason for acting requires knowing (or justifiably believing oneself to know) that the proposition is true.
But wait:  what if the surgeon does not justifiably believe himself to know premise 3?  In that case, the JBK-Reasons Principle tells us that the surgeon cannot treat premise 3 as a reason for acting (e.g., for double-checking the patient’s records).  But once again, this seems like the right verdict:  if the surgeon does not justifiably believe himself to know premise 3, then he cannot treat it as a reason for double-checking the patient’s records.  Of course, it does not follow from this that it is not anyway imperative, or mandatory, for the surgeon to double-check the patient’s records.  If the surgeon fails to double-check the patient’s records, then he is a terribly negligent surgeon, and is violating professional ethical requirements.  But it doesn’t follow from this that he could permissibly have treated the need to double-check as a reason for double-checking.  What the surgeon can permissibly do is one thing; what (if anything) she can permissibly treat as a reason for doing it is another.
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�  In fact, Hyman argues for the stronger thesis that this biconditional captures what it is for S to know that p.  Unger 1975 argues (in chapter 5) for the weaker thesis that S knows that p if there is some action such that S is able to perform that action for the reason that p.


�  I will not enter into the empirical issue of whether the piping plover does in fact have powers of reasoning or of metacognitive representation.  My point here is simply that the possession of such skills is not necessary for a creature to act for a reason, but it is necessary for a creature to use a proposition as a premise in practical reasoning, or to treat a proposition as a reason for acting.


�  Hawthorne’s view is endorsed by Stanley 2005 and Fantl and McGrath 2007.  Williamson 2005 argues against this view, but defends the weaker view that S knows that p if it is permissible for S to use p as a premise in her practical reasoning.


�  Ibid., 9.


�  Ibid., 9:  “The principle is therefore a claim about what is permissible to treat as reasons for action in a given choice situation.”


�  Brown 2008 has also argued for this conclusion.  Towards the end of this paper, I discuss Brown’s argument.  Although I endorse Brown’s argument for the conclusion that knowing that p is not necessary for permissibly using p as a premise in practical reasoning, I do not endorse her argument for the conclusion that it is not sufficient (although I do endorse that conclusion).


�  Though see Neta 2007a for an argument against Hawthorne’s thesis.


�  This view is defended in Fantl and McGrath 2002, and again, by means of a different argument, in Fantl and McGrath 2007.  All of these arguments are nicely summarized in Fantl and McGrath 2009.  Fantl and McGrath’s view – or at least something very close to it – is endorsed in Hawthorne 2004 and Stanley 2005.


�  See Neta 2007b.


�  See their reply to objection 5, ibid., 19  


�  Cf. the distinction that DeRose 2002 draws between primary impropriety (in which one F’s without satisfying the conditions of permissibly F’ing) and secondary impropriety (in which one F’s without believing that one satisfies the conditions of permissibly F’ing).


�  Ibid., 1.


�  Ibid., 1.


�  Ibid., 1 – 2.


�  Ibid., 2.


�  Ibid., 3 – 4.


�  Ibid., 3.


�  Note that you do not need to know that David spilled the milk in order for your treatment of him to be permissible.  If you have excellent evidence but are nonetheless Gettiered, then your treatment of David is clearly permissible, even if based on a mistake.  (Nothing in Hawthorne and Stanley’s paper is inconsistent with the present stipulation about the case, since they are concerned not with the conditions under which one can permissibly do anything, but only with the conditions under which one can permissibly treat something as a reason for action.  To say that you can permissibly act towards David in a certain way is not to imply anything about what you can permissibly treat as a reason for so acting towards David.)


�  I am grateful to an anonymous referee for bringing this issue to my attention, and for pointing out that analogous objections have been raised against epistemic conservatism and various other philosophical views.


�  Notice that the JBK-Reasons Principle is better off than epistemic conservatism in precisely this respect:  the latter implies that believing that p can, all by itself, make that very belief itself justified, whereas the former only implies that justifiably believing that p can, all by itself, justify something else.


�  Brown 2008, 


�  Brown 2008 effectively criticizes this assumption of Williamson’s.


�  Ibid., section 7.


�  I am grateful to Jessica Brown, Matthew Chrisman, Jon Kvanvig, Jennifer Lackey, Clayton Littlejohn, Jonathan Schaffer, Declan Smithies and an anonymous referee for Nous for helpful comments on an earlier draft of this paper.
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