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I.  Introduction


What is the epistemological value of perceptual experience?  In his recently influential paper, “The Skeptic and the Dogmatist”
, James Pryor develops a seemingly plausible answer to this question.  Pryor’s answer comprises the following three theses:

(F) “Our perceptual justification for beliefs about our surroundings is always defeasible – there are always possible improvements in our epistemic state which would no longer support those beliefs.” (517)

(PK) “This justification that you get merely by having an experience as of p can sometimes suffice to give you knowledge that p is the case.”  (520)

(D) “When it perceptually seems to you as if p is the case, you have a kind of justification for believing p that does not presuppose or rest on your justification for anything else, which could be cited in argument (even an ampliative argument) for p.  To have this justification for believing p, you need only have an experience that represents p as being the case.  No further awareness or reflection or background beliefs are required.”  (519)


Let’s use the phrase “fallibilist dogmatism” to refer to the conjunction of (F), (PK), and (D).
  Pryor does not argue for either (F) or (PK) in his paper; he simply shares the widespread and plausible assumption that (F) and (PK) are both true.  But the conjunction of (F) and (PK) implies that we can have knowledge on the basis of defeasible justification.  And this view leads to paradox.  Consider the following individually plausible but jointly incompatible statements.

(1)  I know that, at the present moment (t1), I have hands.

(2)  I might come at some future time (t2) to acquire good evidence that I did not have hands at t1.  

(3) Were I to acquire such evidence at t2, then at t2 I could not know (even if I continued to believe) that I had had hands at t1.

(4) If S knows that p, and S continues to have all of her current evidence for p, and continues to believe that p on the basis of this evidence, then S cannot lose her knowledge that p merely by acquiring new evidence.  Acquiring new evidence cannot, all by itself, make you more ignorant.  
Different versions of this paradox is developed and discussed in Harman 1973 and Ginet 1980.  The fact that they regard it as a paradox suggests that there is something paradoxical here.  For instance, Harman 1973 (148) admits that it seems paradoxical to reject (4), but he does so anyway.  And Pryor, like most other epistemologists, would solve this paradox by rejecting (4), which is incompatible with the conjunction of (F) and (PK).  


Williamson 2000 (219) gives an apparent counter-example to (4).  Here is his example:  “I see one red and one black ball put into an otherwise empty bag … .  Now suppose that on the first ten thousand draws a red ball is drawn each time, a contingency which my evidence does not rule out in advance, since its evidential probability is non-zero.  But when I have seen it happen, I will rationally come to doubt e; I will falsely suspect that the ball only looked black by a trick of the light.”  To see that this example doesn’t work to refute (4), consider that it should make no difference to my retaining the evidence I had before the draws if the bag were transparent.  But if the bag were transparent, then I would not rationally come to doubt e.  Rather, I would just be puzzled why my hand seemed always to reach for the red ball instead of the black one.  Had I retained my evidence (by continuing to see the black ball), I would not rationally come to doubt e, and so this is not a counterexample to (4).


Of course, the plausibility of (4) does not make it immune from rejection.  But if we’re going to solve the paradox of defeasibility by rejecting (4), we should at least explain why (4) is so plausible, and so why there is a paradox here in the first place.  I’ll offer an alternative solution to the defeasibility paradox.  This alternative solution involves claiming that (3) and (4) are both true, (1) is only true relative to some contexts of epistemic assessment, and (2) is only true relative to other such contexts.  Since my solution accepts (4), it rejects the possibility of defeasibly justified knowledge.  Knowledge, I claim, requires indefeasible justification.  This implies that the conjunction of (F) and (PK) is not true.  So why isn’t it true?  Is it because (F) isn’t true, or because (PK) isn’t true, or both?  And why do both propositions seem true?  I will answer these questions by appeal to the same contextualist account of evidence that I used to solve the paradox of defeasibility.  What we’ll end up with is a doctrine that I call “contextualist dogmatism”.

II.  The solution to the paradox of defeasibility

Let’s return to the defeasibility paradox above.  I’ll now offer a solution to this paradox.  To state this solution, I’ll begin with some definitions.

Let’s say that two hypotheses h1 and h2 are “introspectively indistinguishable for S” just in case:

(a) If h1 were true, then there would be a certain probability distribution over the mental states that S could be in (i.e., there is a certain probability that S would be in mental state M1, there is a certain probability that S would be in mental state M2, etc.), and

(b) If h2 were true, then there would be a different probability distribution over the mental states that S could be in (i.e., there is either a different probability that S would be in mental state M1, or a different probability that S would be in mental state M2, etc.), and

(c) For any two mental states m1 and m2 which are such that the probability of S being in them would differ depending upon whether h1 or h2 were true, the difference between m1 and m2 is not introspectively available to S.

To say that the difference between two mental states is not “introspectively available” to S is not to say that S can’t correctly characterize the mental states on the basis of introspection.  It is rather to say that, if there is any difference between the two mental states, then it’s not a difference that S can introspectively detect.  As far as S’s introspection reveals, the two mental states are indistinguishable. 


Let’s say that a hypothesis H is “an uneliminated counterpossibility” with respect to S’s knowing that p at t just in case (i) H implies that S doesn’t know that p at t and (ii) H and “S knows that p at t” are introspectively indistinguishable for S.  (In other words, what it’s probably introspectively like for S when H is true is the same as what it’s probably introspectively like for S when “S knows that p at t” is true, and yet H is incompatible with “S knows that p at t”.)  An appraiser X “raises” an uneliminated counterpossibility with respect to S’s knowing that p at t just in case X (seriously and sincerely) treats that counterpossibility as relevant to the appraisal of S’s epistemic state, and relevant by virtue of being an uneliminated counterpossibility.

Now using the terminology just introduced we can state the following rule:  

(R)  When X raises an hypothesis H that is an uneliminated counterpossibility with respect to S’s knowing that p at t, X restricts what counts in X’s context of appraisal
 as S’s body of evidence at t to just those mental states that S has, and would have, at t whether or not H is true.
 


I’ve elsewhere argued, by appeal to a variety of independent considerations, that rule (R) governs the truth-conditions of our attributions of evidence.
  In this paper, I’ll offer three additional arguments in favor of (R).  First, (R) enables us to solve the defeasibility paradox.  Second, (R) helps us to understand the malleability of our intuitions with respect to (D), and consequently helps us to understand why (D) has been, as Pryor notes, so controversial among epistemologists.  And third, (R) helps us to understand how it is that (F) and (PK) can each be plausible, even though their conjunction can’t be true.  

So first, how does (R) help us to solve the defeasibility paradox?  Here’s how:  First, let’s say that S knows that p if and only if S believes that p on the basis of conclusive evidence for p.
  Then the context-sensitivity of evidence ascriptions will be inherited by knowledge ascriptions.  (3) and (4) are true (and so plausible) in all contexts.  (1) is true (and therefore plausible
) in ordinary contexts in which no one is raising any uneliminated counterpossibilities with respect to my knowing that I have hands.  (2) is true (and therefore plausible) in contexts in which some such uneliminated counterpossibilities are raised, specifically, those uneliminated counterpossibilities that imply that my current evidence that I have hands is misleading.

It may be objected that (2) can never be plausibly denied, for one can never be certain about future contingent propositions.  Consider, for instance, my current knowledge that Tom Grabit stole the book from the library – knowledge that I gained by seeing Tom steal the book from the library.  Suppose that I meet Mrs. Grabit tomorrow and she falsely testifies that Tom has been out of town but his identical twin brother John has been in town and is a kleptomaniac.  Wouldn’t I then lose my knowledge?  And how can I rule out the possibility that this will happen tomorrow?  This is the problem captured in what Malcolm 1950 calls “the verification argument”, i.e., the problem that one can allegedly never be certain of any empirical claim because one can never verify all of its infinitely many empirical consequences.  But relative to ordinary contexts of appraisal, something like Malcolm’s response to this argument is correct:  part of what is involved my evidence for p being conclusive is that it is impossible for anything to happen in the future that would count as good evidence against p.  When I do not regard this as impossible, then I do not regard my present evidence as conclusive.  For instance, when I regard it as possible that I could come to acquire good evidence of Tom’s innocence, then I do not regard my present evidence of Tom’s theft as conclusive.  When I regard my present evidence of Tom’s theft as conclusive, then either I must regard it as impossible that Mrs. Grabit will offer the aforestated false testimony, or else I must regard any such testimony as lacking evidentiary value.


By appeal to rule (R), we’ve solved the paradox of defeasibility.  In some contexts, (1), (3), and (4) are all true but (2) is false.  In other contexts, (2), (3), and (4) are all true but (1) is false.  In no context are (1) and (2) both true, but in every context, (3) and (4) are both true.  Knowledge requires indefeasible justification.  And so perceptual knowledge requires indefeasible perceptual justification.  (PK) and (F) cannot both be true.  But in that case why do both (F) and (PK) seem so plausible?  Our contextualist account of evidence will help us to answer this question, just as it will help us to explain why our (D)-favoring intuitions wax and wane.  But before we get to those issues, let’s first consider Pryor’s defense of (D).  

III.  Why should we accept (D)?


Here’s Pryor argument for (D):  

“For a large class of propositions, like the proposition that there are hands, it’s intuitively very natural to think that having an experience as of that proposition justifies one in believing that proposition to be true.  What’s more, one’s justification here doesn’t seem to depend on any complicated justifying argument.  ....  When asked ‘What justifies you in believing there are hands?’ one is likely to respond, ‘I can simply see that there are hands.’  One might be wrong:  one might not really be seeing a hand.  But it seems like the mere fact that one has a visual experience of that phenomenological sort is enough to make it reasonable for one to believe that there are hands.  ....

“I say, let’s take these intuitive appearances at face value.”  (536)

Pryor argues for (D) by claiming that its instances are intuitively plausible.  To illustrate, let’s consider the following instance of (D):  

(D1) When Jones has a perceptual experience as of a red ball in front of her, she has reason to believe that there is a red ball in front of her.

Is (D1) intuitively plausible?  Pryor would say that it is.  But I would like to raise two worries.

First, (D1) contains the term “perceptual experience”, which is a philosophical term of art, and a disputed one at that.  Pryor admits as much when he writes:  “Epistemologists sometimes think of experience as entirely subjective or sensational in character.  By contrast, contemporary philosophers of mind mostly think of perceptual experiences as states with propositional content.”  (518 – 9).  If philosophers have such radically different conceptions of perceptual experience, and if the term “perceptual experience” is not in our ordinary lexicon, then how can we have pre-theoretical intuitions about the truth-value of propositions like (D1)?  Pryor should, I think, reply that the contents of the pre-theoretical intuitions that he appeals to in his argument for (D) are not like (D1), and do not involve the theoretical concept of perceptual experience.  Rather, they are about perceptual experiences, but not conceived as such.  Even if we don’t have the theoretical concept perceptual experience, we might nonetheless have pre-theoretical intuitions about perceptual experiences, just not so conceived. 

This seems to me to be the most promising thing for Pryor to say.  But if he says this, then he owes us an account of how it is that our pre-theoretical intuitions represent our perceptual experiences, given that they do not do so by employing the theoretical concept of perceptual experience.  If the propositional contents of our (D)-favoring intuitions do not involve the concept of perceptual experience, then what concepts do they involve?  Precisely what is the propositional content of these (D)-favoring intuitions?  That’s one question that needs answering.

Second, it seems as if our (D)-favoring intuitions can wax and wane, depending upon the context in which they are elicited.  For instance, suppose I tell you the following story.  Jones is a brain-in-a-vat who has a perceptual experience as of a red ball in front of her, and has no defeating evidence. 
 
  Should she believe that there is a red ball in front of her?  In this case, it seems that our intuitions are not clear.  Why should she believe that there is a red ball in front of her?  Why is her perceptual experience as of a red ball in front of her any more epistemically valuable than a mere visual image of a red ball, an image that any one of us could call up with our eyes closed?  Pryor would say that such visual images don’t provide us with any justification for believing their contents.  So why should Jones’s perceptual expeience be any different in this respect?  Pryor might say that the difference is phenomenological:  the perceptual experience as of a red ball differs from the visual image of a red ball in its force and vivacity, or in its apparent independence of my will.  But, even allowing that there are these phenomenological differences, why should they make any epistemic difference?  Why should the one phenomenological state confer upon us an epistemic benefit that the other phenomenological state does not?  It seems to me that we don’t have any clear intuitions in response to these questions.  Furthermore, when we have these questions in mind, our intuitions don’t clearly favor (D).  I think this explains a fact that Pryor notes without explaining, namely, that so many philosophers have assumed that (D) could not be true.
  So the second question that we should address is this:  why do our (D)-favoring intuitions wax and wane in these circumstances?

If we’re going to accept (D), then we should at least be able to supplement Pryor’s defense of it by answering these two questions.  First, what is the propositional content of our (D)-favoring intuitions?  And second, why do these intuitions wax and wane?  I will attempt to answer these two questions in the next two sections.

IV.  What is the content of the pre-theoretical intuitions that support (D)?


Pryor claims that (D) is plausible because its instances are intuitively plausible.  Our first question was:  what is the propositional content of the intuitions that allegedly favor these instances of (D)?  The content of these intuitions does not employ the disputed, theoretical concept of perceptual experience, so what concepts does it employ?  I suggest that it employs the concepts expressed by our ordinary verbs of perception and appearance, verbs like “see”, “looks”, “hear”, “smell”, and so on.  

I expect that this proposal will meet with the following objection.  Our ordinary verbs of perception and appearance, it will be said, are ambiguous.  While I can be truthfully said to “see” a red ball in front of me, the blind mathematician can also truthfully be said to “see” that the proof is valid.  While it can truthfully be said that the ball “looks” red to me, it can also truthfully be said that the proof “looks” valid to the blind mathematician.  So, it may seem unhelpful to claim that our (D)-favoring intuitions employ the concepts expressed by such verbs as “see” or “looks”, since we’d still need to specify which of the concepts expressed by these verbs figure in the propositional content of our (D)-favoring intuitions.  And that’s just a new version of our original question concerning the propositional content of those intuitions.  So appealing to our ordinary verbs of perception and appearance doesn’t help us to make any progress in answering that question.  That, anyway, is the objection.

But this objection can be met.  While it’s true that verbs of perception and appearance have different uses, it’s also true that we can formulate tests to distinguish among various uses of those verbs.  We can then say that the propositional contents of our (D)-favoring intuitions involve those concepts expressed by verbs of perception and appearance, when those verbs are used in ways that pass those tests.  I’ll describe one test that can be used to isolate the relevant “perceptual” sense of the verbs “see” and “looks”, and then indicate analogous tests can be used to isolate the relevant “perceptual” senses of other verbs of perception and appearance.

The idea behind this test is that perception is a capacity.  Sentences employing verbs of perception ascribe genuinely perceptual states or events only if they imply that the subject possesses that capacity.  On one use – call it the “central” use -- a sentence of the form “S sees …” implies “S can see”, whereas on the other use, it doesn’t.  Unlike constructions of the form “S sees …”, the construction “S can see” is not ambiguous when it is a complete sentence.  The blind mathematician can see the proof, but it doesn’t follow that she can see.  And if, after presenting the proof, we say to the mathematically slow student “can’t you see?”, that’s a short way of asking “can’t you see how the proof goes?”, and so our interrogative utterance is not a complete sentence.  Someone may protest that “S can see” is never a complete sentence, but always involves some hidden quantifier or complement.  But then what about the sentence “Cats can see but ants cannot see”?  If each conjunct of that sentence is incomplete, then what single quantifier or complement could simultaneously complete both conjuncts?  

Notice that uses of the verb “to see” to ascribe mathematical insight, dreams, phosphenes, imagination, or complete hallucination, are not central uses:  it is logically possible for a blind person to “see” just what we are said to “see” when the verb is used to ascribe any of these things.
  Of course, to group all of these various uses of “see” together as “non-central” is to ignore significant distinctions.  But though these distinctions are significant, they are irrelevant for present purposes, since all that we’re interested in doing here is isolating the use of “see” that expresses the concept that’s involved in our (D)-favoring intuitions.  And that use is clearly central.  

I have said that the distinction between central and non-central uses of “see” captures an intuitive distinction that philosophers gestured at when they spoke of “visual” and “non-visual” uses of “see”.  But if this is so, then we should expect to find a similar distinction between central and non-central uses applicable to “looks” as well, since “looks” has also been thought to have a “visual” and a “non-visual” use.  And this is just what we find.  On one use, sentences of the forms “it looks to S as if p” or “x looks F to S” or “x looks like y to S” each imply “S can see”, whereas on another use they don’t.
  This helps to confirm our hypothesis that the central/non-central distinction captures an intuitive visual/non-visual distinction. 

An analogous distinction between central and non-central uses can be drawn for other verbs of perception and appearance.  (In fact, as I have argued elsewhere, it is one of the defining features of verbs of perception that such a distinction applies to them.
)  Appealing to this distinction between central and non-central uses of such verbs, let’s now return to (D).  Pryor argues for (D) by claiming that our intuitions favor instances of (D).  But what are the propositional contents of the intuitions that favor (D)?  They involve those concepts that are expressed by verbs of perception and appearance in their central use.  Thus, the intuitions that favor (D) will include the following:

(D1’)  When it looks to Jones as if there is a red ball in front of her, then she has a reason to believe that there is a red ball in front of her.  (Again, “looks” is used centrally.)

So now we can elaborate Pryor’s argument for (D) as follows:  

(D1’) is intuitively plausible, and so too are all those propositions that result from (D1’) by substitution of any other normally sentient person for Jones, by substitution of any other normally perceptible content for “there is a red ball in front of her”, and by substitution of any other centrally used verb of perception or appearance for “looks”.  (Caveat:  the second and third substitutions have to be appropriately linked, since which contents are perceptible depends upon which modes of perception we’re talking about.)

That, I suggest, is the best answer for Pryor to give in response to our first question about his argument for (D).  

Appealing to the distinction between central and non-central uses of verbs of perception and appearance has helped us to understand the propositional content of our (D)-favoring intuitions.  But it can also help us to understand the content of (D) itself.  For now, we can explicate the theoretical term “perceptual experience” in non-theoretical language.  We can rephrase (D) as follows:

(D*) When it looks to you as if p, or sounds to you as if p, or …, then you have reason to believe p.  (To complete the antecedent of this conditional, we would have to go through all the verbs of perception and appearance, and use them all centrally.)

So if our pre-theoretical intuitions favor any version of (D), it is (D*).  And so (D*) will be one of the tenets of the contextualist dogmatism advanced here.

We’ve now answered the first of our two questions for Pryor.  But what about the second question?  How can we account for the waxing and waning of our (D)-favoring intuitions?  

V.  Why do our (D)-favoring intuitions vary across contexts?


When we considered the question whether the brain-in-a-vat should trust its apparently perceptual experiences, we found that our intuitions weren’t clear.  When we reflect upon the predicament of the brain-in-a-vat, our intuitions don’t clearly tell in favor of (D).  And yet they do seem to tell in favor of (D) on other occasions, when we aren’t thinking about brains in vats and the like.  Why?


To answer this question, let’s first recall that we’ve explicated (D) as (D*) above.  We’ve cashed out the theoretical phrase “perceptual experiences” in ordinary terms, but it’s not clear whether the ordinary terms that we’ve used to cash it out can apply to brains in vats or not.  That’s because it’s not clear whether brains in vats enjoy the capacity to perceive things in their surroundings.  That is to say, it’s not clear whether the events that can take place in a brain-in-a-vat count as seeing, or hearing, or perceiving at all.  If brains in vats don’t enjoy perceptual capacities, then we cannot use verbs of perception or appearance centrally when describing what happens to them.  If a brain in a vat can’t see, then we can’t employ verbs such as “see” or “looks” in their central use when describing what happens to a brain in a vat.  Since it’s not clear whether brains in vats can satisfy any of the antecedents of (D*), it’s also not clear whether or not they can enjoy any of the perceptual justification mentioned in the consequent of (D).  


But this is not just an issue concerning what to say about the epistemic situation of brains in vats.  It’s also an issue concerning what to say about our own epistemic situation, at least when we raise the hypothesis that we are brains in vats.  This is because the truth-conditions of our attributions of perceptual experience, like all attributions of evidentiary states, are governed by rule (R).  By the operation of rule (R), when we raise the possibility that we’re brains in vats, we put ourselves into a context of epistemic appraisal in which the only evidence that we can truthfully claim to have is evidence that we would have whether we were brains in vats or not.  Now recall, it’s not clear that brains in vats ever satisfy any of the antecedents of (D*).  And so, when we raise the possibility that we are brains in vats, then by the operation of rule (R), it will be equally unclear whether we ever satisfy any of the antecedents of (D*), and so equally unclear whether our beliefs are perceptually justified.  Since, in this context, we cannot correctly use our ordinary terms of perceptual ascription to describe what is taking place in us, we must coin new terms if we are to have any hope of speaking the truth.  We must say things like “I am sensing redly” or “I am sensing a red sense-datum”, and then hope that we can understand what we’re saying tolerably well.  Now, if we want to extend the term “perceptual experiences” to include the episodes allegedly ascribed by these new sorts of ascriptive statement, then we will correspondingly be inclined to doubt (D), for it will not be at all clear that the “perceptual experiences” so ascribed justify us in any of our beliefs about the world.  Thus, when we raise skeptical counterpossibilities, our (D)-favoring intuitions wane.

VI.  Why are both (F) and (PK) so plausible, if they can’t both be true?


We’ve used (R) to solve the defeasibility paradox, and also to explain why our (D)-favoring intuitions shrink under the pressure of skeptical counterpossibilities.  But we can also use (R) to explain the intuitive plausibility of both (F) and (PK), and this will give us a third reason to accept (R).  Here’s how the explanation goes:  Relative to ordinary contexts of epistemic appraisal, (PK) is true (and therefore plausible) but (F) is false.  But when we raise skeptical counterpossibilities, then, by the operation of (R), we move into a context in which we cannot claim to have perceptual knowledge of the world.  Now, if we don’t have perceptual knowledge of the world, then we don’t have any knowledge of the world at all, since all of our knowledge of the world ultimately depends upon perceptual knowledge.  It follows that, for all we know, we will come upon evidence that tells against our current beliefs about the world.  And so if we have any perceptual justification for our beliefs at all, this justification is defeasible.  Thus, by the operation of (R), when we raise skeptical counterpossibilities, we move into a context in which we don’t have indefeasible perceptual justification.  In this context, (F) is true
 and therefore plausible.  Thus, relative to ordinary contexts of epistemic appraisal, (PK) is true and (F) is not.  But relative to skeptical contexts, (F) is true and (PK) is not.

VII.  Conclusion

I can sum up my conclusions as follows.  First, I’ve defended a contextualist account of our ascriptions of evidence, an account according to which the semantics of our evidence-ascriptions is governed by rule (R).  I’ve given three reasons for accepting this contextualist account.  First, it solves the defeasibility paradox.  Second, it explains the malleability of our (D)-favoring intuitions.  And third, it explains how (F) and (PK) can each be plausible, even though they can’t both be true.  These claims together form the substance of my view, which I’ve called “contextualist dogmatism”.  I agree with Pryor that perceptual experience is intrinsically instructive, but what instruction it confers, I claim, is at least partly in the eye of the ascriber.  
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�  Pryor 2000.


�  Versions of this view (though not so named) are also defended in Haack 1993 and Huemer 2001.


�  One’s listeners may refuse to enter into one’s context of appraisal by refusing to treat H as relevant to the appraisal of S’s epistemic state.  One can expect this to happen when one raises skeptical hypotheses in a courtroom or a scientific laboratory, for instance.


�  If H is an uneliminated counterpossibility with respect to S’s knowing that p at t, then wouldn’t S have all the same mental states at t whether or not H is true?  Williamson 2000 persuasively defends a negative answer to this question.  Also see McDowell 1982.  To avoid controversy, I shall not attempt to rest my case on their arguments.  Rather, I’ll simply say that I’m using the phrase “mental states” in my statement of (R) in such a way as to include states of knowledge.


�  Some epistemological internalists may object that if H and “S knows that p at t” are introspectively indistinguishable for S, then what evidence S has cannot depend upon whether or not H is true – and this is true independently of any context of epistemic appraisal.  This objection rests upon the assumption that the only facts that qualify as someone’s evidence for p at t are facts that the agent can know by introspection at t.  But, as Alvin Goldman 1999 argues, this assumption founders on “the problem of stored beliefs”. 


�  See Neta forthcoming a, Neta forthcoming b, and Neta forthcoming c.


�  I defend this analysis of knowledge in Neta forthcoming a.


�  The inference from truth to plausibility needs defense that I don’t have the space to offer here.  


�  Some philosophers will regard this story as incoherent or metaphysically impossible, because, they will say, it is essential to organs that they belong to organisms, and it is essential to organisms that they have a certain ontogenetic and phylogenetic history.  See Thompson 1995.  These worries deserve treatment that they cannot receive here.  For now, I’ll just assume them away.


�  Again, some philosophers will protest that the assumptions that we’re making here are incoherent:  if perceptual states have content at all, then their content is individuated in such a way that brains in vats can’t have experiences with contents about red balls and the like.  See, e.g., Putnam 1981 and Davidson 1986.  I will not address their arguments here.


�  See, for instance, Quine 1960, Sellars 1963a, Lehrer 1974, BonJour 1978, Davidson 1986.


�  As a matter of neurobiological fact, there are some hallucinations that can be enjoyed only by the normally sighted.  But when we ascribe such hallucinations using “see”, we are nonetheless using the verb non-centrally, since the connection between the hallucination and the capacity to see is not logical, but a matter of contingent fact.  


�  The distinction between the central and the non-central uses of “looks” statements corresponds roughly to the distinction that Vesey 1971 draws between the resemblance and optical uses of “looks” on the one hand, and the “would-be judgment” use of “looks” on the other.  What Vesey calls the resemblance and the optical use of “looks” are both “central”, in my terminology.


�  See Neta forthcoming c.


�  This holds only if we read (F) as a material conditional the antecedent of which is “if we have any perceptual justification for our beliefs…”.  And even then, (F) is true only because its antecedent is false.
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