A Refutation of Cartesian Fallibilism
Abstract:  According to a doctrine that I call “Cartesianism”, knowledge – at least the sort of knowledge that inquirers possess – requires having a reason for belief that is reflectively accessible as such.  I show that Cartesianism, in conjunction with some plausible and widely accepted principles, entails the negation of a popular version of Fallibilism.  I then defend the resulting Cartesian Infallibilist position against popular objections.  My conclusion is that if Cartesianism is true, then Descartes was right about this much:  for S to know that p, S must have reasons for believing that p which are such that S can know, by reflection alone, that she has those reasons, and that she could not possibly have those reasons if p is not true.  Where Descartes went wrong was in thinking that our ordinary, fallible, non-theologically grounded sources of belief (e.g., perception, memory, testimony), cannot provide us with such reasons.
Many epistemologists have thought that knowledge – at least the kind of knowledge that is possessed by creatures (such as us) who engage in inquiry – requires justified belief, and that (at least some of) the factors that render a belief justified must be reflectively accessible to the believer.  In the past century, one or another version of this thesis is explicitly or tacitly accepted by Bertrand Russell
, Roderick Chisholm
, Carl Ginet
, Keith Lehrer
, Laurence BonJour
, Richard Fumerton
, and others.  If we use the term “epistemic reasons for belief” to refer to just those factors that can justify a belief, then we can express this commonly held epistemological thesis, which I will henceforth call “Cartesianism”, as follows:

(Cartesianism) An inquirer S knows that p only if S has an epistemic reason r for believing that p such that:  
(a) S can know, by reflection alone, that she has r, and 
(b) S can know, by reflection alone, that r is a reason for believing that p.

Cartesianism, so defined, is a view about what knowledge requires of inquiring agents.  It is not a view about what knowledge is, nor is it a view about what constitutes knowledge, nor is it a view about what suffices for knowledge, nor is it a view about what knowledge doesn’t require.  So it is compatible with Cartesianism, as I’ve defined it here, that an inquirer’s knowledge requires much more than the satisfaction of the condition stated above.  It is compatible with Cartesianism, for instance, that such knowledge requires that one’s belief track the truth, or that there be causal and/or nomic connections between one’s belief and the fact that it represents, or that the belief be formed by a reliable process or an intellectual virtue, or that various other relations obtain between the epistemic subject and the world around her.  Cartesianism tells us only that, whatever else such knowledge may require, it requires that the knower have reflectively accessible epistemic reasons for belief.  (For brevity, I will henceforth use the term “reason” to mean epistemic reasons for belief, unless otherwise indicated.)
Cartesianism is a view only about the requirements that hold for the kind of knowledge possessed by inquirers, i.e., creatures capable of engaging in inquiry (about which I will say more below).  It is not a view about the requirements that hold for the kind of knowledge that, say, mole rats have concerning the locations of their tunnels, or infants have concerning the approach of their mother.  These latter kinds of knowledge are, as I argue elsewhere, different species of a more inclusive genus of knowledge.
  Cartesianism is neutral concerning the nature of this more inclusive genus.  
Many philosophers think that Cartesianism is an implausibly strong view.  Suppose that, by noticing the spots on your skin, a doctor knows that you have measles.  Can the doctor know, by reflection alone, that the spots on your skin are a reason for believing that you have measles?  Doesn’t it require an enormous amount of empirical medical knowledge to know that the spots on your skin are a reason for believing that you have measles?  Of course it does.  But notice that this is compatible with the claim that the doctor can know, by reflection alone, what perceptual experiences and memories she’s having, and that she can know, by reflection alone, that the those perceptual experiences and memories jointly support (perhaps by inference to the best explanation, or perhaps in some other way) the hypothesis that you have measles.
  Even if some of the doctor’s reasons for believing that you have measles are not reflectively accessible to her, and even if the reasons for which the doctor believes that you have measles are not reflectively accessible to her, this does not imply that the doctor does not also have reflectively accessible reasons for believing that you have measles.
Some philosophers may worry that Cartesianism as stated above, leads to an infinite regress:  if S’s knowledge that p requires S to be able to know that she has r and that r is a reason for believing that p, then – it may seem – S’s knowledge that she has r and that r is a reason for believing that p requires her to have some further reason r’ that is distinct from r.  Does Cartesianism indeed impose this requirement that S have some further reason r’ that is distinct from r?  No.  Cartesianism implies that, if S knows that p, then this requires that S can know, by reflection, certain things about a reason r that she has for believing that p – and if S does indeed know these latter things (call them s and t) about r, then this in turn requires that S can know, by reflection, certain things about the reasons (call them r’ and r’’) that S has for believing s and t, respectively.  But Cartesianism does not require that r’ or r’’ be distinct from r, or from each other.  It is logically open to the Cartesian to say that S’s reason r for believing that p is also her reason for believing that she has r, and it is also her reason for believing that r is a reason for believing that p.  (For instance, it’s looking to me as if there is a blue patch before me may be my reason for believing that it looks to me as if there is a blue patch before me; and furthermore, that this rational relation holds may itself be my reason for believing that this rational relation holds.)  It is, of course, also logically open to the Cartesian to deny this.  She might instead accept some form of coherentism or infinitism.  Cartesianism by itself does not imply any particular topology of reflectively accessible reasons.
Although Cartesianism was widely accepted for much of the history of modern epistemology, it is today a controversial doctrine:  although many epistemologists still would accept it, most epistemologists today would reject it.  But virtually all contemporary epistemologists – both Cartesians and non-Cartesians – think of our empirical knowledge as fallible, in the following sense:  it is possible for an epistemic agent S to have empirical knowledge that p, even though S’s reason r for believing that p is such that S could have r even if p is not true.  S’s having r is not a sufficient condition for p to be true, and yet S can still know that p is true, even if r is S’s sole reason for believing that p.  I’ll call this view “Fallibilism”, and I’ll call its denial “Infallibilism”.

Now, the theses that I will argue for in this paper are the following:  

If Cartesianism is true, then Fallibilism is false.  
Furthermore, Cartesian Infallibilism does not imply, and has no tendency to support, skepticism.  

Now that I’ve stated my theses, I need to explain more precisely what they mean (which I do in sections I and II), and then to argue for them (which I do in the remaining sections).  
What I’ve just said may misleadingly suggest to some readers that I will be arguing that, if Cartesianism is true, then it is impossible for us to have inductive knowledge, or testimony-based knowledge, or knowledge achieved by means of fallible tests or by the exercise of fallible faculties.  But I will be doing no such thing:  I take it to be an obvious fact that we have lots of inductive empirical knowledge, lots of testimony-based knowledge, and lots of knowledge that we acquire by means of fallible tests or by the exercise of fallible faculties:  I know, for instance, that Jupiter is one of the planets in our solar system, that electrons have less than 1% the rest mass of protons, that my neighbor owns a Prius, that Jakarta is the capital of Indonesia, and so on.  What I claim is only that all such knowledge requires infallible reasons for belief.  To most philosophers, this last claim will sound absurd; in order to dispel the air of absurdity, I must first state my theses more precisely, and make clear just what they do entail, and just what they do not entail.  I do these things in the next two sections.

As it happens, I believe that Cartesian Infallibilism is true – but this radical claim is not one that I can attempt to defend in this already lengthy paper.  Here, I confine myself to defending the conditional that if Cartesianism is true, then Infallibilism is true, and also to rebutting the standard charge that Cartesian Infallibilism supports skepticism.
I.  What is Cartesianism?  
Cartesianism, recall, is the following view:
(Cartesianism)  An inquirer S knows that p only if S has an epistemic reason r for believing that p such that:  

(a) S can know, by reflection alone, that she has r, and 

(b) S can know, by reflection alone, that r is a reason for believing that p.
In order to clarify this doctrine, we must say something about epistemic reasons, and about the reflective access to which the Cartesian appeals, and we must also say something about what it is to be an inquirer.
An epistemic reason for believing that p is something which is such that, if I have it, then (if there are no defeaters) that makes me justified in believing that p.
  For instance, if my medical test results indicate that I will survive to a ripe old age, then that is an epistemic reason for me to believe that I will survive to a ripe old age:  if I have that reason, and there are no defeaters, I am thereby justified in believing that I will survive to a ripe old age.  In contrast, if my only hope of survival is to hold that optimistic belief, then that is not an epistemic reason for me to hold that belief:  having that “reason” cannot, even in the absence of defeaters, make me justified in believing that I will survive to a ripe old age.
 

I said above that if my medical test results indicate that I will survive to a ripe old age, then that is an epistemic reason for me to believe it.  But what was I referring to by the demonstrative expression “that”?  Was I referring to the fact that the medical test results indicate that I will survive to a ripe old age?  Or was I referring to the medical test results themselves?  Or was I referring to my awareness of those results?  In the preceding paragraph, I was intentionally cagey about this controversial issue, and for the rest of this paper I will continue to be cagey about it.  The Cartesian need not take a stand on the issue of what kinds of things (beliefs, experiences, non-mental entities of some kind, etc.) serve as reasons for belief.  Nor does she need to take any very specific stand on the issue of what it is to have such reasons.  For simplicity of exposition, however, I will assume throughout this paper that reasons, whatever kinds of things they are, can be specified in propositions, and that having a reason involves being, in some way or other, aware of the truth of some proposition that specifies that reason.  Of course, to say that reasons can be specified in propositions is not to say that they are propositions.  (I can specify where I parked my car in a proposition, but that doesn’t imply that where I parked my car is a proposition.)
It is important to distinguish one’s reasons for believing that p from one’s evidence for p.  An epistemic reason for believing that p may consist in evidence for p (as when p is a scientific hypothesis that one is justified in believing on the basis of substantial evidence for it), but it may also not consist in evidence for p (e.g., when p is the proposition that I am in pain, and what justifies me in believing p is simply that I am in pain).  We can distinguish evidence for p from epistemic reasons for believing p by appeal to the different roles that they play in the normative governance of our attitudes.  Epistemic reasons for believing p are things the having of which (in the absence of defeaters) make us justified in believing that p.  But what justifies one in believing that p may, in some cases, be one’s awareness of the fact that p – or in any case, something other than one’s evidence for p.  In contrast, evidence for p is, very roughly, something that does not involve awareness of p, and that raises our rational degree of confidence in p relative to what it would be on the rest of some portion of our total evidence that does not involve awareness of p.
  Some evidence for p may support p so slightly that, even in the absence of any defeaters, having that evidence cannot make one justified in believing that p, and so having that evidence cannot constitute having a reason for believing that p.  We may sum up the contrast thus:  reasons for believing that p are (in the absence of defeaters) justification-makers for the belief that p, whereas evidence for p is a rational confidence booster for p that does not involve awareness of p.

Drawing this contrast between reasons and evidence is compatible with claiming, as I do, that our reasons for believing p often consist of our evidence for p.  It is also compatible with claiming that whatever reasons that we have for believing anything are all elements of our total evidence set.  Thus, although I claim that, in some cases, what makes one justified in believing that p is not evidence for p, this claim is compatible with the evidentialist view that what one is justified in believing at any given time is determined by one’s total evidence at that time:  something (for instance, one’s awareness of the truth of p) can be part of one’s total evidence, and also be a reason for one to believe that p, and yet fail to be evidence for p.
To repeat:  an epistemic reason for believing that p is that the having of which can (in the absence of defeaters) make one justified in believing that p.  Notice that, given this characterization of epistemic reasons, it can count as an epistemic reason for me to believe that p that I have a reliably produced belief that p:  if I have this reason (say, if I am aware of this reliability) then, in the absence of defeaters, that can make me justified in believing that p.  Of course, even if my having a reliably produced belief that p is a reason for me to believe that p, it does not follow that it is a reflectively accessible reason for me to believe that p, or that it is reflectively accessible to me as my reason for believing that p.
Finally, I should note that the remarks I’ve made about epistemic reasons are not intended to provide an analysis of the concept of an epistemic reason, or an account of what it is to possess such a concept.  For all I’ve said, it’s possible for someone to have the concept of an epistemic reason without having the concept of a defeater or the concept of justification.  The Cartesian can thus accept the things that I’ve said about epistemic reasons, consistently with granting that knowledgeable inquirers do not have the concept of a defeater or the concept of justification.
What is it for something to be reflectively accessible to someone?  What is it to know something by reflection alone?  Philosophers who employ this term typically address this question (if at all) by providing a list of canonical sources of reflective access:  e.g., introspection, a priori reasoning, understanding, and so on.  But what qualifies a source to be on this list, other than the general acclaim of philosophers?  It is sometimes said that reflective knowledge is knowledge that can be gained “from the armchair”.  But what does that constraint amount to?  If I watch football in my armchair, I can gain knowledge of the game’s score:  this knowledge is attained (literally) from the armchair, so why doesn’t it count as reflective?
To answer these questions, I should say something about what I call “critical reasoning”.  A normal human adult possesses the capacity to discern the reasons that she has for believing or intending things, to evaluate whether those reasons are good reasons for having the beliefs or intentions that she has, and to revise her beliefs or intentions in response to that evaluation.  This is what I call the capacity for “critical reasoning”.  Since any of our beliefs, experiences, desires, or intentions can supply reasons for us to believe or intend things, the capacity for critical reasoning includes our capacity to discern what beliefs, experiences, desires, or intentions we have.  And since the evaluation of reasoning itself requires reasoning, the capacity for critical reasoning includes our capacity to reason, and to discover truths purely by means of reasoning.  Thus, the capacity for critical reasoning gives us access to at least some features of our own psychological life, and it also gives us access to the truths of reason.   It doesn’t give us access to just anything though:  for instance, it doesn’t give us access to the date of Abraham Lincoln’s birth, the atomic number of gold, or the solution to the current financial crisis.  Critical reasoning gives a person access to all and only those facts that determine what that person rationally ought to believe or intend.  And these are precisely the facts that are, on my view, reflectively accessible.

Given this conception of reflective accessibility, if an epistemic agent S has privileged access to the fact that p (i.e., the kind of epistemic access that we normally have to our beliefs, experiences, desires, and intentions), then that is a sufficient condition for S to have reflective access to the fact that p.  Now, as I and other authors have argued, an agent S has privileged access to the fact that p if the very fact that p to constitute S’s justification for believing that p.
  So, a sufficient condition for S to have reflective access to the fact that p is that the fact that p justifies S in believing that p.  

This sufficient condition for reflective access suggests a test for whether something is known by reflection alone.  Although this test is highly defeasible, it will be sufficient to serve the purposes of my argument here.  If a particular example of knowledge passes the test that I will describe, and there is no good reason to think that it is not an example of reflective knowledge, then I will conclude that the example being considered is an example of reflective knowledge.  There are clear examples of reflective knowledge that do not pass the test that I will articulate:  for instance, reflective knowledge that can be acquired only on the basis of a complicated inference does not pass that test.  Thus, passing the test is, at best, sufficient, but certainly not necessary, for something to be reflective knowledge.  So the test that I employ is fallible.  But tests may be useful – and can even give us knowledge of the truth of their verdict – even if they are fallible.  (Later, I will say more about how the possibility of gaining knowledge by means of fallible tests is consistent with the doctrine that I am calling “Infallibilism”.)  
I’ll introduce this test by quoting a passage from Chisholm in which the test is employed (though, I think, not self-consciously):
“What, now, if we were to challenge our perceiver once again, asking, ‘What makes you think you are appeared to in a way which is blue?’  To this question, surely, the only appropriate reply – if any reply at all is appropriate – is ‘I just am.’  Conceivably, our perceiver might provide additional information which would justify us in believing that he is ‘appeared blue to.’  But if he wished to describe his own justification for asserting the appear statement, he could do little more than to repeat his statement.”  (Chisholm 1957, 62)
Chisholm’s passage suggests the following test for whether something is known by reflection alone:

(Chisholm test)  Right now, I know that I have a headache.  How do I know that I have a headache?  Because I do have a headache.  Again, right now, you know that you are thinking.  How do you know that you are thinking?  Because you are thinking.  When a correct (i.e., true and relevant) answer to a question of the form “How does S know that p?” is “because p” (or something semantically equivalent to it), that is an indication that S knows, by reflection alone, that p.
  

I said that this test will fail to capture some cases of reflective knowledge, e.g., cases in which what we know by reflection alone is something that we know only on the basis of a complicated inference.  I should also note that there will be cases of reflective knowledge that may appear to fail this test.  Suppose, for instance, that, immediately after I wake up following some neurosurgery, I tell my neurologist that I have a mild headache, and she asks me how I know that I have a headache.  In this case, the very fact that the neurologist asked me this question under these circumstances may defeat my justification to believe that I have a mild headache:  under these circumstances, I might reasonably doubt whether I have a mild headache, and I might reasonably suspect that perhaps I am confusing some different sensation for a mild headache.  Nonetheless, the fact that I have a mild headache is something that, under normal circumstances at least, I can know by reflection alone.  It is important, then, when applying the Chisholm test, to make sure that, when we consider how correctly to answer a question of the form “How does S know that p?”, we confine our attention to situations in which the asking of the question does not defeat S’s justification for believing that p.

Having issued these remarks about epistemic reasons, and about knowledge by reflection, I will now say something about the kind of knowledge that the Cartesian means to be discussing.  The Cartesian, as I am conceiving of her, does not want to claim that reflectively accessible reasons are required for everything that we call “knowledge”.  This is not to suggest that the term “knowledge” is ambiguous:  perhaps “knows” is univocal, but even so, there can still be different kinds of knowledge.  The Cartesian means to be talking about the kind of knowledge that inquirers have, and this is a kind of knowledge that non-inquiring knowers may, for all the Cartesian says, fail to possess.  Inquirers are creatures that are capable of engaging in the practice of inquiry, which is to say that they can weigh reasons for or against a belief, they can hold a belief on the basis of such reasons, they can demand reasons for believing something, and they can provide reasons in response to such demands.  In short, an inquirer is a creature that is capable of demanding, providing, and assessing reasons for belief.  Cartesianism is a view about what’s required for a creature of that kind to know something.

For the rest of this paper, I will simply suppose that Cartesianism is true, and then argue that Fallibilism cannot also be true.  And finally, I will argue that the conjunction of Cartesianism and Infallibilism has no skeptical implications.
II.  What is Fallibilism?
Almost all contemporary epistemologists would accept the following doctrine about our empirical knowledge:  
(Fallibilism) For all epistemic agents S and for some empirical proposition p:  It’s possible for S to have empirical knowledge that p, even if any empirical reason that S has for believing that p is fallible (i.e., it is a reason that S could have even if p is not true).
In this paper I will argue that, if Cartesianism is true, then Fallibilism is false.  I will also argue that this view has no skeptical implications:  a Cartesian Infallibilist can consistently grant that we have a great deal of (both ordinary and scientific) empirical knowledge – empirical knowledge that rests on reflectively accessible infallible reasons.

The position that I call Fallibilism is not implied by various other views that have been called by that same name.  For instance, Fallibilism, as I’ve defined it above, is not implied by the popular view that we can come to know things by exercising cognitive abilities that can and sometimes do lead us to hold false beliefs.  One can consistently deny Fallibilism, in the sense I’ve defined, while claiming that it’s possible to come to know things by exercising cognitive abilities (e.g., perception, memory) that sometimes lead us to hold false beliefs.  If cognitive abilities sometimes lead us to hold false beliefs, then it follows that there are possible situations in which the exercise of those abilities leads to a false belief.  But this does not entail that there are possible situations in which the exercise of those abilities provides us with a reason for believing that p which is such that it is possible for us to have that very reason even if p is false.  It’s possible that the very same cognitive abilities that sometimes lead us to hold false beliefs do also, on other occasions, provide us with infallible reasons for holding true beliefs (i.e., they provide us with reasons that we cannot have if those beliefs are not true).  

Similarly, one can consistently deny Fallibilism, in the sense defined above, while claiming that it’s possible to come to know things on the basis of tests that sometimes lead to false verdicts.  For even if a test sometimes leads to a false verdict, it doesn’t follow that when it leads to a true verdict, its doing so does not provide us with an infallible reason for believing its verdict.  If, say, a test sometimes leads to false negatives, its positive verdicts may still be infallible:  i.e., there may be no possible situation in which the test leads falsely to a positive verdict.  And even if a test leads to false positives in a particular range of circumstances C, its positive verdicts outside C may still be infallible:  there may be no possible situation outside C in which it leads falsely to a positive verdict.  And so, if the fact that the test led to a positive verdict outside C is our reason for believing the positive verdict, then that fact can still be an infallible reason for believing that verdict.

Again, Fallibilism, as defined above, is not implied by the popular view that there is some proposition p such that we can know that p on the basis of reasons that do not imply that p is true.  One can consistently deny Fallibilism, in the sense I’ve defined, while believing that it’s possible to know that p on the basis of reasons that do not imply that p is true.  It’s possible for someone’s having reason r to require the truth of p, without the propositional content of r itself implying p.  To deny Fallibilism is to impose a metaphysical requirement on knowledge.  But such a metaphysical requirement may hold even in the absence of any logical relations between p, on the one hand, and the propositional content (supposing it has one) of one’s reason for believing p, on the other.  Metaphysical requirements need not be mirrored in logical relations among sentences or propositions.  

Indeed, the denial of Fallibilism, as defined above, is compatible with the claim that it’s possible for an agent S to have empirical knowledge that p on the basis of fallible evidence.  Once again, we need to distinguish one’s evidence for p from one’s reason to believe that p.  These things are often confused because, as I’ve pointed out above, one’s reason to believe that p often consists of one’s evidence for p.  And in some cases, one’s reason to believe that p consists of one’s having certain bits of evidence for p, or of one’s having acquired certain bits of evidence for p.  But even when one’s reason to believe that p consists of one’s evidence for p, or of one’s having such evidence, these things (viz., the reason that consists of the evidence, and the evidence of which it consists) are still distinct, and it is still logically possible to have an infallible reason for believing that p without having infallible evidence for p.
To see how this is possible, consider an analogy.  The lump of marble of which Michelangelo’s David is made can exist whether or not Michelangelo ever existed, but (assuming the necessity of origin) Michelangelo’s David cannot exist if Michelangelo never existed.  Such facts have suggested to some philosophers (though the issue is still disputed) that the lump of marble is not identical to Michelangelo’s David.  Nonetheless, the lump of marble is the sole constituent of Michelangelo’s David.  Thus, we have the following situation:

The lump of marble can exist whether or not Michelangelo existed

Michelangelo’s David can exist only if Michelangelo existed
Michelangelo’s David consists solely of the lump of marble

Analogously, consider my knowledgeably held belief that Jakarta is the capital of Indonesia.  What is my reason for believing that Jakarta is the capital of Indonesia?  Suppose, for the sake of illustration, that the answer to this question is:  I learned it somewhere.  That is to say, I learned somewhere (I can’t remember where) that the capital of Indonesia is Jakarta, and it is my awareness of this fact – the fact that I learned that the capital of Indonesia is Jakarta – that makes me justified in believing that Indonesia is the capital of Jakarta.  Now, when I learned that the capital of Indonesia is Jakarta, I acquired some evidence for the proposition that the capital of Indonesia is Jakarta – I can’t recall precisely what that evidence was.  But suppose that my learning that the capital of Indonesia was Jakarta consisted in my acquisition of that evidence.  Now, presumably I could have acquired all that same evidence even if the capital of Indonesia is not Jakarta (for instance, the capital may have been moved since the last time I acquired any evidence on that the topic).  But, since “learned that p” is factive, I could not have learned that the capital of Indonesia is Jakarta, unless the capital of Indonesia really is Jakarta.  In other words, if we let p be the proposition that Jakarta is the capital of Indonesia, then we can say that it is possible for all of the following three things to be true:
I can acquire all the evidence that I’ve acquired for p, whether or not p is true.

I can learn that p only if p is true.

My learning that p consists of my acquiring all the evidence I’ve acquired for p. 

Thus, even if my knowledge that p requires me to have infallible reason for believing that p, it does not thereby require me to have infallible evidence for p.

It may be objected that my learning that p cannot consist simply of my evidence (or of my having evidence), since my learning that p is factive while my evidence for p isn't factive.  But this objection confuses the claim that learning that p consists of one’s evidence (or of one’s having evidence) for p, with the distinct claim that learning that p is identical to one’s evidence for p.  Recall that the statue can consist simply of a lump of marble – it can have no constituents over and above the lump of marble – without thereby being identical to the lump of marble.  So too, I claim, one’s learning that p can consist simply of one’s evidence for p without thereby being identical to one’s evidence for p.  Having such evidence for p doesn’t suffice for learning that p, since learning that p requires something that is not required by having such evidence for p, namely, that p is true.  But this doesn’t imply that, when one has learned that p, one’s learning that p consists of anything over and above one’s evidence for p.
Again Fallibilism, as I’ve defined it, is not implied by the popular view that we can know that p without being rationally permitted to have maximal confidence that p.  Let’s suppose that, if Fallibilism is false, then the following conditional is true: if S knows that p, and S’s empirical reason for believing that p is r, then Prob(p/r) = 1 for S.  (I assume here, for the sake of argument, that rationality mandates that our degrees of confidence are governed by the Kolmogorov axioms of the probability calculus.  If this assumption is dropped, then it’s not clear to me on what grounds one might suppose that Fallibilism is entailed by, or in any way logically connected to, the view that we can know that p without being rationally permitted to have maximal confidence that p.)  But if Prob (p/r) = 1, then doesn’t rationality require S to have maximal confidence that p, and so doesn’t this absurd consequence of the negation of Fallibilism show that Fallibilism is true?  No.  By the theorem of total probability, S’s rational degree of credence in p will be equal to [Prob(p/r) x Prob(r)] + [Prob(p/-r) x Prob(-r)], and that sum need not be equal to Prob(p/r) = 1.  For Fallibilism is compatible with the claim that Prob(r) < 1 for S, or that Prob(-r) > 0 for S.
  So even if we have infallible reason for believing that p, and so Prob(p/r) = 1, still, if we are rational to be less than maximally confident of r, then rationality does not mandate that we have maximal confidence that p.  Indeed, in such a case, it’s plausible that rationality mandates that we have less than maximal confidence that p.  Our knowledge that p can therefore be based on reasons that are infallible (in the present sense), even if rationality does not demand that we be maximally confident that p, and indeed, even if rationality demands that we be less than maximally confident that p.  
Finally, Fallibilism, as defined above, is not implied by the popular view that knowledge can be defeated by the acquisition of further evidence.  For all that we’ve said here, it’s possible to have infallible reasons for believing that p, and still have the rationality of one’s belief that p defeated by the acquisition of further evidence.  (For one thing, we’ve left it open how the acquisition of further evidence can affect one’s possession of, or one’s rational degree of confidence in, one’s current reasons for belief.)  To deny the view that I’ve called “Fallibilism” is thus not to commit oneself to denying the defeasibility of knowledge, or to denying any of the other aforementioned views that have been called “fallibilism”.  

It’s important to note, however, that even once we make clear that Fallibilism (in the sense I’ve defined) is not implied by any of these other plausible theses, virtually all epistemologists today would still regard Fallibilism itself as overwhelmingly plausible.


According to Fallibilism, it’s possible for someone to have empirical knowledge that p, even if her having the reason that she has for believing that p doesn’t guarantee the truth of p – it’s a reason that she can have even if p is not true.  Now, some philosophers hold the even stronger view that all of our vast body of empirical knowledge is based on merely fallible reasons.  And some philosophers hold the still stronger view that all of our vast body of knowledge, both a priori or empirical, is based on fallible reasons.  If my argument is successful, then it also refutes these latter views.  According to the Cartesian Infallibilist view that I am describing, to have empirical knowledge, we must have reflective access to infallible empirical reasons.  Fortunately, I claim, we often have this.  

Most philosophers will regard this last claim as preposterous.  They say that we seldom, or never, have reflectively accessible infallible empirical reasons for believing anything about the world around us.  I will devote my final section to arguing against this widely held view.  But first, I will offer my refutation of Cartesian Fallibilism.

My refutation is long and complicated, but before getting into all the details, I will try briefly to sketch its overall structure.  
Consider a particular simple, representative bit of empirical knowledge:

Jones sees a goat in front of him, and thereby knows that there is a goat front of him.  

Now, what is Jones's reason for believing that there is a goat in front of him?  The answer to this question must fall into one of the following three categories:

(1) Complicated answer (e.g., Jones's reason is a complicated series of experiences and memories that Jones has had throughout his lifetime, including his present visual experience of a goat, and lots of past experiences which jointly show that Jones would not have a visual experience like the one he's having right now unless there were a goat in front of him)
(2) Simple, infallibilist answer (e.g., Jones's reason is that he sees a goat in front of him)
(3) Simple, fallibilist answer (e.g., Jones's reason is that he has a visual experience as of a goat in front of him)
My argument refutes answers 1 and 3, thereby leaving 2 as the only remaining possibility.  (And then, in the last section, I argue that 2 is untouched by the standard objections to it.)

How do I refute 1 and 3?  1 is ruled out by Cartesianism:  your reasons must be reflectively accessible to you, and sufficiently complicated reasons are not reflectively surveyable, and therefore not reflectively accessible to you.  3 is ruled out as follows:  if Jones knows that there is a goat in front of him, and he knows that he has a goat experience – and he knows both of these things on the basis of nothing other than his having that goat experience – then, by certain plausible closure principles that I’ll discuss below, it follows that Jones is in a position to know that his goat experience is not misleading, and to know this on the basis of nothing other than that goat experience itself.  But, intuitively, that is impossible:  just as you cannot know that your interlocutor has truthfully testified that p on the basis of nothing other than her testimony that p, so too Jones cannot know that his goat experience is not misleading on the basis of nothing other than that goat experience itself.   

Is there room for the fallibilist to steer between the complexity of (1) and the simplicity of (3) without falling into the infallibilism of (2)?  Some of the argument that follows is devoted to showing that there is no such room.

That’s the form of my argument for (2).  But (2) provides an infallible reason for Jones to believe that there is a goat in front of him, in the sense that it is not a reason that Jones can have if there is not a goat in front of him:  it is impossible for Jones to see a goat in front of him if there is no goat in front of him.  (Does it follow that Jones cannot know, by reflection alone, that he is seeing a goat?  No – or so I’ll argue below.)  Since the case of Jones is arbitrarily chosen, we can conclude that empirical knowledge generally requires the possession of infallible reasons for belief.

That’s the quick sketch of my argument; now for the details.  I will present them in stages.  First, in section III and IV, I will construct an argument for the conclusion that, if Cartesianism is true, then at least some empirical knowledge requires possession of infallible reasons for belief.  Then, in sections V and VI, I will add a few more premises and construct an argument for the stronger conclusion that, if Cartesianism is true, then all empirical knowledge requires possession of infallible reasons for belief.
III.  The Premises and Definitions Necessary for the First Argument
My argument employs several new terms, and several substantive epistemological premises.  In this section, I present them.  
A. Premise:  One-Premise Closure


The first of our premises is similar to, but not quite the same as, the closure principle defended by Hawthorne
:

(One–Premise Closure)  If S knows that p, and S competently deduces q from p, believing q while retaining her knowledge that p, then S knows that q.

Although One-Premise Closure is very plausible and widely accepted, some philosophers (e.g., Dretske 1970, Nozick 1981, McGinn 1984) would deny it.  I will not attempt to defend One-Premise Closure here, since Hawthorne’s argument for a very similar closure principle works equally well, mutatis mutandis, in defense of the present One-Premise Closure principle.
 
One-Premise Closure says nothing about how, or whether, it’s possible to acquire knowledge of the conclusion on a competent deduction, or about what it is that makes one’s belief in the conclusion of a competent deduction knowledgeably held.  It says only that the conclusion is known if and when the premises are known and the agent competently deduces the conclusion from the premises.  This entails virtually nothing about the acquisition of knowledge, or about what makes it the case that one’s belief in the conclusion of a competent deduction is knowledgeably held.
  This point will be important later.

B.  Premise:  Conjunction Closure for Non-conflicting Conjuncts
(Conjunction Closure for Non-conflicting Conjuncts)  For any two propositions p and q such that knowing either of them does not reduce one’s rational credence in the other:  If S knows that p, and S knows that q, and S competently deduces the conjunction (p and q), believing (p and q) while retaining her knowledge that p and her knowledge that q, then S knows that (p and q).  
Many philosophers have used the phrase “Conjunction Closure” to denote a principle that says nothing about how knowledge of either conjunct affects rational credence in the other – for instance, there is the principle that Hawthorne 2004 calls “Conjunction Closure”, according to which:  for any two propositions p and q, if S knows that p and S knows that q, and S competently deduces the conjunction (p and q) from those two premises, thereby coming to believe that conjunction while retaining her knowledge of each conjunct, then S knows the conjunction to be true.  But this simpler “Conjunction Closure” principle is controversial, because it is thought to lead to a version of the lottery paradox.  Therefore, rather than commit myself to Conjunction Closure, I espouse the weaker but more complicated Conjunction Closure for Non-conflicting Conjuncts.
Notice that Conjunction Closure for Non-conflicting Conjuncts (which I will henceforth call CCNC), like One-Premise Closure, says nothing about the acquisition of knowledge, or about what it is that makes one’s belief in the conclusion of a competent deduction knowledgeably held.
C.  Premise:  No Divination

Sometimes, we believe something on the basis of reasons that are misleading.  But what is it for a reason to be misleading?  In order to avoid commitments that are stronger than necessary for my purposes, I give a conditional definition:
Conditional Definition:  If r is S’s epistemic reason for believing that p, then r is “misleading” for S with respect to p if and only if it is not the case that p.  
Note that, since this definition is merely conditional, it does not imply that r is misleading for S with respect to p if and only if r is S’s epistemic reason for believing that p and it is not the case that p.  

Our next premise concerns the issue whether we can have a priori knowledge that a fallible empirical reason for belief is not misleading.
  A priori knowledge is a knowledgeably held belief that is not based upon any sensory or perceptual experience.  To say that knowledgeably held belief is “based upon” a particular sensory or perceptual experience is different from saying that it is a necessary condition of having such knowledge that one has a particular sensory or perceptual experience.  The latter could be true for any number of reasons:  for instance, it could be that the content of the knowledge involves demonstrative reference to a particular sensory or perceptual experience, and so the knowledge could not exist without the knower having that experience to demonstrate or ostend.  To say that a knowledgeably held belief is “based upon” a particular sensory or perceptual experience is to say that the reason(s) upon which the knowledgeably held belief is based include(s) that very sensory or perceptual experience.  If knowledge is a priori – not based upon sensory or perceptual experience – then I will say that the reasons upon which the knowledgeably held belief is based are “a priori reasons”.  
Notice that, on this conception of a priori reasons, much of our reflective knowledge is not a priori.  For instance, I know, by reflection alone, that I have a headache right now.  But what is my reason for believing that I have a headache right now?  The Cartesian might say that my headache is my reason for believing that I have a headache.  But in that case, my reason is, or at least consists of, a sensory experience – namely, my headache.  So my reason for believing that I have a headache right now is not a priori.  It is an empirical – but nonetheless reflective accessible – reason.  So, even if all a priori knowledge is reflective knowledge, not all reflective knowledge is a priori.  Some reflective knowledge is empirical.  It is important to keep this in mind when thinking about our next premise:

(No Divination)  If r is a fallible empirical reason for believing that p, then, so long as S has no a priori reason for believing that p, S cannot know a priori that r is not misleading for S with respect to p.  

If r is a fallible empirical reason for believing that p, then there is a possible situation in which S has r and p is true, and another possible situation in which S has r and p is not true.  Now suppose that S has r and she wants to know which of these two possible situations she’s in, and she has no a priori reason for believing that p.  No Divination says that, in such a case, she cannot find out a priori which of the two possible situations she’s in:  she can find it out only by relying on her experiences (including, perhaps, r itself).

When I say that S cannot know a priori that r is not misleading for her with respect to p, I am not saying that S cannot know a priori that it is not the case that (r is one of her reasons for believing that p, and r is not misleading with respect to p).  One might be able to know a priori that the conjunction in parentheses is false simply by knowing a priori that the first conjunct is false, and deducing the falsity of the conjunction from that.  It is important to recall that our definition of “misleading reason” is a conditional definition, and so it does not imply that r is a misleading reason for S to believe that p if and only if the conjunction in parentheses is true.  

Although No Divination is very plausible, some recent discussions may seem to call it into question.  For instance, Hawthorne 2002 presents a counterexample to a widely held principle that is stronger than No Divination – the principle that we cannot have a priori knowledge of deeply contingent truths.  Here is Hawthorne’s example:  

“Consider a character whom I will call ‘The Explainer’.  The Explainer has not had any experiences yet, but anticipates various experiential life histories, H1, H2, H3, … .  She also conceives of various theories T1, T2, T3, ... that describe possible structures of microphysical reality.  The Explainer thinks about which theories about the world would be reasonable to believe given various possible experiential lives, being guided by considerations about which theory would provide the best explanation for each experiential life under consideration.  Through such a priori research, the Explainer comes to believe propositions of the following form:  Tn is the best explanation of experiential life history Hm.  The Explainer then uses the following method of belief formation:

If one has belief of the form 

Theory Tn is the best explanation of experiential life history Hm

infer a conclusion of the form

I have experiential life history Hm ( Tn is true.

By using this method, the Explainer comes to believe a host of deeply contingent material conditionals.  Insofar as one thinks that inference to the best explanation is a rational guide to belief in a theory, then it seems that the Explainer’s beliefs are on the one hand, independent of perceptual knowledge, and on the other, eminently rational, and so pretty good prima facie candidates for knowledge.” (Hawthorne 2002, 251 – 2)
Now, does Hawthorne’s example constitute a counterexample to No Divination?  No.  Even if, as Hawthorne says, the Explainer can gain a priori knowledge of the relevant material conditionals by inferring them from the claims about what’s the best explanation of what, it does not follow that she could also gain a priori knowledge that her own empirical reasons (Hm) are not misleading.  In order to gain knowledge that her own empirical reasons (Hm) are not misleading, she would at least need to gain knowledge of what her own empirical reasons are, and this latter knowledge is not a priori (in the sense of “a priori” defined above) because it is based upon her empirical reasons themselves:  her experiences (or, perhaps, the fact that she has those experiences) are her reasons for believing that she has those experiences.  
Note, by the way, that this is just the sort of case in which we have knowledge that is both empirical and reflective.  This is crucial, since Hawthorne does not draw my distinction between what is known a priori and what is known by reflection alone:  Hawthorne uses the term “a priori” to include cases of reflective knowledge of one’s own experiences, but I do not extend the term “a priori” in this way.  So, even if Hawthorne’s example succeeds in showing that there is a priori knowledge of some deeply contingent facts in Hawthorne’s broad sense of the term “a priori”, it does not show that there is a priori knowledge of any deeply contingent facts in my narrower sense of “a priori”.  A fortiori, the example does not constitute a counterexample to No Divination.

D.  Definition:  Uncorroborated Empirical Knowledge 

In order to present the argument of section IV, I need to define some new terms.  Recall that, according to Cartesianism, knowing that p requires one to have a reflectively accessible reason for believing that p.  This statement of Cartesianism sets the stage for the first definition I need:
Definition:  r is “good enough” reason for S to know that p = 

(1) r is an epistemic reason for S to believe that p, and

(2) S has r, and

(3) S can know, by reflection alone, that she has r, and

(4) S can know, by reflection alone, that r is a reason for her to believe that p, and

(5) r is adequate for S to know that p in just this sense:  S’s knowing that p does not require that S have any other or better reason than r for believing that p.
It is not exactly right, but it is perhaps slightly more intuitive, to say that r is a good enough reason for you to know that p if you could know that p by virtue of believing that p on the basis of r, whether or not you do believe that p on the basis of r.

Employing this notion of a good enough reason for knowledge, I can now define what it is for S to have “uncorroborated empirical basis” r for p (though I do not commit myself, just yet, to the possibility of there being anything that satisfies this definition):
Definition:  at time t, S has “uncorroborated empirical basis” r for p = 
(1) at time t, S has empirical reason r, which is good enough for S to know that p, and 
(2) whatever empirical reasons (if any) S has for believing that r is not misleading are not good enough for S to know that r is not misleading. 
More generally:

Definition:  at time t, S has an “uncorroroborated empirical basis” for p just in case there is some r such that S has uncorroborated empirical basis r for p.

And finally:

Definition:  S has “uncorroborated empirical knowledge” that p =

(1) S has uncorroborated empirical basis r for p, and 

(2) S knows that p by virtue of believing that p on the basis of r.

To say, as clause (2) does, that S knows that p “by virtue of” believing that p on the basis of r, is to say more than that S knows that p and S believes that p on the basis of r.  It’s possible for S to know that p even while she believes that p on the basis of many different reasons, including some reasons that are not good enough for knowledge.  But there is a clear sense in which, when S knows that p, she does so at least partly by virtue of believing that p on the basis of some reason that’s good enough for knowledge.  

E.  Definition:  Bootstrapper

Bootstrapping is a peculiar sort of act.  Here’s what it involves:  suppose you have reason r for believing that p, and you know that p, and you know, by reflection, that r is your reason for believing that p.  Furthermore, suppose that knowing that p does not reduce your rational credence in the proposition that you have reason r for believing that p, and suppose also that knowing that you have reason r for believing that p does not reduce your rational credence in p.  Now, you perform two competent deductive inferences.  First, you competently deduce, from the premise p and the premise (r is my reason for believing that p), the conjunction (p, and r is my reason for believing that p).  Next, you competently deduce from that conjunction the conclusion that r is not misleading with respect to p.  (Recall that, by the definition above, r is not misleading for you with respect to p if both of the following two conditions are met:  p is true, and r is your reason for believing that p.)  You perform both of these inferences competently, you believe their conclusions, and you retain your knowledge of the truth of their premises.  The complicated mental act that consists of that series of two inferences, performed under just those conditions, is what I will call “bootstrapping”.

It is, of course, a substantive question whether or not the mental act that I’ve just labeled “bootstrapping” is so much as possible.  Perhaps any psychological transition that a subject might make from premises of the kind that I’ve described to a conclusion of the kind that I’ve described is not an inferential transition, or a competent deduction.  Or maybe it necessarily involves a loss in one’s knowledge of the premises.  Or perhaps each of these is individually possible, but they are not compossible.  Certainly, bootstrapping is an unusual inferential act.  But, for all that, I cannot think of any reason to deny that it is possible.  I see no reason to think that an epistemic agent cannot competently perform the bootstrapping deduction, or that doing so would necessarily involve losing knowledge of the premises.  The premises do in fact imply the conclusion, so what could prevent a competent epistemic agent from ever competently performing this deduction, or from thereby coming to know the truth of its conclusion?
  And so in the argument that follows, I assume that bootstrapping – though odd – is nonetheless possible.  
Let’s define the term “bootstrapper” as follows:

Definition:  S is a “bootstrapper with respect to r and p” just in case S has reflective knowledge that r is her reason for believing that p, and S bootstraps from the premises (i) p and (ii) r is my reason for believing that p (where knowing either of those premises does not reduce S’s rational credence in the other premise), to the conclusion (iii) r is not misleading for me with respect to p.

F.  From Cartesian Fallibilism to Uncorroborated Empirical Knowledge

In this final part of section III, I articulate a claim that I will need in my refutation.  I will not need this claim as a premise of the refutation – rather, I will need it to license an assumption that I make in a conditional proof within the refutation.  This claim is:
(Conditional):  if Cartesianism is true, and Fallibilism is true, and it is possible for an inquirer to have empirical knowledge that p, then it is possible for there to be an agent T, a proposition p, and a reason r, such that T is a bootstrapper with respect to r and p, and T has uncorroborated empirical knowledge that p.

To make it easier to see just what it is that Conditional says, I’ll specify a hypothetical agent who satisfies all of Conditional’s stipulations with respect to a particular proposition.  Let T be Smith, and let p be the proposition that Jakarta is the capital of Indonesia.  Smith knows (empirically) that Jakarta is the capital of Indonesia, so (assuming that Cartesianism is true) some empirical reasons that Smith has for believing that Jakarta is the capital of Indonesia must be good enough for her to know that Jakarta is the capital of Indonesia.  But what can Smith tell you about those reasons?  She learned somewhere or other that Jakarta is the capital of Indonesia, but she can’t recall just how she learned it.  Did she read it somewhere?  Was she taught it in school?  Did she hear something on the news that implied it?  Or did she learn about it in some other way, or in a combination of ways?  She can’t recall.  It may seem that the only reason that she can give for believing that Jakarta is the capital of Indonesia is that she recalls that Jakarta is the capital of Indonesia.  But since “recall” is a success verb (i.e., one cannot recall that Jakarta is the capital of Indonesia unless Jakarta really is the capital of Indonesia), if Smith’s recalling that Jakarta is the capital of Indonesia is a reason for her to believe that Jakarta is the capital of Indonesia, then it is an infallible reason for her to do so.  Thus, the Fallibilist might prefer to say that Smith’s reflectively accessible reason for believing that Jakarta is the capital of Indonesia is not Smith’s recalling that Jakarta is the capital of Indonesia, but only her seeming to recall that Jakarta is the capital of Indonesia.  Clearly, her seeming to recall that Jakarta is the capital of Indonesia is a reason she has for believing that Jakarta is the capital of Indonesia – maybe there are other reasons as well.

But does Smith have good enough empirical reason to know that her seeming recall is in this instance not misleading?  It is, of course, possible that she does.  But is it also possible that she does not?  I will now consider three arguments to the effect that it is not possible for Smith, in a case of the sort described, to lack good enough empirical reason to know that her seeming recall is not misleading.  After rebutting each of these three arguments, I will then conclude inductively, from the failure of each of these three arguments, that, if Cartesian Fallibilism is true, then there is nothing that could make it impossible for Smith to lack good enough empirical reason to know that her seeming recall is not misleading.  Therefore, if Cartesian Fallibilism is true, it is possible for Smith to lack good enough empirical reason to know that her seeming recall is not misleading.  And I will generalize from the case of Smith to conclude that Conditional is true.
(Argument 1) Here is the first argument for the conclusion that it is not possible for Smith, in a case of the sort just described, to lack good enough empirical reason to know that her seeming recall is not misleading.  If Smith is a bootstrapper (as she must be if the case just described is to serve as an example of the kind of thing that Conditional claims to be possible), then she infers, from Jakarta is the capital of Indonesia and from my seeming to recall that Jakarta is the capital of Indonesia is my reason for believing that Jakarta is the capital of Indonesia, that my seeming recall is not misleading.  But then, by the closure principles, doesn’t she thereby know, on the basis of those premises, that her seeming recall is not misleading?  And so isn’t it impossible for her knowledge that Jakarta is the capital of Indonesia to be uncorroborated?  

(Rebuttal 1) This line of thought is guilty of precisely the confusion that I’ve warned against with regard to the closure principles:  the closure principles tell us that it is a sufficient condition of Smith’s knowing a certain proposition (say, my seeming recall is not misleading) that Smith knows other propositions from which it follows, and that Smith retains this knowledge while competently deducing the target proposition.  But, from the fact that these are sufficient conditions of Smith’s knowing the target proposition to be true, it doesn’t follow that this deduction is what provides Smith with this knowledge, or that it serves as the grounds for Smith’s knowledgeably held belief.  If Smith has uncorroborated empirical knowledge that Jakarta is the capital of Indonesia, it doesn’t follow that she cannot know that her seeming recall (her reason for believing that Jakarta is the capital of Indonesia) is not misleading:  all that follows is that she cannot know this empirically, and so cannot know it by deducing it from other things that she knows empirically.  
(Argument 2)  I’ve said that Smith’s fallible reason for believing that Jakarta is the capital of Indonesia is that Smith seems to recall that Jakarta is the capital of Indonesia.  But, according to this second argument, this cannot be a full specification of Smith’s fallible reason for believing this proposition – the mere seeming recall, all by itself, cannot justify Smith in believing that Jakarta is the capital of Indonesia, and so cannot be a reason for Smith to believe that Jakarta is the capital of Indonesia (at least not according to the envisaged proponent of Argument 2).  Really, a full specification of Smith’s reason for believing that Jakarta is the capital of Indonesia is the following:  it seems to Smith that Jakarta is the capital of Indonesia, and furthermore it would not seem this way to Smith if Jakarta were not the capital of Indonesia.  So, for Smith to have uncorroborated empirical knowledge that Jakarta is the capital of Indonesia, she would have to lack good enough empirical reason to know that this conjunctive reason is not misleading.  And there is no reason why we should think that it is possible for her to lack this, given that she satisfies all of the other stipulations of our example.
(Rebuttal 2)  According to Argument 2, Smith’s fallible reason for believing that Jakarta is the capital of Indonesia is the following conjunctive reason:  
I seem to recall that Jakarta is the capital of Indonesia and furthermore I would not seem to recall as much if Jakarta were not the capital of Indonesia.  

But can Smith know, by reflection alone, that she has the conjunctive reason just stated for believing that Jakarta is the capital of Indonesia?  For Smith to know this by reflection alone, she would have to know the following fact by reflection alone:  if Jakarta were not the capital of Indonesia, then I would not seem to recall that Jakarta is the capital of Indonesia.  But, clearly, this subjunctive conditional is not something that Smith can know to be true by reflection alone.  The only way that someone can know such a subjunctive conditional to be true is on the basis of some evidence distinct from the fact itself – perhaps testimonial evidence concerning one’s powers of recall, perhaps memorial evidence of having one’s own seeming recalls borne out by further evidence, etc.  Thus, Argument 2 does not show that, if Cartesian Fallibilism is true, then it is impossible for Smith to have uncorroborated empirical knowledge that Jakarta is the capital of Indonesia.
(Argument 3) Smith’s fallible and reflectively accessible reason for believing that Jakarta is the capital of Indonesia is not simply that it seems to her that Jakarta is the capital of Indonesia, and it is not the conjunctive reason mentioned in Argument 2 above.  Rather, it is a long conjunctive reason that includes all of the reflectively accessible evidence in favor of the subjunctive conditional mentioned above.  It might, for instance, go like this:

I seem to recall that Jakarta is the capital of Indonesia and furthermore when I seemed to recall that Paris was the capital of France I met with no counterevidence that I can recall, and when I seemed to recall that London was the capital of the UK I met with no counterevidence that I can recall, and when I seemed to recall that Tokyo was the capital of Japan I met with no counterevidence that I can recall, and, etc. etc.

So, for Smith to have uncorroborated empirical knowledge that Jakarta is the capital of Indonesia, she would have to lack good enough empirical reason to know that this long and complicated conjunctive reason is not misleading.  And there is no reason why we should think that it is possible for her to lack this, given that she satisfies all of the other stipulations of our example.

(Rebuttal 3)  According to Argument 3, Smith’s reason for believing that Jakarta is the capital of Indonesia is a long and complicated conjunction, each conjunct of which is reflectively accessible.  But even if each conjunct is reflectively accessible, it doesn’t follow that the conjunction is reflectively accessible.  Suppose that the conjunction includes enough conjuncts to justify Smith in believing the subjunctive conditional that, if Jakarta were not the capital of Indonesia, then Smith would not seem to recall that Jakarta is the capital of Indonesia.  In that case, the conjunction will certainly not be surveyable by reflection alone:  it will therefore be too long and complicated for Smith to know that conjunction by reflection alone.  Thus, Argument 3 does not show that, if Cartesian Fallibilism is true, then it is impossible for Smith to have uncorroborated empirical knowledge that Jakarta is the capital of Indonesia.
In short, Cartesianism imposes constraints that help us to rebut arguments 2 and 3.  And distinguishing between closure principles and transmission principles helps us to rebut argument 1.  On the basis of this brief survey of arguments against the possibility of Smith’s having uncorroborated empirical knowledge that Jakarta is the capital of Indonesia, I conclude that, if Cartesian Fallibilism is true, then there are no grounds for claiming that it is impossible for Smith to have uncorroborated empirical knowledge that Jakarta is the capital of Indonesia.  If there are no grounds for claiming that it is impossible, that itself is some grounds for claiming that it is possible.  Finally, since there is nothing special about Smith or about this particular proposition concerning Jakarta, I conclude that Conditional is true.
IV.  Some empirical knowledge requires possession of infallible reasons
In the previous section, I assembled all the materials necessary to argue that, if Cartesianism is true, then at least some empirical knowledge requires possession of infallible reasons.  Here’s the argument.

Consider the following situation:  Susan is an epistemic agent who has uncorroborated empirical knowledge that, say, her computer screen is in front of her, and what gives her this knowledge is her fallible reason r for believing that her computer screen is in front of her (e.g., it visually appears to Susan as if the screen is in front of her).  Now, since r is a fallible reason for believing that her computer screen is in front of her, there is a possible situation in which Susan has r and r is not misleading (call this possible situation PS1), and another possible situation in which Susan has r and r is misleading (call this possible situation PS2).  Which of these two possible situations is Susan in?  Since Susan’s knowledge that her computer screen is in front of her is uncorroborated empirical knowledge, Susan cannot know the answer to this question on the basis of her empirical reasons.  If No Divination is true, and PS1 and PS2 are both possible situations, then there’s no way for Susan to know a priori whether she’s in PS1 or PS2.  So, Susan cannot know empirically, and cannot know a priori, whether she’s in PS1 or PS2.  But if the closure principles are true and Cartesianism is true and Susan is logically competent, then she must somehow be able to know that she’s in PS1 and not in PS2, since she can (by hypothesis) competently deduce that she’s in PS1 from her knowledge that the screen is in front of her and her reflective knowledge that r is her reason for believing that the screen is in front of her.  

So, if PS1 and PS2 are both possible situations, then given No Divination and given that Susan’s knowledge that the screen is in front of her is uncorroborated empirical knowledge, it follows that Susan cannot know which of PS1 or PS2 she’s in.  But by closure and the reflective accessibility of her reasons, Susan is able to know that she’s in PS1.  It follows that PS1 and PS2 are not both possible situations.  

Since Susan knows that the screen is in front of her, it follows that PS1 is actual.  But since PS1 and PS2 are not both possible situations, and since PS1 is actual, it follows that PS2 is not a possible situation.  There is no possible situation in which Susan has r, but in which r is misleading.  Susan’s reason for believing that her computer screen is in front of her is therefore a reason that she could not possibly have if her computer screen is not in front of her.

So from the closure principles, No Divination, and the assumption that bootstrappers can have uncorroborated empirical knowledge of truths that they don’t have any a priori reason to believe, I can derive the result that at least some empirical knowledge is based on infallible reasons.  While this argument does not yet suffice to refute Cartesian Fallibilism, it does refute the stronger, yet still popular, view that, if Cartesianism is true, then we never have infallible empirical reason for believing any contingent proposition concerning the external world.  
I will soon consider a particular line of objection against the argument just offered, but first, let me show how few and how plausible are the premises that we need to add in order to get from the intuitive argument just offered to a rigorous refutation of Cartesian Fallibilism.  Roughly, the combined effect of these additional premises is to establish Susan’s empirical knowledge that the computer screen is in front of her as a representative case of empirical knowledge, at least for the purpose of assessing Cartesian Fallibilism.
V.  Adding Premises Necessary For the Refutation of Cartesian Fallibilism

Before constructing my full-scale refutation of Cartesian Fallibilism, I need to add three more substantive premises:

A.  Corroboration Uniformity

(Corroboration Uniformity)  If uncorroborated empirical knowledge that p (supposing there are any possible cases of this) requires infallible reasons, then empirical knowledge that p (whether corroborated or not) requires infallible reasons.

Notice that I have not yet tried to establish either the antecedent or the consequent of this conditional.  All that I’m now saying is that if the antecedent is true, then the consequent is true also.  Notice also that I have not committed myself to the existence of uncorroborated empirical knowledge.  This premise says only if such knowledge requires infallible reasons, then so does all empirical knowledge.


I accept Corroboration Uniformity because it strikes me as plausible:  why would uncorroborated empirical knowledge (supposing there is any) require infallible reasons if empirical knowledge generally did not require infallible reasons?  What could be special about the former category of knowledge, such that it would require infallible reasons, even if empirical knowledge generally did not require such reasons?  

B.  Agent Uniformity

The next premise is a corollary of the fact that the requirements for knowing that p are no greater for someone who bootstraps than for someone who does not.  To put the point in a crude and general way:  the fact that an agent performs certain inferences cannot raise the requirements of knowledge.  More to the point here, whether someone bootstraps or not is completely irrelevant to the issue of whether that person can have empirical knowledge on the basis of fallible reasons.  More precisely:

(Agent Uniformity)  For all subjects S, reasons r, and propositions p:  If S is a bootstrapper with respect to r and p (supposing there is any such person), and it is not possible for S to have empirical knowledge that p on the basis of fallible reasons, then it is not possible for any agent to have empirical knowledge that p on the basis of fallible reasons.

Roughly, for any proposition p:  if a bootstrapper cannot know that p on the basis of fallible reasons, then nobody (bootstrapper or not) can know that p on the basis of fallible reasons.  For any proposition p:  being a bootstrapper doesn’t matter to one’s ability to know that p on the basis of fallible reasons.  Again, I accept Agent Uniformity because it strikes me as plausible:  if it’s possible for someone who doesn’t perform the bootstrapping inferences to know something on the basis of fallible reasons, then how could the performance of those inferences make this impossible?  
C.  A Priority Uniformity

(A Priority Uniformity)  For any S:  If, for any proposition p that S has no a priori reason to believe, it is not possible for S to have empirical knowledge that p on the basis of fallible reasons, then for any proposition q, it is not possible for S to have empirical knowledge that q on the basis of fallible reasons.

Slightly more colloquially:  if you can’t have empirical knowledge that p on the basis of fallible reasons, when p is something that you have no a priori reason to believe (e.g., that Jakarta is the capital of Indonesia), then you can’t have empirical knowledge of anything whatsoever on the basis of fallible reasons.  Once again, I accept A Priority Uniformity because it strikes me as plausible, and I cannot think of any reason to doubt it.  
VI.  The Refutation

Now to refute Cartesian Fallibilism.  In this section, I’ll offer a rigorous statement of my refutation.  I’ll start the argument by making some suppositions about an epistemic agent, and then I’ll discharge those suppositions at the end:
(1) S has empirical knowledge that p, and S also has reflective knowledge that r is her empirical reason for believing that p.  (Supposition)  

(2) S has no a priori reason for believing p.  (Supposition)

(3) S bootstraps from the premises (i) p, and (ii) r is my reason for believing that p, to the conclusion (iii) r is not misleading for me with respect to p.  (Supposition).  (Notice that, by the definition of “bootstrapping”, this supposition embeds the supposition that the two premises (i) p, and (ii) r is my reason for believing that p, are such that knowing either one to be true does not reduce one’s rational credence in the other.)
(One–Premise Closure)  If S knows that p, and S competently deduces q from p, believing q while retaining her knowledge that p, then S knows that q.

(CCNC)  For any two propositions p and q such that knowing either of them does not reduce one’s rational credence in the other:  If S knows that p, and S knows that q, and S competently deduces the conjunction (p and q), believing (p and q) while retaining her knowledge that p and her knowledge that q, then S knows that (p and q).  
(4) S knows that r is not misleading for S with respect to p.  (1, 3, One-Premise Closure, CCNC)
(5) S’s empirical knowledge that p is uncorroborated empirical knowledge.  (Supposition licensed by Conditional, along with the assumption that Cartesianism is true and that skepticism is false, and the assumption – for reductio – that Fallibilism is true)
  

(6) S doesn’t know empirically (i.e., on the basis of her present and past experience) that r is not misleading for S with respect to p.  (1, 5, definition of “uncorroborated empirical knowledge”)

(7) For any proposition q, if S knows that q, but S does not know that q empirically, then S knows a priori that q.  (By definition of “a priori” knowledge)

(8) S knows a priori that r is not misleading for S with respect to p.  (4, 6, 7)
(No Divination) If r is a fallible empirical reason for believing that p, then, so long as S has no a priori reason for believing that p, S cannot know a priori that r is not misleading for S with respect to p.  
(9) r is not a fallible empirical reason for believing that p.  (2, 8, No Divination)

(10) If S’s empirical knowledge that p is uncorroborated, then r is not a fallible empirical reason for believing that p.  (9, discharging supposition 5)
(Corroboration Uniformity)  If uncorroborated empirical knowledge that p (supposing there are any possible cases of this) requires infallible reasons, then empirical knowledge that p (whether corroborated or not) requires infallible reasons.

(11) If S has empirical knowledge that p on the basis of reason r, then r is not a fallible empirical reason. (10, Corroboration Uniformity)

(12) If S has empirical knowledge that p on the basis of reason r, and S bootstraps from the premises (i) p, and (ii) r is my reason for believing that p, to the conclusion (iii) r is not misleading for me with respect to p, then r is not a fallible empirical reason for believing that p.  (11, discharging supposition 3)
(13) If S has empirical knowledge that p on the basis of reason r, and S has no a priori reason for believing that p, and S bootstraps from the premises (i) p, and (ii) r is my reason for believing that p, to the conclusion (iii) r is not misleading for me with respect to p, then r is not a fallible empirical reason for believing that p.  (12, discharging supposition 2)

(14) If S has no a priori reason for believing that p, and S has empirical knowledge that p on the basis of reason r, and S also has reflective knowledge that r is her reason for believing that p, and S bootstraps from the premises (i) p, and (ii) r is my reason for believing that p, to the conclusion (iii) r is not misleading for me with respect to p, then r is not a fallible reason for believing that p.  (13, discharging supposition 1)

(15) If S has no a priori reason for believing that p, and S is a bootstrapper with respect to r and p, then r is not a fallible reason for believing that p.  (14, definition of “bootstrapper”)

(A Priority Uniformity)  For any S:  If, for any proposition p which S has no a priori reason to believe, it is not possible for S to have empirical knowledge that p on the basis of fallible reasons, then for any proposition q, it is not possible for S to have empirical knowledge that q on the basis of fallible reasons.
(16) If S is a bootstrapper with respect to r and p, then r is not a fallible reason for believing that p.  (15, A Priority Uniformity)

(Agent Uniformity)  For all subjects S, reasons r, and propositions p:  If S is a bootstrapper with respect to r and p (supposing there is any such person), and it is not possible for S to have empirical knowledge that p on the basis of fallible reasons, then it is not possible for any agent to have empirical knowledge that p on the basis of fallible reasons.
(17) If S has empirical knowledge that p on the basis of reason r, then r is not a fallible reason for believing that p.  (16, Agent Uniformity) 

(17) contradicts Fallibilism.  If Cartesianism and Fallibilism are true and skepticism is false, then it’s possible for supposition (5) to be true.  And if Cartesianism is true, then supposition (1) can be true for any case in which S has empirical knowledge.  And if Conditional is also true, then it is possible for all of the suppositions to be true simultaneously.  So, if Fallibilism and Cartesianism are both true, and if Conditional is true, then (17) is true, and so Fallibilism is false.  In short:  if Cartesianism is true, then Fallibilism is false.  

Some philosophers will take my putative refutation of Cartesian Fallibilism to constitute a reductio of one or more of the premises that I’ve used to derive my conclusion.  They will say that my argument shows that one of the closure principles is false, or No Divination is false, or the Cartesian Fallibilist can somehow justify the claim that it is impossible for there to be uncorroborated empirical knowledge, or that, even if it is possible for there to be uncorroborated empirical knowledge, it’s not knowledge that bootstrappers can have unless they have a priori reason to believe the known proposition.  Now why would a philosopher have one of these responses to my argument, given the absence of any independent reason to believe any of these responses?  The most likely explanation is that she thinks that Cartesianism Infallibilism cannot possibly be true, because it entails or at least supports some form of skepticism.  In the next section, I will argue that this is not so, i.e., that the Cartesian Infallibilist is under no pressure to accept any form of skepticism.  The Cartesian Infallibilist can reasonably grant that we have plenty of empirical knowledge – perceptual, testimonial, inductive, and so on – on the basis of reflectively accessible, infallible empirical reasons.    
VII.  Does Cartesian Infallibilism Have Skeptical Implications?
In this section, I will do two things:  (i) By appeal to some examples, and to the test for reflective knowledge that was stated above, I will argue that we have reflectively accessible and infallible empirical reasons for belief; then (ii) I will briefly respond to the reasons most commonly given for the widely held view that we cannot have reflectively accessible, infallible reasons for belief.  

So first:  why think that we have reflectively accessible and infallible empirical reasons for belief?  I’ll begin by describing some cases in which – it seems to me – someone does have reflectively accessible and infallible empirical reasons for belief.  
Perceptual example:  My reason for believing that there is currently a computer screen in front of me is that I see a computer screen in front of me, and I can know the following by reflection alone:  if I see a computer screen in front of me, then a computer screen is in front of me.  
Testimonial example:  My reason for believing that the next train is an express is that I’ve been informed that the next train is an express, and I can know the following by reflection alone:  if I’ve been informed that the next train is an express, then the next train is an express.  
Inferential example:  The doctor’s reason for believing that the patient has measles is that she recognizes the symptoms of measles in the patient, and she can know the following by reflection alone:  if she recognizes the symptoms of measles in the patient, then it’s true that the patient has measles. 
In each of the examples above, my reflectively accessible reason for belief is a world-involving state:  a necessary condition of one’s having such reasons for belief is that one’s environment is a certain way.  You can’t perceive x F’ing unless x is F’ing.  You can’t be informed that p unless it is true that p.  You can’t recognize something as being a certain way unless it is true that the thing is that way.  Such reasons for belief – perceiving, recognizing, being informed – are all individuated partly by appeal to the extra-psychological facts.
But can I know by reflection alone that I have any of the world-involving reasons listed above for believing that p?  Let’s apply the Chisholm test, to see what answer it delivers to this question.  But, in applying the Chisholm test, we should remember the lesson of our example above concerning the neurosurgery patient:  we need to make sure that, when we consider how correctly to answer a question of the form “How does S know that p?”, we confine our attention to situations in which the asking of the question does not defeat S’s justification for believing that p (or defeat our justification for believing that S has that justification for believing that p).
How do I know that I see a computer screen in front of me?  If you were to ask me this question out of the blue in an ordinary case – a case in which I am not likely to be suffering from a hallucination, and in which I have no reason to believe that I am unusually prone to be suffering from a hallucination – a perfectly natural response would be to say “what do you mean ‘How do I know I see it’?  I do see it!  (Do you think I’m blind, or what?)”  Of course, if you asked me how I knew, say, that I wasn’t suffering from a hallucination, you might thereby give me a reason for doubting whether I am seeing a computer screen in front of me:  do you know something about my visual system that I don’t know?  And if you do give me a reason for doubting this, then I cannot reasonably respond to your question by saying “I do see it, and therefore I’m not suffering from a hallucination!”  But if you simply ask me how I know that I am seeing a computer screen, and you give me no reason at all to doubt that I am seeing a computer screen, then I can adequately respond to your question in the way mentioned, viz., by saying “I do see it!”  Again, things might also be different if I am frequently prone to hallucinations, or if I have just ingested a drug that creates some considerable chance that I will hallucinate, but in assuming that the situation is completely ordinary, I am assuming that these are not factors.
Again, in an ordinary situation, if the ticket agent informs me that the next train is an express, and you ask me out of the blue how I know that I’ve been informed that the next train is an express, a perfectly natural response would be for me to say “what do you mean ‘how do I know I’ve been informed’?  I have been informed.  (It happened just now – weren’t you paying attention?)”  Of course, if you asked me how I knew, say, that the ticket agent wasn’t lying or confused, you might thereby give me a reason for doubting whether I have been informed that the next train is an express:  do you know something about the ticket agent that I don’t know?  And if you do give me a reason for doubting this, then I cannot adequately respond to your question by saying “I have been informed that the next train is an express, and therefore the ticket agent was not confused or lying!”  But if you simply ask me how I know that I have been so informed, and you give me no reason at all to doubt that I have been so informed, then I can adequately respond to your question in the way mentioned, viz., by saying “I have been so informed!”  Again, things might also be different if ticket agents frequently lie, or if the information disseminated in nearby stations tends to get screwed up, but in assuming that the situation is completely ordinary, I am assuming that these are not factors.

Carefully applied, the Chisholm test indicates that, in many ordinary situations, we can know, by reflection alone, that we have some world-involving reasons for belief.  Thus, I conclude that we can know, by reflection alone, that we have some world-involving reasons for belief, such as those listed above.  In the remainder of this paper, I address some obvious objections to this controversial conclusion.
Objection 1:  This is all just a cheap verbal trick!  You’ve simply redefined the notion of “reflective access” so as to count our epistemic access to world-involving information-receiving states as “reflective”.  But you haven’t shown that we can have reflective access to infallible empirical reasons for belief, on the traditional understanding of “reflective access”.

Reply 1:  I do not know how to evaluate the charge that I have redefined the notion of “reflective access”, for the simple reason that I am not aware of any previous definitions of that notion.  But recall the conception I offered above:  The facts that are reflectively accessible to an agent, on my view, are all and only those facts that determine what that agent rationally ought to believe or intend.  Has the term “reflective access” been traditionally defined in a way incompatible with that conception? 

It is, of course, widely assumed that we cannot have reflective access to our world-involving states, but I take it that this is a substantive assumption about the range of facts that are reflectively accessible.  The assumption is not guaranteed to be true by any definition or conception of “reflective access” of which I’m aware.  A philosopher might impose it as a condition of adequacy on any definition of “reflective access” that the definition entail the truth of this assumption, but then I don’t know of any definition that would satisfy that condition of adequacy while also explaining what it is that some features of our psychological life have in common with the truths of reason so that we can have reflective access to both of them.
Objection 2:  Your reason for believing that the next train is an express cannot be that you’ve been informed that the next train is an express, but only that you’ve been told that the next train is an express – or, perhaps, even more modestly, that you are under the impression of having been told that the next train is an express.  For how can you know that you do not merely seem to have been informed?
Reply 2:  I have claimed that you can, at least under ordinary circumstances, know by reflection that you’ve been informed that the next train is an express.  On my view, then, your epistemic access to the fact that you’ve been so informed is, in those circumstances, of the same general (i.e., privileged) kind as your epistemic access to the fact (say) that you have a particular thought, or a particular sensation.  So, to reply to the preceding objection, let’s pause to ask:  when you have a particular thought or a particular sensation, how do you know that you do not merely seem to have that thought or that sensation?  In general, when you have privileged access to some fact, how do you know that it does not merely seem to you as if that fact obtains?  
Suppose that you have a headache, and that this headache is your reason for believing that you have a headache.  If you are reflectively aware of your own headache as such, and you have no reason for doubt concerning the accuracy of that description of your sensation (i.e., as a headache), then it simply follows from the very description under which you are reflectively aware of your reason for believing that you have a headache that this reason is not misleading.  If you know that this entailment holds, then, by conjunction closure for non-conflicting conjuncts, you must also know that it does not merely seem to you as if you have a headache.  Perhaps you know this inferentially (say, by inferring it from the premise that you really do have a headache) or perhaps you know it non-inferentially (say, by basing your belief that it does not merely seem to you as if you’re having a headache directly on your headache).  But whichever way you know it, conjunction closure for non-conflicting conjuncts guarantees that you do know it.  The same point holds, mutatis mutandis, for your knowledge that it does not merely seem to you as if you’ve been informed that the next train is an express.  If you are reflectively aware that you’ve been so informed, and you know that this entails that it doesn’t merely seem to you as if you’ve been so informed, then, by conjunction closure for non-conflicting conjuncts, it follows that you know that it does not merely seem to you as if you’ve been so informed.  There are different stories that we can tell about how you know it.
Objection 3:  But isn’t having infallible reasons for belief phenomenologically indistinguishable from its merely seeming to you as if you have such reasons?  And if they are phenomenologically indistinguishable, then how can you know by reflection alone whether, say, you are seeing the computer screen in front of you, or it merely looks to you that way?  
Reply 3:  Let’s grant, for the sake of argument, that these are phenomenologically indistinguishable.  Suppose also that, whenever it merely seems to you as if you have infallible reasons, you cannot know that it merely seems this way to you.  It still doesn’t follow that, when you do have infallible reasons for belief, you can’t know, by reflection alone, that you have infallible reasons.  What we can know by reflection alone is not restricted to phenomenology.  Even if our beliefs have a phenomenology, believing that Jones is 185.3 cm tall is phenomenologically indistinguishable from believing that Jones is 185.4 cm tall, but it doesn’t follow from this that you can’t know by reflection which of these two beliefs you have.  So, even if there is no phenomenological difference between having an infallible reason for belief (e.g., a seeing) and a fallible reason (e.g., a mere seeming to see), and even if someone who has a fallible reason cannot know that her reason is fallible, it still doesn’t follow that someone who has an infallible reason for belief cannot know by reflection alone that her reason is infallible.
 

Objection 4:  But if you can know by reflection alone that you possess some reason R (e.g., that I have been informed that the next train is an express), and you know a priori that it is a necessary condition of your having R that the extra-mental world is F (e.g., that the next train is an express), then can you not gain non-empirical knowledge, by means of deduction, that the extra-mental world is F?  This is an absurd consequence of my view, since it is clearly impossible to gain non-empirical knowledge of such facts about the extra-mental world as that the next train is an express.
Reply 4:  This objection confuses closure principles for knowledge with principles about how it’s possible to acquire knowledge.  All that follows from the closure principles is that if you know by reflection alone that you have a world-involving reason R, and you know a priori that your having R requires that the extra-mental world be a certain way, then you do actually have reasons sufficient to know that the extra-mental world is that way.  But all this says nothing about what those reasons are, or whether they are empirical or not.


I’ve argued that if Cartesianism is true then Descartes was right about this much:  for S to know that p, S must have reasons for believing that p which are such that S can know, by reflection alone, that she has those reasons, and that she could not have those reasons if p is not true.  Where Descartes went wrong was in thinking that our ordinary, fallible, non-theologically grounded sources of belief, do not provide us with such reasons.
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�  See Russell 1948.  On Russell’s view, all of our empirical knowledge of the world around us is built up out of our knowledge of our own private experiences (which are accessible to one’s own reflection).  Furthermore, the principles that relate our knowledge of our own private experiences to our beliefs about the world around us are themselves accessible to reflection.


�  Chisholm thinks that what renders a proposition evident to a person is a combination of that person’s self-presenting states (all of which are reflectively accessible) and also the principles connecting self-presenting states to propositions that they render evidence (and these principles are also reflectively accessible).  Thus, Chisholm writes:  “The internalist assumes that merely by reflecting upon his own conscious state, he can formulate a set of epistemic principles that will enable him to find out, with respect to any possible belief he has, whether he is justified in having that belief.  The epistemic principles that he formulates are principles that one may come upon and apply merely by sitting in one’s armchair, so to speak, and without calling for any outside assistance.  In a word, one need consider only one’s own state of mind.”  (Chisholm 1989, 77) 


�  See Ginet 1975 claims that knowledge requires justification, and then writes:  “every one of every set of facts about S’s position that minimally suffices to make S, at a given time, justified in being confident that p must be directly recognizable to S at that time.  By ‘directly recognizable’ I mean this:  if a certain fact obtains, then it is directly recognizable to S at a given time if and only if, provided that S at that time has the concept of that sort of fact, S needs at that time only to reflect clear-headedly on the question of whether or not that fact obtains in order to know that it does.” (Ginet 1975, 34)  Since facts that suffice to make S justified in being confident that p are reasons to believe that p (as I explain below, in my discussion of reasons in section I), Ginet’s claim is a version of Cartesianism.


�  See Lehrer 2000.  For Lehrer, S knows that h only if every objection to h is beaten or neutralized within S’s acceptance system, i.e., for each objection o to h, it must be either more reasonable for S to accept h than to accept o, or there must be some additional proposition o’ such that the conjunction o & o’ is not an objection to h, and it is at least as reasonable for S to accept the conjunction o & o’ as it is for S to accept o.  But what makes one proposition more reasonable than another for a given agent is the expected epistemic utility of the agent’s accepting that proposition, and expected epistemic utility is determined wholly by the agent’s acceptance system.  But the elements of the agent’s acceptance system, and the principles by virtue of which those elements determine what is more reasonable than what for the agent, are all reflectively accessible to the agent.


�  BonJour 1985 claims that knowledge requires justification (see BonJour 1985, 4), and then (in chapter 5) provides an account of justification from which it follows that justifiers are reflectively accessible as such to the believer.


�  According to Fumerton 1995, knowing that p requires being acquainted with facts which support p, and also being acquainted with the fact that they support p.  What Fumerton tells us about acquaintance indicates that one can be acquainted with a fact only if one can know that fact by reflection alone.


�  As I have argued elsewhere, there is a good argument for Cartesianism, namely:





(1) S knows that p only if S has no reflectively accessible and undefeated reason to not believe that p.


(2) If S is a creature capable of inquiry, then if S has no reflectively accessible reason to believe that p, then S has a reflectively accessible and undefeated reason to not believe that p.


(3) Therefore (using modus tollens), if S is a creature capable of inquiry, then S knows that p only if S has a reflectively accessible reason to believe that p.





The argument is valid, and I defend premises 1 and 2 in [author’s article 2].  Roughly, the argument for premise (1) is by means of counterexamples:  any account of knowledge that allows S to know that p even if S has a reflectively accessible and undefeated reason to not believe that p will be subject to clear counterexample.  And the argument for premise (2) is by means of representative examples:  why, for instance, do you not believe that the number of stars in the galaxy is divisible by either 2 or 3?  Although the chances appear to be greater than 50% that the number of stars in our galaxy is divisible by either 2 or 3, you nonetheless have a reflectively accessible and undefeated reason to not believe this proposition, viz., the fact that you have no reflectively accessible reason whatsoever to believe it.  (You may have a reason to have a higher than .5 degree of credence in it, but you do not have a reason to be committed to its truth, i.e., to believe it.)  This is one instance of (2), but there are countless others, just as plausible.  Instances of (2) are true in a wide variety of examples, and nothing about these examples indicates that they are unrepresentative.  Therefore, pending counterexamples or successful counterarguments (neither of which has been offered), I conclude that (2) is true.


�  Roughly, I argue [see author’s manuscript], the broader genus of knowledge can be characterized as Hyman 1999 characterizes it:  S knows that p = there is some (mental or bodily) action such that S can perform that action for the reason that p.  But one way in which inquirers differ from non-inquirers is that, for an inquirer to have p as her reason for F’ing requires that the inquirer have a reflectively accessible reason for believing that p.  This requirement does not hold for creatures who are not capable of inquiry.


�  Of course the Cartesian need not say that the doctor’s reflectively accessible reason for believing that you have measles is the totality of her experiences and memories.  The Cartesian could instead say that the doctor can know, by reflection alone, all of the following four facts:





-I am having visual experiences as of my patient’s having spots on her skin


-When I have a visual experience as of some perceptible fact, and I have no reason to doubt that the perceptible fact obtains or that my experience is veridical, then probably the perceptible fact does obtain.


-I seem very clearly to recall that, whenever a patient has spots on her skin, that indicates measles.


-When I seem very clearly to recall some general fact, and there is no reason to doubt that the general fact obtains or that my apparent recall is veridical, then probably the general fact does obtain.





These four facts, taken together, constitute a reason for the doctor to believe that her patient has measles.  Of course, it may be a necessary condition of the doctor’s knowing some of the four facts listed above that she has undergone certain forms of training (which may in turn suffice for her to acquire lots of empirical knowledge).  But this does not imply that the doctor’s knowledge that the patient has measles fails to satisfy the condition imposed by Cartesianism.  Even if some (or even most) of the doctor’s reasons for believing that you have measles are not reflectively accessible, this does not imply that the doctor has no reflectively accessible reasons for believing that you have measles.


�  It is common for epistemologists to use the gradable adjective “justified” (or, in some cases, the gradable adjective “entitled”) to denote a deontic normative status, that of epistemic permissibility, i.e., its not being the case that you ought not to believe something.  But permissibility is not gradable:  it cannot be more or less permissible to believe something; it cannot be more or less not the case that you ought not to believe something.  It is unfortunate, therefore, that epistemologists have converged on use of a gradable adjective to denote the non-gradable status of epistemic permissibility.  Unfortunate or not, however, I doubt it would help matters for me to abandon the terminology here.  I stick to using the traditional, misleading terminology.


�  Some philosophers would say that the practical benefits of holding a belief can never be a reason for me to hold that belief, but they are rather reasons for me to want – or to try to get myself – to hold that belief.  I take no stand on whether this is right.  I leave it open whether the practical benefits of holding a belief can be a reason – albeit not an epistemic reason – to hold that belief.


Also, some philosophers will insist on my distinguishing epistemic justification from non-epistemic justification.  But I do not think that there is any such thing as being non-epistemically justified in believing a proposition.  If I am wrong about this, then I should adjust my remarks about epistemic reasons.  I should say that an epistemic reason is a reason for believing that p which is such that someone can (in the absence of defeaters) be epistemically justified in believing that p by virtue of having that very reason.


�  Is it, as Achinstein 2001 argues, a necessary condition of e’s being evidence for h that there is a high probability of an explanatory connection of some sort between e and h?  Is it, as Roush 2005 argues, a necessary condition of e’s being evidence for h that certain counterfactual connections obtain between e and h?  I intend to remain neutral on these issues here, since my primary concern is not to understand the notion of evidence, but rather the distinct notion of epistemic reason for belief.   For the same reason, I will not here engage with Achinstein’s arguments against various extant versions of the probability-raising account of what it is for e to be evidence for h.


�  Compare the present distinction between evidence and epistemic reasons to the distinction in Moser 1989 (47 and passim) between minimal epistemic reasons and justifying epistemic reasons. 


Neglect of this distinction has generated a number of apparent epistemological puzzles.  Suppose I believe that p, and that my epistemic peer believes that not-p.  The latter is evidence that not-p, and is thereby evidence that my belief is false.  But it is typically not a reason to believe that not-p, or even to withhold belief that p.


�  See [author’s article 4].  Also Chisholm 1957, Peacocke 1998, and the “middle road” in Bar-On 2004.


�  Immediately after the passage that I’ve quoted, Chisholm goes on to say that “this ‘defense by repetition’ is never appropriate as a defense of a perceptual statement, a statement which could be prefixed by ‘I see that…’ or ‘I perceive that…’.”  But he doesn’t give any reason for believing that.  I will challenge this further claim of Chisholm’s at the end of this paper.


�  Question:  If beasts and babies can have mere “animal” knowledge – i.e., knowledge held without reflectively accessible reasons in favor of the belief – then why can’t some of our knowledge be like that as well?  Answer:  Recall the point made in note 7 above, viz., that if S is a creature capable of inquiry, then, if S has no reflectively accessible reason to believe that p, then S has a reflectively accessible and undefeated reason to not believe that p.  The latter conditional is not true of beasts and babies:  if they lack a reflectively accessible reason to believe a proposition, then that is not sufficient for them to have a reflectively accessible and undefeated reason to not believe that proposition. 


�  To say that Prob(r) < 1 for S is not to imply that standard Bayesian conditionalization is not a rational way to update one’s beliefs in the face of new evidence.  First of all, let’s recall the distinction between one’s reason for believing that p, and one’s evidence for p:  one’s reason for believing that p may not be the same as one’s new evidence for p.  Second, recall that Bayesian conditionalization is a view about how it is rational to update one’s credences in the face of new evidence; it says nothing whatsoever about what, if anything, justifies belief in a proposition.  


�  Even Williamson, Hawthorne, and others who accept the view that an agent’s evidence set includes all those propositions that she knows might be willing to accept Fallibilism, as I’ve defined it.  For, even though these philosophers would not allow that a proposition p could be known when one’s evidence did not entail that p, they might nonetheless allow that p could be known when one’s reason for believing that p was fallible.  (To say this, they would have to distinguish between one’s reason for believing a proposition, on the one hand, and one’s total evidence, on the other.)  


�  I have heard some confused reasons to accept it, and I will not attempt to survey all such reasons in this paper.  I do elsewhere, however, offer a diagnosis of the spurious plausibility of some of those reasons.  See [Author’s article 3]


�  Hawthorne 2004, 34.  Hawthorne’s closure principle reads as follows:


“Necessarily, if S knows p, competently deduces q, and thereby comes to believe q, while retaining knowledge of p through, then S knows q.”  (emphasis added)


�  Notice the qualification that S retain her knowledge that p while deducing that q.  This point is distinct from the point that S’s deduction must be “competent”.  S could retain her knowledge that p while making the deduction, but if S bungles the deduction in some way, then, even if she accidentally ends up at the conclusion that q, that’s still not sufficient for her to know that q.  Harman 1973, 157 questions whether there is any such psychological act as deductive inference.  I do not have the space in this paper to address this concern adequately.  But I should say that, while Harman is right to claim that constructing a deductive proof typically does not involve anything like deductive inference, there are nonetheless actual cases of deductive inference – for instance, the inference that we make when we follow a deductive proof that someone else has constructed.      


�  Hawthorne 2004 argues, roughly, as follows.  Consider the following two principles:





The Equivalence Principle: If one knows a priori (with certainty) that P is logically equivalent to Q, and one knows that P, and has competently deduced Q from P without losing one’s knowledge that P, one knows Q.  (I depart slightly from Hawthorne’s formulation of Equivalence in order to derive my slightly different closure principle.)





Distribution: If one knows that (P and Q), then so long as one is able to deduce P from (P and Q), one is in a position to know that P, and so long as one is able to deduce Q from (P and Q), one is in a position to know that Q.





Now both of these principles are extremely plausible, but together they imply One-Premise Closure.  Consider how this works for Dretske’s zebra case.  Suppose you know, by looking, that the animal in front of you is a zebra.  You can also know a priori that the proposition that the animal in front of you is a zebra is equivalent to the proposition that the animal in front of you is a zebra and it is not a cleverly disguised non-zebra.  So you can deduce, and so by Equivalence know, the latter conjunction.  And then from Distribution, it follows that you are in a position to know that the animal in front of you is not a cleverly disguised non-zebra.  If both Distribution and Equivalence are true, then so is One-Premise Closure.


�  Does this raise the worry of a counterexample of the following form to One-Premise Closure:  a subject knows that p, believes that q, and competently deduces q from p, but fails to know that q because she believes that q on the basis of terrible reasons (e.g., reading the tea leaves)?  In response to this worry, let me first note that it is possible to know that q while also believing that q for bad reasons.  I might know that my wife will come home from work soon because she told me that she would – but I might believe that she will come home from work soon both because she told me that she would and because I have a peculiar twinge in my knee that I irrationally interpret as a divine sign that she will come home from work soon.  Now, if we agree that it’s possible to know something even if one believes it for a bad reason, then I think we should respond to the present worry by saying that, if the subject in our putative counterexample example really does competently deduce q from something that she knows, then she must really know that q, even if, as it happens, the subject also believes that q on the basis of some terrible reasons.  Of course, this is still to say nothing about specifically what good reasons the subject does have for believing that q – it is, at most, to say that the subject’s having some such reasons is necessary to the subject’s competently deducing q from p without losing her knowledge that p.


�  Henceforth, I will speak simply of reasons being “misleading” or “non-misleading” when the context makes clear for whom and about what they are misleading or not.


�  I have heard some prominent philosophers claim that White 2006 should be understood as offering an argument for the conclusion that (provided we’re not brains in vats) we have a priori knowledge of the deeply contingent truth that we’re not brains in vats.  I cannot find any such argument in White 2006.  That paper argues against the thesis that a perceptual experience as of my having hands can justify me in believing (the deeply contingent hypothesis) that I’m not a handless brain-in-a-vat who’s having a perceptual experience as of having hands.  (The experience, White says, cannot justify my believing the negation of any hypothesis the probability of which is raised by that very experience.)  But, granting White’s argument, it does not for a moment follow that no empirical evidence whatsoever is involved in justifying me in denying that I’m a handless brain-in-a-vat.  White’s argument leaves it open that my deeply contingent belief that I’m not a handless brain-in-a-vat who’s having a perceptual experience as of having hands is justified by some other body of empirical evidence (perhaps by my total empirical evidence).  For an elaboration of this suggestion, see [author 6].  


�  This usage of the term “bootstrapping” should not be confused with the different and much older usage coined by Clark Glymour.


�  Perhaps, in ordinary parlance, we would withhold the term “infer” in such circumstances.  But if we think of inference as a certain kind of mental act, then I can see no reason to think that it is not possible to perform this mental act in such circumstances.


�  Recall that Conditional 3 says:  if Cartesianism is true, and Fallibilism is true, and it is possible for an inquirer to have empirical knowledge that p, then it is possible for there to be an agent T, a proposition p, and a reason r, such that T is a bootstrapper with respect to r and p, and T has uncorroborated empirical knowledge that p.  But line 5 in my argument supposes that our agent actually has uncorroborated empirical knowledge.  What’s going on here?  Line 5 is the beginning of a conditional subproof in which I will show what follows if the possibility mentioned in the consequent of Conditional 3 is actual – in other words, what would be true about a bootstrapper’s uncorroborated empirical knowledge that p (assuming she has no a priori reason to believe that p).  Once I show what would be true of such a possible case of knowledge, then, using the Uniformity principles, I will generalize this result to all cases (and therefore, all actual cases) of knowledge.


�  For an article-length treatment of objection 3 and reply 3, see [author’s article 3]


�  For an article-length treatment of objection 4 and reply 4, see [author and co-author’s article]


�  I am grateful to […]
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