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On many occasions over the last 15 years, John McDowell has quoted the following passage from Wilfrid Sellars’s essay “Empiricism and the Philosophy of Mind”:  

“In characterizing an episode or a state as that of knowing, we are not giving an empirical description of that episode or state; we are placing it in the logical space of reasons, of justifying and being able to justify what one says” (Sellars 1956, 298-9)

This quoted passage makes a negative claim – a claim about what we are not doing when we characterize an episode or state as that of knowing – and it also makes a positive claim – a claim about what we are doing when we characterize an episode or state as that of knowing.  Although McDowell has not endorsed the negative claim, he has repeatedly and explicitly endorsed the positive claim, i.e., that “in characterizing an episode or a state as that of knowing… we are placing it in the logical space of reasons, of justifying and being able to justify what one says.”  This is what I will henceforth call “the positive Sellarsian claim”.


Precisely what does the positive Sellarsian claim amount to?  What precisely does McDowell mean to commit himself to in endorsing the claim that “in characterizing an episode or a state as that of knowing… we are placing it in the logical space of reasons, of justifying and being able to justify what one says”?  Precisely what Sellars means by uttering those words is one thing, but what McDowell means to be committing himself to when he endorses those words is another, and in this paper I will be concerned exclusively with the latter.  Specifically, I will be concerned to understand, and defend at least part of, what McDowell means to be committing himself to when he endorses Sellars’s words.  

In section I below, I will give an interpretation of McDowell’s positive Sellarsian claim.  Then, in the sections that follow, I will give an argument for one controversial portion of that claim, so interpreted.

I.  McDowell’s positive Sellarsian claim about knowledge

In various writings, McDowell offers clues as to what claim it is that he means to be endorsing when he approvingly cites the passage from Sellars quoted above.  For instance, in his essay “Knowledge and the Internal Revisited”, McDowell writes:

“this talk of placing in the space of reasons is imagery for assessing the entitlement of the putative knower in the episodes or states in question.  I might have spoken of standings in the space of entitlements.”  (McDowell 2002, 102)

Throughout the essay from which I’ve just quoted, McDowell seems to use the terms “entitlement” and “justification” interchangeably, and so I will take him to mean the same thing by these terms.
  I assume that “entitlement” is, logically, the dual of “obligation”.  Thus, to be entitled to believe a proposition is, I take it, to stand in a particular modal relation to that proposition, a relation some very abstract features of which are given by the rules governing the P in deontic logic (or the diamond in modal logic).  I leave it open whether there are different varieties of entitlement.  Furthermore, I leave it open whether there are different varieties of entitlement to believe.  For all that I say here, there may be different varieties of entitlement to believe, and a person may have one such variety of entitlement without having others.  McDowell does not, and need not, take any stand on these issues concerning entitlements.
Now, how are reasons related to entitlements (justifications)?  The passage just quoted above from “Knowledge and the Internal Revisited” indicates that there is some close relation between these.  I propose to understand the relation as follows:  The reasons that one has to believe that particular proposition are what make it the case that one stands in that deontic relation to that proposition.  When one has a reason to believe that proposition, and that reason is not defeated, then that makes one entitled to believe that proposition; and one’s entitlement to believe can only come from one’s reasons.  Undefeated reasons to believe that p create entitlements to believe that p, and entitlements are all created by undefeated reasons.  More generally, one has an entitlement to F (when one does) by virtue of one’s possession of such undefeated reasons to F.  I will refer to this view henceforth as URCE (short for “undefeated reasons create entitlements”).

(URCE)  S is entitled to believe (or not believe) that p if and only if S has an undefeated reason to believe (or not believe) that p.  When S does have an undefeated reason to believe (or not believe) that p, that reason constitutes the entitlement to believe (or not believe).  

In what follows, I will assume that McDowell accepts URCE.
  In making this assumption, I remain neutral on currently disputed issues concerning the ontology of reasons, i.e., whether reasons are facts, or mental states, or something else altogether.  If reasons are facts, then perhaps it is important to stress that they can constitute entitlements only for the person who has them (in whatever sense it is that such reasons are sometimes “had”).
So here’s what we have so far on McDowell’s behalf:  entitlements to believe – which are simply justifications for believing – are constituted by undefeated reasons to believe.  Before we proceed to connect up these points with knowledge, we should pause to issue some clarifications about what this does, and does not, amount to.  
It is important to distinguish one’s reasons for believing that p from one’s evidence for p.  A reason for believing that p may consist in evidence for p (as when p is a scientific hypothesis that one is entitled to believe on the basis of substantial evidence for it), but it may also not consist in evidence for p (e.g., when p is the proposition that I am in pain, and what makes it the case that I am entitled to believe that p is simply that I am in pain).  We can distinguish evidence for p from reasons to believe p by appeal to the different roles that they play in the normative governance of our attitudes.  Reasons for believing p are things the having of which (in the absence of defeaters) make it the case that one is entitled to believe that p.  But what makes it the case that one is entitled to believe that p may, in some cases, be one’s awareness of the fact that p – or in any case, something other than one’s evidence for p.  (For instance, what entitles me to believe that I have a headache is simply the fact that I have a headache.)  In contrast, evidence for p is, very roughly, something that does not involve awareness that p is true, and that raises our rational degree of confidence in p relative to what it would be on the rest of some portion of our total evidence that does not involve awareness that p is true.
  Some evidence for p may support p so slightly that, even in the absence of any defeaters, having that evidence cannot make it the case that one is entitled to believe that p, and so having that evidence cannot constitute having a reason for believing that p.  We may sum up the contrast thus:  reasons for believing that p are (in the absence of defeaters) entitlement-makers for the belief that p, whereas evidence for p is a rational confidence booster for p that does not involve awareness of p.

Drawing this contrast between reasons and evidence is compatible with claiming, as I do, that our reasons for believing p often consist of our evidence for p.  It is also compatible with claiming that whatever reasons that we have for believing anything are all elements of our total evidence set.  Thus, although I claim that, in some cases, what makes it the case that one is entitled to believe that p is not evidence for p, this claim is compatible with the evidentialist view that what one is entitled to believe at any given time is determined by one’s total evidence at that time.  (For instance, if I am aware that p, then this awareness might be part of my total evidence set, but it may still fail to constitute my evidence for p.)  I do not commit myself one way or the other concerning the truth of this evidentialist view here.
Finally, I should note that the remarks I’ve made about reasons are not intended to provide an analysis of the concept of a reason.  For all I’ve said, it’s possible for someone to have the concept of a reason without having the concept of a defeater, or the concept of entitlement.  The Reflectionist can thus accept the things that I’ve said about reasons, consistently with granting that knowledgeable inquirers do not have the concept of a defeater or the concept of justification.

To sum up:  a reason for believing that p is that the having of which can (in the absence of defeaters) make it the case that one is entitled to believe that p.  Notice that, given this characterization of reasons, it may very well count as a reason for me to believe that p that I have a reliably produced belief that p:  if I have this reason then – in the absence of defeaters – that may very well make it the case that I am entitled to believe that p.  
Now, what does any of this have to do with knowledge?  In “Knowledge and the Internal Revisited”, McDowell writes:

“Brandom lists four positions that he says my argument rules out.  About one of them, ‘dogmatism,’ he writes, supposedly in agreement with me… :  ‘The dogmatist arrives at the true conclusion that knowledge is possible by combining the false claim that justification must be incompatible with falsehood with the further false claim that justification that rules out the possibility of falsehood can be had.’  But both these supposedly false claims are true by my lights.  What I urge … is precisely that justification adequate to reveal a state as one of knowing must be incompatible with falsehood and can be had.”  (McDowell 2002, 98)  

In this last passage, Brandom describes dogmatism as making the claim that justification – presumably he means the justification that is involved in knowledge – must be incompatible with falsehood.  McDowell endorses this dogmatist claim, and then goes on to make a similar claim about the “justification adequate to reveal a state as one of knowing”.  What is the relation between the justification involved in knowing, on the one hand, and the justification adequate to reveal a state as one of knowing, on the other hand?  

The answer to this last question is suggested by a number of other passages.  For instance, later in the same essay:

“Brandom writes (904): ‘A fundamental point on which broadly externalist approaches to epistemology are clearly right is that one can be justified without being able to justify.  That is, one can have the standing of being entitled to a commitment without having to inherit that entitlement from other commitments inferentially related to it as reasons.’ If one’s justification for ‘There’s a candle in front of me’ is that one sees that there is a candle in front of one (that the presence of a candle in front of one makes itself visually apparent to one), one’s entitlement is… not inherited from a commitment to ‘I see that there’s a candle in front of me.’ But that is not to say in other words – Brandom’s ‘That is’ – that one can be justified without being able to justify.  ….  The case is one in which one is able to justify, to vindicate one’s entitlement, precisely by saying ‘I see that there’s a candle in front of me.’” (McDowell 2002, 100)

In the context in which the passage above occurs, it is clear that McDowell means to be identifying the justification that is adequate to reveal a state as one of knowing with a justification that the knower is able to offer (even if the justification is so thin and uninformative as “I see that there’s a candle in front of me”).  But what is involved in having this ability to offer a justification?  We can say a bit more about the relevant ability by looking at a footnote in his essay “Knowledge by Hearsay”, in which McDowell says that

“we lose the point of invoking the space of reasons if we allow someone to possess a justification even if it is outside his reflective reach.”  (McDowell 1993, 199)

Putting these passages together then, I arrive at the following interpretation.  For McDowell, S knows that p only if, first, S has a justification for believing that p (i.e., an entitlement to believe that p), and second, possession of this justification is incompatible with the falsehood of p, and third, this very same justification is one that S is able – upon reflection – to offer for believing that p.  An implication of this third condition is that, if S knows that p, then S can know, by reflection, what justification she has for believing that p, and it is also true that S’s possession of this justification is incompatible with the falsehood of p.  
But what is it for someone to be able to know something by reflection?  Philosophers who employ the concept of knowledge by reflection typically address this question (if at all) by providing a list of canonical potential sources of reflective access:  e.g., introspection, a priori reasoning, understanding, and so on.  But what qualifies a source to be on this list, other than the general acclaim of philosophers?  Giving an account of the nature of reflective knowledge is a big project, and it is not a project that McDowell undertakes.  Rather than construct an account on his behalf, I will instead simply offer, on McDowell’s behalf, a following sufficient condition that something is reflectively known.  
To motivate the sufficient condition that I will offer on McDowell’s behalf, I should say something about the role of the notion of reflective access in epistemology.  According to at least one important philosophical tradition, if rationality demands something of a person, then that demand is epistemically accessible to the person upon whom it is a demand.  More specifically, if rationality demands something of a person, then it is possible for that person to find out that rationality demands this of her merely by reflection on those features of her situation that make her subject to that demand.  For instance, if my seemingly veridical visual experience as of a table in front of me makes it rational for me to believe that there is a table in front of me, then I can know, simply by reflecting on my visual experience and on whatever principles connect that experience with the belief that there is a table in front of me, that rationality demands that I believe this.

If we accept this line of thinking concerning our reflective access to the factors that make it rational or irrational for us to do or think something, then we are committed to accepting the following sufficient condition on what is reflectively accessible to a person.

Rationality Condition:  If p is part of what makes it rational or irrational for S to F, then p is reflectively accessible to S.
Or, to put it roughly, a person has reflective access to all those facts that constitutively determine what it is rational or irrational for her to think or do.  If what it is rational or irrational for you to think or do is partly constituted by some a priori facts (e.g., principles of decision theory or any other branch of mathematics), then you have reflective access to those a priori facts.  If what it is rational for you to think or do is partly constituted by some facts about your sensory states (e.g., what odors you are currently smelling), then you have reflective access to those facts about your sensory states.  What is accessible to one by reflection includes everything that constitutes what it is rational or irrational for one to think or do.  Perhaps it includes more than that as well, but for present purposes we needn’t consider whether or not it does.  


The positive Sellarsian claim that we’re now attributing to McDowell is as follows:  S knows that p only if S has a justification for believing that p (i.e., an entitlement to believe that p), and possession of this justification is incompatible with the falsehood of p, and this justification is one that S is able – upon reflection – to offer in favor of believing that p.  But again, in his essay “Knowledge and the Internal Revisited”, McDowell makes it explicit that he does not take the positive Sellarsian claim to be true of every kind of knowledge.  Rather, he takes it to be true of the kind of knowledge possessed by animals with conceptual and rational capacities.  As he puts it:
“it need not be part of the role of the image of the space of reasons to secure for us the very idea of being on to things.  The knowledge that Sellars’s remark distinctively fits comes into view when what are already ways of being on to things – exemplified in the self-moving lives of animals, but not in the ‘doings’ of iron filings – are taken up into the ambit of the space of reasons.”  (McDowell 2002, 104)

So I take it that, for McDowell, animals who lack understanding and reason – beasts and infants – possess knowledge, but the kind of knowledge that they possess is not the kind of knowledge of which the positive Sellarsian claim is supposed to be true.  It is an empirical question precisely which animals possess understanding and reason, but we can safely say that mature human beings do possess these powers:  given the nature of human beings, a human being’s failure to possess these powers would constitute immaturity. 
On the basis of these various bits of textual evidence, I now offer the following interpretation of McDowell’s positive Sellarsian claim:

Postitive Sellarsian Claim

For any creature S that has conceptual and rational capacities, S’s knowing that p requires the following: 

(a) S has an entitlement (viz., justification) E to believe that p

(b) S can know (a) by reflection alone

(c) S’s having E is incompatible with the falsity of p.

Many philosophers would agree that knowledge – at least the kind of knowledge that is possessed by creatures who possess conceptual and rational capacities – requires the satisfaction of conditions (a) and (b).  But most of these philosophers would not grant that such knowledge requires the satisfaction of condition (c).  They would say that while knowledge requires proper positioning in the space of reasons, such positioning cannot possibly guarantee the truth of the proposition known.  Since the satisfaction of conditions (a) and (b) is clearly not sufficient for S to know that p (think, for instance, of Gettier cases), these philosophers conclude that knowledge requires the satisfaction of some further condition that is independent of one’s positioning in the space of reasons.  McDowell rejects this so-called “hybrid” conception of knowledge.  According to McDowell, knowing that p simply is being properly positioned in the space of reasons with respect to the proposition that p, and therefore being so positioned is both necessary and sufficient for knowing that p.  McDowell has argued against the hybrid conception of knowledge, and thereby argued that, if knowledge requires the satisfaction of conditions (a) and (b), then it requires the satisfaction of conditions (c) as well.
  

Nonetheless, so far as I am aware, McDowell has never argued that knowledge requires the satisfaction of conditions (a) and (b); or, as I will sometimes say, that knowledge requires reflectively accessible entitlement.  This is too bad, since a number of contemporary epistemologists have devoted considerable energy and skill to challenging the view that knowledge requires the satisfaction of conditions (a) and (b), and their challenges seem to me to merit response.
  In this paper, I aim to offer a response on McDowell’s behalf.  In other words, I aim to defend the view that knowledge requires the satisfaction of conditions (a) and (b), or, to put it in Sellarsian terms, that knowledge (at least the kind of knowledge that is possessed by creatures who have conceptual and rational capacities) requires proper positioning in the space of reasons, i.e., requires reflectively accessible entitlement.  I will henceforth refer to this thesis – the thesis that the kind of knowledge that is possessed by creatures who have conceptual and rational capacities requires satisfaction of conditions (a) and (b) above – as “Reflectionism”.


In this paper, I will argue for Reflectionism.  My argument, in brief, is this:

(Premise 1) S knows that p only if S has no undefeated reflectively accessible reason to not believe that p.

(Premise 2) If S is a creature capable of inquiry, then:  if S has no reflectively accessible reason to believe that p, then S has an undefeated reflectively accessible reason to not believe that p.
(URCE)  S is entitled to believe (or not believe) that p if and only if S has an undefeated reason to believe (or not believe) that p.

(Reflectionism) Therefore (by modus tollens), if S is a creature capable of inquiry, then:  S knows that p only if S has a reflectively accessible entitlement to believe that p.

The argument is valid, but of course I need to defend premises (1) and (2).  That is what I spend most of this paper doing.  
II.  Digression:  Locating the Truth in Reliabilism
What is knowledge?  A good answer to this question should explain various facts about knowledge.  Here are two such facts:

(1) If S knows that p, then S believes that p.

(2) If S knows that p, then p is true.

But of course, true belief does not suffice for knowledge.  If the broken clock reads Noon, and seeing the clock but not realizing that it is broken, I come to form the true belief that the time is now Noon, I still do not know that the time is now Noon.  That’s because it is, in some sense, a mere accident that my belief is true.  In order for me to know that the time is now Noon, it must not be a mere accident that my belief is true – at least it must not be a mere accident in the sense in which it is a mere accident in the stopped clock case that my belief about the time is true.  Thus:

(3) If S knows that p, then it is not an accident (in some sense yet to be explicated) that S’s belief that p is true.

Of course, we must say more about the sense in which knowledge requires that it not be a mere accident that one’s belief is true.  If p is a necessary truth, then it can never be an accident that anyone’s belief that p is true:  it’s impossible for someone to believe that p without p being true.  And yet, not all beliefs in necessary truths suffice for knowledge of those truths.  If, as a result of completely fallacious reasoning, I come to believe that water is H2O, I still do not know that water is H2O.  
Furthermore, even if p is a contingent truth, it’s still possible for conditions (1) – (3) to be satisfied without S’s knowing that p.  Suppose that there is a reliable mechanism that operates as follows:  whenever Smith covertly owns a Ford, my other coworker Jones overtly pretends to own a Ford.  Jones’s pretense leads me to believe that Jones owns a Ford, and thereby leads me to hold the true belief that one of my coworkers owns a Ford, and it is no accident that this belief is true.  Nonetheless, I do not know that one of my coworkers owns a Ford.

In both of the cases above, my lack of knowledge results from the fact that what explains my holding the belief in question (e.g., the belief that water is H2O, the belief that one of my coworkers owns a Ford) is not what makes it non-accidental that my belief is true.  In order for me to know that water is H2O, what explains my believing that water is H2O must also make it non-accidental that my belief is true:  it must be something the obtaining of which makes it the case that it is not a mere fluke that my belief is true.  Again, in order for me to know that one of my coworkers owns a Ford, what explains my believing that one of my coworkers owns a Ford must also make it non-accidental that my belief is true.  Thus:
(4) If S knows that p, then whatever explains S’s believing that p (be it a belief-forming method
, or a belief-forming process
, or an intellectual virtue
, or the occurrence of a signal that carries the information that p
, or what have you) makes it non-accidental that S’s belief that p is true.
  
(4) is not only a necessary truth about knowledge, but it is also a truth that implies lots of other truths about knowledge:  for instance, (4) implies each of (1) – (3).  This might suggest to us that (4) is a metaphysically fundamental fact about knowledge.  Many philosophers have noticed this, and have consequently taken (4) to be a fundamental fact about knowledge.  Let’s call such philosophers “Reliabilists”.
Reliabilism:  S knows that p only if whatever explains S’s holding the belief that p makes it non-accidental that S’s belief that p is true.  (Or, as I will henceforth abbreviate the claim, S knows that p only if S’s belief that p is “reliably held”.)
I refer to this claim as “Reliabilism” because it seems to me to capture one of the chief insights contained in all of the various specific reliabilist theories of knowledge.  In what follows, I will assume that Reliabilism is true.  
Now, although Reliabilism, so specified, is compatible with Reflectionism, it does not entail Reflectionism, and many actual Reliabilists deny Reflectionism.  (For instance, the versions of Reliabilism propounded in Nozick 1981, Dretske 1981, Goldman 1986, Plantinga 1993, and Kornblith 2002 all do not imply that knowledge requires reflectively accessible reason for belief, and many of these authors explicitly claim that knowledge does not require such reflectively accessible reason.)  Of course, Reliabilism as such is not incompatible with the claim that knowledge requires reflectively accessible reason for belief – these claims are perfectly compatible, and indeed Reliabilism can be spelled out in such a way as to imply this requirement.  The problem is rather that the latter requirement on knowledge is entirely alien to most actual versions of Reliabilism.  If knowledge does indeed require reflectively accessible reason for belief, then that is a fact about knowledge that most versions of Reliabilism cannot explain.  I’ll refer to these versions of Reliabilism collectively as “anti-Reflectionist Reliabilism”.  Rather than admit that their views about knowledge cannot explain the fact that knowledge requires reflectively accessible reason for belief, anti-Reflectionist Reliabilists have understandably preferred to deny that it is a fact.  Thus, they have argued that knowledge does not require reflectively accessible reason for belief.  

Can we reasonably accept a version of anti-Reflectionist Reliabilism, i.e., a Reliabilism that denies this Reflectionist requirement on knowledge?  In the next two sections of this paper, I will argue that we cannot.  The threat of counterexample poses significant constraints on an acceptable specification of Reliabilism, and I will argue that Reflectionism falls out of these constraints.  More specifically, in the next section, I argue that, if Reliabilism is true, then knowing that p requires the absence of an undefeated reflectively accessible reason to not believe that p.  And in the final section, I argue that, for any inquirer S, the lack of a reflectively accessible reason to believe that p constitutes an undefeated reflectively accessible reason to not believe that p.  

III.  Knowing that p Requires the Absence of Reflectively Accessible Reasons to Not Believe that p

Let’s begin by considering an extremely simple version of Reliabilism, which we’ll call Reliabilism 1.

Reliabilism 1:  S knows that p if and only if S’s true belief that p is formed by a process the typical outputs of which are true beliefs.

To see that Reliabilism 1 is false, it will suffice to consider the following case.  This case is intended to work in something like the same way that Alvin Goldman’s famous “barn façade” example works, except that the knowledge-defeating “facades” are present only in the subject’s experience, and not in the subject’s environment.
Hallucinated Person Facades:
Smith is a normal adult human who typically enjoys normal visual powers, and is generally of sound mind.  He is walking down the street under completely ordinary circumstances, and he sees his good friend Jones waving to him from across the street.  Jones is plainly visible to Smith, and plainly recognizable to Smith as Jones.  Smith is thereby caused to form the true belief that he sees Jones waving to him from across the street.  But, in addition to seeing Jones waving to him from across the street (and thereby forming the true belief that he sees Jones waving to him from across the street), it also happens that Smith hallucinates a few other things that at first appear to be persons waving to him from across the street, but then a moment later appear to be dynamic person facades.  (We may suppose that Smith hallucinates these things that at first appear to be people, but then topple forward, and appear to be more or less flat but moving person facades.)  There aren’t really any such person facades across the street:  Jones is the only person across the street from Smith, and there are no facades across the street from Smith.  But it appears to Smith as if, in addition to Jones, there are also several person facades across the street.
Now, in Hallucinated Person Facades, does Smith know that Jones is waving to him from across the street?  No.  Just as the presence of actual person facades in his environment would deprive Smith of visually-based knowledge that Jones is waving to him from across the street, so also does the presence of hallucinated person facades in Smith’s visual field deprive Smith of visually-based knowledge that Jones is waving to him from across the street.
But even though Smith doesn’t know that Jones is waving to him from across the street, Reliabilism 1 predicts that Smith does know that Jones is waving to him from across the street:  after all, Smith’s true belief that Jones is waving to him from across the street is formed by some visual belief-forming process the typical outputs of which are true beliefs.  But this prediction is false.  How can Reliabilism be amended or supplemented in order to avoid making this false prediction?  

Recall that, according to Reliabilism, someone’s knowing that p has to do with what explains their believing that p.  But the very factors that explain a belief under normal circumstances may fail to explain that same belief under abnormal circumstances.  Or, if the Reliabilist wishes to say that the same factors explain S’s belief that p independently of the normalcy of the circumstances, she may simply add a “normal circumstances” clause to her theory of knowledge, such as this:    
Reliabilism 2:  S knows that p only if S’s true belief that p is reliably held in normal circumstances.

One worry that we might have about Reliabilism 2 is that, unlike Reliabilism 1, it does not even purport to offer necessary and sufficient conditions for knowledge.  But an even more serious problem for Reliabilism 2 is that it is not clear how we can specify the notion of normal circumstances on the right-hand side of the biconditional in order to deliver the right verdicts about cases.  Compare Hallucinated Person Facades to the following case:

Strange Sensation:

Smith is a normal adult human who typically enjoys normal visual powers, and is generally of sound mind.  He is walking down the street under completely ordinary circumstances, and he sees his good friend Jones waving to him from across the street.  Jones is plainly visible to Smith, and plainly recognizable to Smith as Jones.  Smith is thereby caused to form the true belief that he sees Jones waving to him from across the street.  But, in addition to seeing Jones waving to him from across the street (and thereby forming the true belief that he sees Jones waving to him from across the street), it also happens that Smith is having an extremely strange sensation in one of his toes.  It feels as if his toe is big and heavy, like a bowling ball.

Now, it is not in any sense normal for Smith to suffer from the sensation described in Strange Sensation, but his suffering from this sensation does not deprive him of knowledge that Jones is waving to him from across the street.  So why does Smith’s hallucinating person facades deprive him of knowledge that Jones is waving to him from across the street?

The best explanation of the difference between the strange sensation case and the hallucinated person façade case is that in the latter, but not in the former, Smith has a reflectively accessible reason to not believe that he is seeing Jones waving at him from across the street:  namely, that everything else that initially seems to be a person waving at him from across the street seems to have turned out to be a mere person-façade.  (To say that Smith has a reflectively accessible reason to not believe that he is seeing Jones is not to say that Smith has a reflectively accessible reason to deny that he is seeing Jones.  Not believing a proposition is not the same thing as denying that proposition, since one may refrain from believing a proposition whether or not one denies it.)  But if that is the correct explanation of the difference between the two cases, then we can conclude that:
Reliabilism 3:  S knows that p only if S’s true belief that p is reliably held, and S has no reflectively accessible reason to not believe p.

But is this the correct explanation of the difference between Hallucinated Person Façade and Strange Sensation?  Is Reliabilism 3 true?  No.  As I will now argue, Reliabilism 3 is false, because it imposes too strong a condition on knowledge.  It’s possible for S to know that p even if S does have some reflectively accessible reason to not believe p.  I may know that my daughter’s birthday is May 18, even if I overhear my wife telling someone that it is May 8, and so I have a reflectively accessible reason (provided by that auditory experience) to not believe that my daughter’s birthday is May 18.  My pro tanto reason is defeated, of course, since I do know that my daugher’s birthday is May 18.  Again, I may know that John McDowell is standing in front of me at an APA conference, even if I know that I have on at least one occasion confused Hilary Kornblith for John McDowell.  Knowledge that p does not require the absence of any reflectively accessible reason to not believe that p.  
As these examples make clear, knowledge that p is compatible with the presence of defeated pro tanto reasons to not believe p, or to not believe that I am entitled to believe that p.  In order to reflect this fact, we need to weaken the conditions on knowledge stated in Reliabilism 3.  Specifically, we need for knowledge to require no more than that S has no reflectively accessible and undefeated reason to not believe that p.  Let’s call our statement of this requirement “Reliabilism 4”.

Reliabilism 4:  S knows that p only if S’s true belief that p is reliably held, and S has no reflectively accessible and undefeated reason to not believe that p.

To sum up:  in attempting to render Reliabilism immune to counterexample, and in attempting to explain the success of the counterexamples that we have so far encountered, we are led to accept Reliabilism 4.  Since (as argued in the preceding section) Reliabilism is true, I conclude that Reliabilism 4 is true.

Now it is important to note that, in arguing for Reliabilism 4, I have not yet said anything incompatible with various extant versions of Reliabilism.  For instance, I have not yet said anything incompatible with various versions of Agent Reliabilism, virtue epistemology, process reliabilism, tracking reliabilism, etc.  All that I have attempted to argue for is Reliabilism 4.  For present purposes, I have no quarrel with any of the many versions of Reliabilism that are consistent with Reliabilism 4.

Finally, notice that Reliabilism 4 entails the conclusion that I’m seeking to establish in this section, namely, that knowing that p requires the absence of reflectively accessible undefeated reasons to not believe that p.  Thus, premise (1) in our argument for Reflectionism is entailed by Reliabilism 4, which I take to be the best explanation of the pattern of counterexamples to Reliabilism 1, Reliabilism 2, and Reliabilism 3.
IV.  The Absence of a Reflectively Accessible Reason to Believe Constitutes an Undefeated Reflectively Accessible Reason to Not Believe
Recall that the argument I mean to be advancing in this paper is as follows:
(Premise 1) S knows that p only if S has no undefeated reflectively accessible reason to not believe that p.

(Premise 2) If S is a creature capable of inquiry, then:  if S has no reflectively accessible reason to believe that p, then S has an undefeated reflectively accessible reason to not believe that p.
(URCE)  S is entitled to believe (or not believe) that p if and only if S has an undefeated reason to believe (or not believe) that p.

(Reflectionism) Therefore (using modus tollens), if S is a creature capable of inquiry, then:  S knows that p only if S has a reflectively accessible entitlement to believe that p.

In the preceding section of this paper, I argued for premise (1).  (More precisely, I argued that premise (1) is entailed by the best explanation of the pattern of counterexamples to Reliabilism 1, Reliabilism 2, and Reliabilism 3.)  In this section, I will argue for premise (2).  
I’ll argue for premise (2) by means of the following example, which I take to be representative.  As of now, I have absolutely no reflectively accessible reason to believe the proposition that the number of stars in the universe is divisble by either 2 or 3.  Now, notice three related points:

(i) the fact that I have no reflectively accessible reason to believe the proposition that the number of stars in the universe is divisible by either 2 or 3 makes it the case that, in at least some respect, I ought not believe that proposition, 

(ii) the fact that I have no reflectively accessible reason to believe the proposition that the number of stars in the universe is divisible by either 2 or 3 is part of what makes it rational for me to not believe that proposition, 

(iii) the fact stated in (i) is also part of what makes it rational for me to not believe that proposition.

Given the remarks I made in section I above concerning the notion of a reason, and concerning the notion of reflective accessibility, here’s what we can conclude from (i) – (iii).  From (i), in conjunction with URCE, I can conclude that the fact that I have no reflectively accessible reason to believe the proposition that the number of stars in the universe is divisible by either 2 or 3 is itself a reason for me to not believe that the number of stars in the universe is divisible by either 2 or 3.  And from (ii) and (iii), in conjunction with the Rationality Condition on reflective accessibility, it follows that the fact that I have no reflectively accessible reason to believe the proposition that the number of stars in the universe is divisible by either 2 or 3 is a reflectively accessible reason for me to not believe that the number of stars in the universe is divisible by either 2 or 3:  by (ii), I can know by reflection alone that I have that reason, and by (iii), I can know by reflection alone that my having that reason makes it rational for me to not believe that proposition.  Thus, in the particular hypothetical case that I’ve given, the absence of a reflectively accessible reason to believe constitutes the presence of a reflectively accessible reason to not believe.

This is clearly a plausible thing to say about the particular example that I’ve given.  Why do I not believe that the number of stars in the universe is divisible by either 2 or 3?  The answer is simple:  upon reflection, I can find no reason whatsoever to believe it.  In other words, my reflectively accessible reason to not believe this astronomical proposition is simply that I do not have a reflectively accessible reason to believe it.  Of course, given my evidence, I recognize that the chances are significantly better than 50% that the number of stars in the universe is divisible by 2 or 3.  But that’s not a reason to believe that the number of stars in the universe is divisible by 2 or 3:  it’s simply a reason to assign confidence over .5 to that proposition.  I don’t have any reason – or at least not any reflectively accessible reason – to believe that the number of stars in the universe is divisible by either 2 or 3.  Furthermore, if you ask me why I do not believe that the number of stars in the universe is divisble by either 2 or 3, I could honestly reply that, upon reflection, I can find no reason to believe it.  This indicates that the very fact that I have no reflectively accessible reason to believe that the number of stars in the universe is divisible by either 2 or 3 constitutes a reflectively accessible reason for me to not believe that the number of stars in the universe is divisible by either 2 or 3.  
Now clearly, I could have made this point using an example that was not about the number of stars in the universe, but rather about some other topic.  In fact, it seems that the astronomical example I’ve used to make my point is perfectly representative:  in general, when I have no reflectively accessible reason to believe a proposition that I understand, then that very fact – the very fact that I have no reflectively accessible reason to believe that proposition – gives me a reflectively accessible reason to not believe that proposition.  
Some philosophers will protest that there is an important class of examples that are entirely unlike the astronomical example that I’ve chosen:  these are what Wittgenstein might have called “hinge” propositions, e.g., that I have a body, that I am a human being, that there are many other human beings living today, all on or near the surface of the Earth, and so on.  Under normal circumstances, it is absurd to ask someone for evidence in support of any of these propositions, and I would not be sure what evidence to offer in response to someone who asked me what evidence I had in favor of the proposition, say, that I am a human being.  Doesn’t this show that the astronomical example is not perfectly representative, and that there are propositions which are such that, I have no reflectively accessible reason to believe them, and yet I also do not have a reflectively accessible reason to not believe them?
No.  Recall the distinction that we drew above between one’s evidence for p, and one’s reasons for believing that p.  Reasons for believing p are things the having of which (in the absence of defeaters) make it the case that one is entitled to believe that p.  Reasons for believing that p can consist simply of my awareness that p.  For instance, what entitles me to believe that I have a headache now is simply the fact that I have a headache now.  What entitles me to believe that there’s a candle in front of me may be (as McDowell suggests in one of the passages quoted earlier) simply that I see a candle in front of me.  What entitles me to believe that I am a human being may be simply that I have learned that I am a human being.  In contrast, evidence for p is, very roughly, something that does not involve awareness that p is true, and that raises our rational degree of confidence in p relative to what it would be on the rest of some portion of our total evidence that does not involve awareness that p is true.  It is possible to lack evidence for p, even while having reasons for believing that p, and this is precisely the situation that we are normally in with respect to the propositions listed above:  in every case, we can, upon reflection, specify something – however uninformative it might be – that entitles us to believe those propositions, even if we cannot produce evidence for those propositions.  I conclude that the Wittgensteinian “hinge” propositions do not pose a challenge to the claim that the astronomical example I’ve offered above is perfectly representative.

If this is correct – that is, if the astronomical example that I’ve chosen above really is perfectly representative – then premise (2) has been shown to be true.  And if both premises (1) and (2) have been shown to be true, then we are in a position to accept this paper’s argument for Reflectionism:

(Premise 1) S knows that p only if S has no undefeated reflectively accessible reason to not believe that p.

(Premise 2) If S is a creature capable of inquiry, then:  if S has no reflectively accessible reason to believe that p, then S has an undefeated reflectively accessible reason to not believe that p.
(URCE)  S is entitled to believe (or not believe) that p if and only if S has an undefeated reason to believe (or not believe) that p.

(Reflectionism) Therefore (using modus tollens), if S is a creature capable of inquiry, then:  S knows that p only if S has a reflectively accessible entitlement to believe that p.


It might be objected that, in making this argument, I rest an enormous amount of argumentative weight on the claim (which I have not attempted to prove) that the astronomical example that I’ve chosen is representative.  I plead guilty to this charge, for I do indeed rest a great deal of argumentative weight on that claim.  But the only effective challenge to my argument is to offer some reason to believe that there are some cases that do not work the way the astronomical example works.  I have not yet found or heard any reason to believe that there are some cases that do not work the way that the astronomical example works.  And so, by my own lights, the very fact that I have no reason to believe it is a reason for me to not believe it!

I conclude that Reflectionism is true.  While beasts and infants might have some knowledge that doesn’t satisfy the conditions imposed by Reflectionism (viz., conditions (a) and (b) in our list above), creatures capable of inquiry have no such knowledge.
Conclusion


As I have interpreted McDowell’s positive Sellarsian claim, it amounts to the following:

Postitive Sellarsian Claim

For any creature S that has conceptual and rational capacities, S’s knowing that p requires the following: 

(a) S has an entitlement E to believe that p

(b) S can know (a) by reflection alone

(c) S’s having E is incompatible with the falsity of p

This is a highly controversial claim about knowledge, and I have not attempted to argue for it here.  What I have attempted to argue for here is the much weaker claim of Reflectionism, which forms only part of McDowell’s positive claim.  Reflectionism says that, for any creature S that has conceptual and rational capacities, S’s knowing that p requires the satisfaction of conditions (a) and (b) above (viz., it requires S to have a reflectively accessible entitlement to believe that p).  Although Reflectionism does not exhaust the content of McDowell’s positive Sellarsian claim, it is nonetheless a controversial view, and one that has never been adequately defended.  I hope to have provided a substantial defense of it here.
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�  Some occasions on which McDowell has quoted this passage from Sellars are:  McDowell 1993, 196; McDowell 1994, 5; McDowell 1995, 877; McDowell 1996, 233; McDowell 1998, 433; McDowell 2002, 102; and McDowell 2004, 95.


�  McDowell’s willingness to use the terms “justification” and “entitlement” interchangeably marks a difference between his usage of those terms and Tyler Burge’s (see, e.g., Burge 2003).  The difference is not merely terminological.  Burge’s claim that entitlement is a kind of warrant that need not be understandable by the creature for whom it is a warrant, and that mature human beings have some such warrants, is a claim that McDowell would deny.  McDowell’s denial of that claim is logically independent of his positive Sellarsian claim (which is a claim about what’s required for human knowledge), and so I will not explore this issue further here.


�  Because the term “entitlement” is used in different ways, it’s not clear that URCE would be universally accepted.  Tyler Burge, for instance, uses the term “entitlement” to denote a deontic status that one may possess with respect to a belief even if one has no reason whatsoever to hold the belief.  See Burge 2003 on the distinction between entitlement and justification as two types of warrant.


�  Is it, as Achinstein 2001 argues, a necessary condition of e’s being evidence for h that there is a high probability of an explanatory connection of some sort between e and h?  Is it, as Roush 2005 argues, a necessary condition of e’s being evidence for h that certain counterfactual connections obtain between e and h?  I intend to remain neutral on these issues here, since my primary concern is not to understand the notion of evidence, but rather the distinct notion of reason for belief.   For the same reason, I will not here engage with Achinstein’s arguments against various extant versions of the probability-raising account of what it is for e to be evidence for h.


�  Compare the present distinction between evidence for p and reasons for believing p to the distinction in Moser 1989 (47 and passim) between minimal epistemic reasons and justifying epistemic reasons.  Neglect of this distinction has generated a number of epistemological pseudo-puzzles.  Suppose I believe that p, and that my epistemic peer believes that not-p.  The latter is evidence that not-p, and is thereby evidence that my belief is false.  But it is typically not a reason to believe that not-p, or even to withhold belief that p.


�  It is seldom appreciated that McDowell’s conception of human knowledge imposes the very unorthodox requirement (d).  But look once again at this passage from “Knowledge and the Internal Revisited”:  “What I urge … is precisely that justification adequate to reveal a state as one of knowing must be incompatible with falsehood and can be had.”  (McDowell 2002, 98)  And recall the passage just quoted in the text:  “we lose the point of invoking the space of reasons if we allow someone to possess a justification even if it is outside his reflective reach.”  (McDowell 1993, 199)  One common objection to the claim that human knowledge requires the satisfaction of condition (d) is rebutted in Neta and Pritchard 2007.


�  For this argument, see McDowell 1995.  The same argument is briefly summed up in McDowell 2002.  


�  See, for instance, Goldman 1986 and Kornblith 2002.


�  See Nozick 1981, 172 - 196 for this version of Reliabilism.


�  See Goldman 1986, 42 - 57 for this version of Reliabilism.


�  See Plantinga 1993, 3 - 47 for this version of Reliabilism.


�  See Dretske 1981, 85 - 106 for this version of Reliabilism.


�  I should stress that (4) does not have any implications about what range of things can explain S’s believing that p, or about the range of things that can make it non-accidental that S’s belief is true.


�  A reliabilist might wish to appeal to Reliabilism 3 in order to accommodate the case of Norman the clairvoyant, discussed in BonJour 1985.


�  Some philosophers might also claim that, when a reliable chicken sexer believes, say, that a certain chick is male, she has no reflectively accessible reason to believe that the chick is male, but this does not yet give her a reflectively accessible reason to not believe that the chick is male.  In response to this worry, I should say that chicken sexer are typically so underdescribed that we may reasonably say any number of things about them.  We may say, for instance, that the chicken sexer does have a reflectively accessible reason to believe that the chick is male, viz., her inclination to believe it.  Or we may say that the chicken sexer’s reflectively accessible reason to believe that the chick is male is more extensive, viz., her inclination to believe it coupled with her background knowledge concerning the reliability of these inclinations of hers.  Or we may say that, if the chicken sexer does not satisfy either of the conditions above, then her beliefs concerning the sex of the chick are not knowledgeably held.  


�  I am grateful to Matthew Chrisman, John McDowell, Declan Smithies, and Crispin Wright for helpful comments on earlier versions of this paper. 
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