Epistemology Factualized:  New Contractarian Foundations for Epistemology
Many of my beliefs cannot now be reasonably challenged.  For instance, I believe that I am a human being, that I have two hands, and that I am now on or near the surface of the Earth.  It is unreasonable to challenge me on any of these points.  And unless something strange or unexpected were to happen, it would continue to be unreasonable to challenge me on any of these points.  Following G.E. Moore, I'll use the phrase 'common sense' to refer to the totality of such ordinarily unchallengeable beliefs.
  In this paper, I will not be interested in the question whether the beliefs of common sense are true:  I will simply assume that they are true.  Nor will I be interested in the question whether the beliefs of common sense enjoy some epistemologically favored status, i.e., whether we know them to be true, or are justified in believing them, or are rational to believe them, or are warranted in believing them, and so on.  Again, I will simply assume all of this.  That is, I will assume that the beliefs of common sense are justified, rational, warranted, and so on.  What I will be examining in this paper is the possibility of giving a substantive account of what confers these positive epistemological properties upon the beliefs of common sense.  
The attempt to give such a substantive account is widely, but not universally, regarded as one of the primary tasks of epistemology.  To understand why it is widely regarded in this way, let’s begin by thinking about the various ways in which epistemologists have been provoked to respond to skeptical arguments.  Skeptical arguments typically purport to show that the beliefs of common sense do not enjoy (one or another of) the positive epistemological properties I have listed above.  They purport to show that the beliefs of common sense are not justified, or not rational, or not warranted, or what have you.  Of course, different forms of skepticism target different regions of such ‘common sense’:  there is skepticism about the external world, about the past, about meaning, about other minds, about values, about unobservables, and so on.  What all such forms of skepticism have in common is that they begin by targeting the epistemological credentials of a particular belief that seems not to suffer from any epistemological shortcomings peculiar to it.  The targeted belief is taken to be representative of all of the beliefs within a region of common sense in this way:  if it suffers from epistemological shortcomings at all, then so too do all beliefs within that region of common sense.
  

Epistemologists who respond to arguments for skepticism do so in at least one of the following four (non-exclusive) ways:

(1) We might concede that the skeptic successfully shows that common sense does suffer from one or another epistemological shortcoming.  But then we might go on to say that this shortcoming does not impugn our ordinary claims or practices, which are more modest in their epistemological purport than the skeptic takes them to be. The purest version of this strategy is to be found in contextualist theories of the semantics of knowledge attributions.
  But, even apart from any particular theory, it is quite commonly thought that the skeptic “raises the standards” for knowledge, or for justification, or for warrant, or what have you.
(2) We might attempt to show that the skeptic's argument is somehow self-defeating:  i.e., one is epistemically entitled to accept the premises only if the conclusion is not true or not justifiable.
  We may think of this as the “Kantian” strategy for responding to skeptical arguments, since it is commonly pursued by means of some transcendental argument.  One’s success in pursuing this strategy does not depend upon one’s identifying any particular premise of the skeptical argument as false, or any particular inference in the skeptical argument as invalid.  
(3) We might attempt to identify a false premise, or a bad inference, in the skeptic's argument.
  This is perhaps the most common strategy for responding to skeptical arguments.  Of course, one’s success in pursuing this strategy does not depend upon one’s finding the skeptical argument to be self-defeating.  The skeptical argument might be unsound without being self-defeating.
(4) Finally, we might attempt to explain what it is that makes the skeptic's conclusion false.  That is, we might attempt to spell out what it is that confers positive epistemological status upon common sense.
  We can do this even without finding anything in particular wrong with the skeptical argument at issue.  In pursuing this strategy, we are not looking for problems in the skeptical argument.  Rather, we are assuming that the conclusion of the skeptical argument is false, and we are trying to explain what it is that makes it false.  Given that common sense does enjoy some favored epistemological status, what makes this the case? 
Many epistemologists today pursue some version of strategies (1), (2), and/or (3).  But while strategies (1) – (3) might all be fruitfully pursued, none of them can give us everything that we want from a response to skeptical arguments.  In order to see why this is so, let’s suppose that a skeptical argument were directed against a child’s belief in a fairy tale.  Pursuing strategies (1) – (3), we might show that this skeptical argument was, in one or another way, a bad argument (unsound, self-defeating, or directed against an unrealistically immodest opponent).  But still, the conclusion of this argument would be – no thanks to the argument – true.  It’s a bad argument for a true conclusion.  For the child’s belief in the fairy tale does not enjoy any positive epistemological status.  The child’s belief is not warranted, justified, rational, highly confirmed, or what have you.  So the skeptical conclusion concerning the child’s belief in the fairy tale is true, but the analogous skeptical conclusion concerning common sense is false.  And so we might ask:  what is it that makes the difference between the two cases?  Of course, we might answer:  common sense enjoys high positive epistemological status, whereas the child’s belief in the fairy tale does not.  But what does this difference amount to?  What makes it the case that the child’s belief in the fairy tale does not enjoy any favor epistemological status, but our common sense beliefs do enjoy such status?  We want not only to see what's wrong with the skeptic's argument against common sense, but also to understand what makes the conclusion of that argument false.  How does common sense manage to achieve the positive epistemological status that the skeptic argues (however badly) it can't possibly achieve?
  What makes common sense epistemologically better off than the child’s belief in the fairy tale?  We would like answers to these questions.  
Of course, to answer these questions is not to argue that common sense manages to achieve some positive epistemological status:  we can explain how it manages to achieve that status without arguing that it does so.  (Compare:  evolutionary theory might enable us to explain how humans came into being.  But it does not enable us to argue that humans came into being.  If someone wants an argument to show that humans did in fact come into being, it will not help to appeal to evolutionary theory.)  While we may be pessimistic about the prospects of finding a cogent, non-question-begging argument that common sense enjoys positive epistemological status, we may still reasonably hope for an explanation of how common sense manages to enjoy such status.  Many epistemologists have tried to provide such an explanation, either in terms of reliability, coherence, tracking, inference to the best explanation, or what have you.  These epistemologists typically take it to be one of the primary tasks of epistemology to explain what confers positive epistemological status upon the beliefs of common sense.
Taken out of context, this constructive anti-skeptical enterprise may seem very odd.  Kaplan 1991 tells a story that reminds us of its seeming oddity:

Some years ago, an acquaintance complained to me about her ... philosophy course.  Her instructor had devoted a substantial portion of the course to the question of what - if anything - justified his students' belief that there was a lectern at the front of the classroom.  To my acquaintance, the entire exercise had seemed a sham.  It was obvious to her that there was a lectern in the front of the room and it seemed, as far as she could tell, that it was equally obvious to everyone else in the classroom, the instructor included.  And it seemed to her intellectually dishonest of the instructor, and those students whose interest he had managed to engage, to pretend to throw into question the propriety of a belief when, in fact, the truth of that belief was entirely evident to them.

Many epistemologists have heard this kind of complaint from their students, and some philosophers have developed views that would legitimize such complaints.  Consider, for instance, the view that the beliefs of common sense serve as the 'bedrock', from which our epistemological activity proceeds, and that this bedrock neither needs nor has anything to confer positive epistemological status upon it:

94. ...I did not get my picture of the world by satisfying myself of its correctness; nor do I have it because I am satisfied of its correctness.  No:  it is the inherited background against which I distinguish between true and false.  ...

96. It might be imagined that some propositions, of the form of empirical propositions, were hardened and functioned as channels for such empirical propositions as were not hardened but fluid... .

This Wittgensteinian view is not popular today, and very few contemporary epistemologists would take seriously the kind of complaint issued by Kaplan's acquaintance.  But, in a Wittgensteinian spirit, Kaplan argues that this complaint exposes a fundamental unclarity in a currently widespread conception of the aims and methods of epistemology.  Specifically, on Kaplan's view, questions concerning what justifies the beliefs of common sense have no true, non-stipulative answer:  there is nothing about our epistemological practices that could make any such answer correct, and so there is nothing at all that could make any such answer correct.  Kaplan's argument for this thesis can be equally well used, mutatis mutandis, to support a more general thesis, namely, that questions concerning what confers positive epistemological status (e.g. justifiedness, reasonableness, warrant, confirmation, or what have you) upon the beliefs of common sense have no true, non-stipulative answer.  I propose to use the phrase 'Kaplan's thesis' to refer to this more general thesis, and to use the phrase 'Kaplan's argument' to refer to the argument that would support this thesis.  In short, I will reply to Kaplan as if he had argued for the more general thesis.

Kaplan's argument poses a serious challenge to strategy (4) above, and so to the very project of constructive anti-skeptical epistemological theorizing.  If Kaplan’s challenge cannot be met, then all contemporary attempts to execute strategy (4) are bound to fail:  we can offer no explanation at all -- coherentist, reliabilist, foundationalist, or otherwise -- of what confers positive epistemological status upon the beliefs of common sense.  Asking what confers positive epistemological status upon the beliefs of common sense would, in that case, be like asking “What makes today Wednesday?”  The question itself is defective.  Is this the conclusion that we must draw?  Must we reject the very question what confers positive epistemological status upon the beliefs of common sense?  Must we regard that epistemological question as defective, just as we regard the question “what makes today Wednesday?” as defective?  

I will argue that we needn’t reject the epistemological question, for we can meet Kaplan’s challenge:  we can find something about our ordinary epistemological practices that can serve as data for constructive anti-skeptical epistemological theory.  But to do this we have to look not just at intrinsic features of those practices, but also at the relation that those practices bear to the rest of our lives.  That is, we have to explain how it is that our epistemological practices matter to us.  On the basis of that explanation, we can give an account of what it is that makes a norm epistemological -- i.e. what it is for a norm to be part of a practice that matters in the distinctive way that our epistemological practices matter.  I will attempt to show that giving such an account enables us both to legitimize and to execute strategy (4).  In other words, not only will this account enable us to rebut Kaplan’s challenge to the very project of explaining what confers positive epistemological status upon common sense, but it will also enable us to offer precisely such an explanation.

I should stress at the outset that the dispute between Kaplan and me does not concern the issue of whether the beliefs of common sense enjoy some positive epistemological status.  Both parties to this dispute grant that the beliefs of common sense do enjoy positive epistemological status:  they are justified, reasonable, warranted, or what have you.  Thus, Kaplan and I would both disagree with those philosophers who, like C.S. Peirce and John Dewey, regard it as a mistake to think of the beliefs of common sense as enjoying any epistemological status whatsoever.  According to those philosophers, a belief enjoys some epistemological status only in so far as it is defended (successfully or unsuccessfully) by appeal to the beliefs of common sense, but the beliefs of common sense themselves are not proper targets of epistemological evaluation.  I will not address that view in the present paper; I simply assume that it is false.  I will devote my attention exclusively to the issue that divides me and Kaplan.  Where Kaplan and I disagree is with regard to the question of what confers positive epistemological status upon those beliefs.  It’s not that Kaplan would answer this question in one way and I would answer it in another way.  It’s rather that Kaplan would reject the question itself as defective, whereas I want to defend the traditional enterprise of answering the question.  I want to show that it’s a good question.
I should also note at the outset that I will not be addressing the complicated and important issue of whether it is beliefs, degrees of confidence, or changes in view that are the proper or primary targets of epistemological appraisal.  For the purposes of this paper, I will simply assume that beliefs can be epistemologically appraised, and so are among the proper targets of such appraisal.  (This assumption has been challenged, but I will not attempt to rebut these challenges here.)  I leave it open whether the epistemological appraisal of beliefs is derivative, i.e., whether the epistemological status of a belief somehow derives from the epistemological status of the change in view that led to it, or from the epistemological status of the believer’s degree of confidence in the truth of the belief.  Some epistemologists assume that the epistemological appraisal of beliefs is derivative in one or another of these ways.  Other epistemologists assume that the epistemological appraisal of degrees of confidence or of changes in view is derivative from the epistemological appraisal of beliefs.  Perhaps the ugly but complicated truth is that none of these forms of epistemological appraisal is derivative from any of the others:  there are simply three different targets of appraisal.  For the purposes of this paper, I leave it open whether or not this is so.  
In section 1, I will explain and motivate the traditional enterprise of explaining what confers positive epistemological status upon the beliefs of common sense.  In section 2, I will explain Kaplan’s challenge to that enterprise.  In section 3, I will begin to develop a response to Kaplan’s challenge by drawing upon, and generalizing, Edward Craig’s account of the usefulness of our practices of knowledge attribution.  In section 4, I will argue, in a schematic way, that the envisaged generalization of Craig’s account has much more explanatory power than has been so far realized.  Finally, in sections 5 and 6, I will show how this generalization of Craig’s account can satisfactorily respond to all of Kaplan’s objections.

1.  The Chisholmian Enterprise
Kaplan's argument is directed against strategy (4).  Let’s begin, then, by trying to understanding why someone would think that strategy (4) is a reasonable strategy to pursue in rebutting skeptical arguments.  Specifically, let’s consider how one of the most influential practicioners of that strategy – namely, Roderick Chisholm – would respond to the student's complaint described above.  According to Chisholm
, the student's complaint is based on a misunderstanding.  As ordinarily understood, questions of the form 'What justifies the belief that p?' are challenges to the belief that p.  If the challenge is reasonable and the believer cannot answer it, then she is not epistemically entitled to persist in that belief.  To see this point, imagine the following dialogue.

A:  Jack won't be coming to the party tonight.

B:  Really?  He told me that he was coming.  What justifies your belief that he's not coming?

A:  I have no idea what, if anything, justifies my belief.  Still, he's not coming.

In issuing this reply to B's challenge, A is being unreasonable.  That's not just because A is speaking unreasonably.  It is because, if A cannot answer B's challenge, then A is not epistemically entitled to persist in her belief that Jack won't be coming to the party tonight.  In this case, then, B's question 'What justifies your belief that he's not coming?' is to be understood in such a way that A's epistemic entitlement to persist in her belief depends upon her ability to answer the question.  More generally, questions about what confers positive epistemological status upon someone's belief that p are ordinarily to be understood in such a way that the belief's positive epistemological status is at stake in the believer's ability to answer the question.

But this is not the way that questions of this sort are to be understood when they are raised in the course of developing an epistemological theory.  Then, they are to be understood not as challenges to the belief that p, but rather as purely theoretical questions concerning what it is that already confers positive epistemological status upon that belief, questions that presuppose that that belief already bears the relevant positive epistemological status.  At least part of the task of developing an epistemological theory is to articulate a theory that generates answers to such questions.  Such a theory comprises principles that specify the conditions under which a belief bears positive epistemological status to a certain degree or in a certain way.  Questions about what confers positive epistemological status upon a particular belief can be answered by deriving the positive epistemological status of that belief from those principles.  In so deriving the status of that belief, we are not conferring positive epistemological status upon it, but we are rather discovering what it is that already confers positive epistemological status upon it. 


To make this point vivid, let's compare the question 'What confers positive epistemological status upon the belief that p?' with the question 'What makes that the correct solution to this mathematical problem?', when asked of a particular proffered solution.  Suppose that a mathematician begins a course in the foundations of mathematics by writing '1 + 1 = ?' on the board, and then asking students for the solution to this problem.  When students say that the answer is 2, the mathematician replies 'What makes 2 the correct answer to this mathematical problem?'  Now a student might complain that this question is a sham.   For it is obvious to everyone, the mathematician included, that 1 + 1 = 2.  Is it not, therefore, intellectually dishonest of the mathematician to pretend to throw into question the correctness of that solution when, in fact, the correctness of that solution is entirely evident to them?  The mathematician might rightly protest that this student's complaint rests upon a misunderstanding.  In some ordinary contexts, a question of the form 'What makes that the correct solution to this mathematical problem?' could be understood as a challenge to the proffered solution.  (E.g., I offer a seemingly implausible solution to a mathematical problem and you ask, incredulously, 'what makes that the correct solution?')  If the challenge is reasonable and there is in fact no answer to it, then the proffered solution is not correct.  But that is not the way in which questions of the form 'What makes that the correct solution to this mathematical problem?' are to be understood when they are raised in the course of work on the foundations of mathematics.  Then, they are to be understood not as challenges to the proffered solution, but rather as questions that presuppose that the solution is correct, questions about what renders it correct.  One task of the foundations of mathematics is to articulate a systematic theory that answers such questions.  Such a theory comprises principles that determine correct solutions for a wide range of mathematical problems.  The question 'what makes that the correct solution?' can be answered by deriving the solution from those principles.  In so deriving the solution, we are not (or not merely) justifying our belief that it is the correct solution.  Rather, we are discovering what it is that already makes it the correct solution.

If we accept this analogy between the aims of epistemology and the aims of the foundations of mathematics
, then it suggests to us an analogy of method as well.  Consider a common picture of how mathematicians arrive at principles in the foundations of mathematics:  they begin with a body of accepted mathematical truths (e.g., that 1 + 1 = 2, that addition is commutative) and mathematical falsehoods (e.g., that 1 + 1 = 3, that addition is non-associative) and then attempt to find the simplest set of plausible principles that jointly imply all of the truths and none of the falsehoods.   They thereby attempt to discover a body of more and less basic mathematical facts, the more basic facts being expressed by axioms and the less basic facts by theorems.  In deriving a theorem from the axioms, they may or may not be justifying their belief in the theorem, but that's irrelevant to the present point, which is that (if the whole theory is true) they are exhibiting what mathematical facts make the theorem true.
  Epistemologists attempt to arrive at principles in a similar way:  they begin with a body of accepted epistemological truths (e.g., that sane adults are, under normal conditions, epistemically entitled to hold their beliefs about the results of single-digit sums, that evidence for p tends to increase our epistemic justification for believing that p) and accepted epistemological falsehoods (e.g., that the hypochondriac's beliefs about his ailments are warranted, that induction transmits justification as effectively as deduction) and then attempt to find the simplest set of plausible principles that jointly imply all of the truths and none of the falsehoods.  They thereby attempt to discover a body of more and less basic epistemological facts, the more basic facts being expressed by the first principles of the theory and the less basic facts by the consequences of the theory.  In deriving a particular epistemological proposition from the first principles, they may or may not be justifying their belief in that proposition, but that's irrelevant to the present point, which is that (if the whole theory is true) they are exhibiting what epistemological facts make the proposition true.
  Epistemologists therefore start from, and do not call into question, certain accepted epistemological beliefs, and they attempt to discover a body of epistemological facts that makes those beliefs, among others, true.
  Since the epistemological beliefs from which they start are accepted, these beliefs are not ordinarily regarded as beliefs that are reasonably challenged or argued for.  According to this methodology, then, epistemology should attempt to answer questions concerning what confers positive epistemological status upon the beliefs of common sense, e.g., the students' belief that there is a lectern at the front of the classroom.   That is to say, according to this methodology, Kaplan's thesis is false.  
Many epistemologists would accept this methodology and reject Kaplan's thesis.  For instance, when they examine what confers positive epistemological status upon our perceptual beliefs, they are typically not interested in the epistemological status of our beliefs about distant unfamiliar objects in the fog, but rather in the epistemological status of our beliefs about tomatoes or lecterns in plain view.   Let's use the term “Chisholmian” to designate those philosophers who accept the aforestated methodology and thereby reject Kaplan’s thesis.  The teacher who asks the students 'what, if anything, justifies your belief that there is a lectern at the front of the classroom?' is a Chisholmian then, in the sense just defined.  If the teacher admits that the students are entitled to believe that there is a lectern in front of the classroom even when they are unable to produce a satisfactory answer to this question, then the teacher is committed to the following methodological maxim:  "even if you are very confident that a belief you harbor may stand in need of justification, your inability to produce a satisfactory justification need not undermine your entitlement to persist in that belief"
.  More generally, Chisholmians who believe that people are typically unable to explain what confers positive epistemological status upon the beliefs of common sense but are nonetheless entitled to persist in those beliefs, are committed to a generalization of this methodological maxim:  your inability to explain what confers positive epistemological status upon a particular belief that you hold need not undermine your entitlement to hold that belief.  Since any non-skeptical Chisholmian who thinks that epistemology has something to teach us is committed to this methodological maxim, let's call it 'the Chisholmian maxim'.  

Thus, the Chisholmian maxim is this:  your inability to explain what confers positive epistemological status upon a particular belief that you hold need not undermine your entitlement to hold that belief.  Kaplan’s argument, which I will now expound, is directed against this maxim, and against all epistemological views that are tacitly committed to it.
2.  Kaplan’s Challenge to the Chisholmian Enterprise
Kaplan argues that the Chisholmian faces the following dilemma:  either the Chisholmian is theorizing about our epistemological practices, in which case the Chisholmian maxim is unreasonable (that’s the first horn), or else the Chisholmian is not theorizing about our epistemological practices, in which case she is engaged in a merely stipulative exercise (that’s the second horn).  Kaplan’s argument for this disjunction begins by considering the following case:

...you are sitting in a doctor's crowded waiting room.  ... the man ... to your left rises, points to you, and declares... "This person is a traitor to our country!"  Needless to say, you are taken aback.  "What, if anything, justifies your belief that I am a traitor?" you ask the man.  Your accuser ... explains that, although he recognizes that in accusing you of treason he has made the sort of claim that may well require justification, he cannot at present produce the justification for you.  Nonetheless, he continues, he is confident that he is indeed justified in his belief that you are a traitor ... .


I suspect that I know what you will want to say to your accuser.  You will want to say that it is ...intellectually dishonest to believe a claim ... for which one admits he is not now able to produce appropriate justification.  ...You will want to say this but you will not.  For you have just noticed for the first time ... that everyone in the waiting room has been reading the second edition of Theory of Knowledge ... .  And you realize that they have all anticipated what you will want to say and are ready to cite Chisholm in defense of your accuser.  For Chisholm has just taught them that there is nothing intellectually dishonest in believing a claim to be true, and believing oneself justified in believing that claim to be true, while admitting, at the same time, both that it is the kind of claim that may well require justification and that one cannot at present produce appropriate justification for believing the claim to be true.  On the contrary, Chisholm has just taught them that this is exactly the attitude they should ... adopt toward claims when they conduct a philosophical investigation into the theory of evidence.

Evidently, your accuser is being unreasonable.  But, if your accuser is being unreasonable, then isn't the Chisholmian maxim unreasonable?  That’s the first horn of Kaplan’s dilemma.  

The Chisholmian can, and most likely will, avoid this first horn by claiming that your accuser is misapplying the Chisholmian maxim.  When the Chisholmian tells us that we are entitled to persist in our beliefs even if we cannot explain what confers positive epistemological status upon them, she means to be speaking only of the beliefs of common sense, i.e., those beliefs that cannot be reasonably challenged outside the philosophical study.  This category includes the students' belief that there is a lectern at the front of the classroom, but it does not include your accuser's belief that you are a traitor.  That's why your accuser misapplies the Chisholmian maxim:  the maxim is supposed to apply only to the beliefs of common sense, not to your accuser’s belief that you are a traitor. 


But this leads us to the second horn of the dilemma.  In answering the question what confers positive epistemological status upon beliefs that can be reasonably challenged outside the philosophical study, we have an obvious source of data:  we can appeal to our intuitions about how to respond to such challenges.  But to what data can we appeal in answering the question what confers positive epistemological status upon the beliefs of common sense, beliefs that cannot be reasonably challenged outside the philosophical study?  Kaplan argues by elimination that the answer to this question is 'none'.  Here is an outline of his argument:

(A) We cannot appeal to our intuitions about how to respond to challenges that such beliefs may confront outside the philosophical study -- for our intuitions tell us only that such challenges are unreasonable, and so should be dismissed.  

(B)  We cannot appeal to our intuitions about how to respond to challenges that such beliefs may confront within the philosophical study , for, according to the Chisholmian maxim, there are no such challenges:  when questions concerning the epistemological credentials of our common sense beliefs are raised within the Chisholmian's philosophical study, they are not meant as challenges. 

(C)  We cannot appeal to our pre-theoretical intuitions about how to use terms of epistemological appraisal such as 'justification', 'warrant', etc.  Though Kaplan does not explain why he thinks that we cannot appeal to such intuitions, it may seem clear why this is so:  either these ordinary terms of epistemological appraisal do denote epistemological properties that our ordinary epistemological practices are supposed to endow us with, or they do not.  Now, if they do not denote such properties, then there’s no reason why we epistemologists should care about the conditions of correct application of these terms.
  But if these terms do denote epistemological properties that our ordinary epistemological practices are supposed to endow us with, then the way to figure out what properties these terms denote is to figure out what properties our ordinary epistemological practices are supposed to endow us with.  In other words, what we need to figure out is how our ordinary epistemological practices function.  And in that case we should be theorizing about our ordinary epistemological practices, and so (by the first horn above) reject the Chisholmian maxim.
(D)  Finally, we might try to find some data for our theory to answer to by looking in what we antecedently regard as the direction of a true theory.  (Kaplan considers this option in greatest detail.)  Just as we might discover the right way to finish our novel only after we've begun to write it, so too, we might discover the right constraints of detail on our epistemological theory only after we've imposed some initial constraints on that theory.  For instance, we might begin, as Chisholm does, by saying that an epistemological theory must reveal the internalistic foundational epistemological structure of our beliefs.  When we attempt to construct a theory that does this, we encounter specific problems that must be solved if our theory is to be adequate.  Thus, we encounter constraints of detail on our theory as we develop it in a particular direction.  Alternatively, we might begin, as Goldman does, by saying that an epistemological theory must reveal the connection between the reliability of a way of forming beliefs and the justification of the beliefs formed in that way.  When we attempt to build a theory that does this, we encounter another set of specific problems that must be solved if our theory is to be adequate.  Once again, then, we encounter constraints of detail on our theory as we develop it in a particular direction.  


Now, consider the various existing attempts to proceed in this way.  In each case, the theorist begins by imposing constraints on the structure of a correct epistemological theory.  She then attempts to fashion a theory that satisfies these structural constraints and that will answer questions concerning what confers positive epistemological status upon the beliefs of common sense.  For instance, suppose we decide to develop an internalist foundationalist epistemology. Within this framework, consider once again the question of what confers positive epistemological status upon the students' belief that there is a lectern at the front of the classroom.  To answer this question, we must seek those internal states that can serve as the epistemological foundation of the students' belief.  The students, of course, don't know what states these are -- that's why they have trouble answering the question what justifies their belief.  But, as Chisholmian foundationalists, we are confident that there are such internal states, and we have only to find them.  Now, how are we going to look for them?  We cannot receive guidance from our intuitions about how to respond to challenges that the students' belief may encounter outside the philosophical study, for our intuitions tell us only that such challenges are unreasonable.  We cannot receive guidance from our intuitions about how to respond to challenges that the students' belief may encounter within the philosophical study, for since we are Chisholmians, we are committed to thinking that such beliefs cannot encounter any challenges within the philosophical study.  And finally, we cannot receive guidance from whatever pre-theoretical intuitions we may have about how to use terms of epistemological appraisal, for even if such terms do denote properties of epistemological interest, understanding the semantics of those terms is not going to help us figure out how to proceed in order to instantiate those properties.  So where is there left to look for the posited foundational internal states?  (Kaplan takes this question to be unanswerable, but I will attempt to furnish an answer to it below.  For now, I’ll leave it without an answer, in order to provide the reader with a sense of how Kaplan’s argument goes.)

Kaplan argues that similar problems beset coherentist and reliabilist epistemologies:  in each case, we have no source of data by appeal to which we can flesh out a theory of the antecedently specified structure.
  Thus, (D) does not provide a source of data for the epistemologist.    

Kaplan infers from (A) – (D) that we have no source of data by appeal to which we can construct an answer to the question what confers positive epistemological status upon the beliefs of common sense.  
We can now sum up Kaplan’s argument as follows:  

(1) The Chisholmian is either theorizing about our ordinary epistemological practices or she is theorizing about something else.  
First Horn:

(2) If she is theorizing about our ordinary epistemological practices, then she is committed to taking the Chisholmian maxim to be normative for those practices.  
(3) But the Chisholmian maxim isn’t normative for those practices, since it’s a manifestly unreasonable maxim.  
(4) Thus, if the Chisholmian is theorizing about our ordinary epistemological practices, she is committed to something false.  (By 2, 3)
Second Horn:

(5) If the Chisholmian is theorizing about something other than our ordinary epistemological practices, then there must be some data, other than the data of our ordinary epistemological practices, to which her theory must be true.  
(6) By (A), these data cannot be supplied by our intuitions about how to respond to challenges that such beliefs may confront outside the philosophical study.
(7) By (B), these data cannot be supplied by our intuitions about how to respond to challenges that such beliefs may confront within the philosophical study.

(8) By (C), these data cannot be supplied by our intuitions about intuitions about how to use terms of epistemological appraisal.

(9) By (D), these data cannot be supplied by plumping for an epistemological theory with a particular structure and then trying to figure out what items could perform the epistemological functions described by that theory.

(10)  There’s no other source of data for the kind of theory that the Chisholmian is trying to construct. 
(11)  There’s no source of data at all for the kind of theory that the Chisholmian is trying to construct. (From 6, 7, 8, 9, and 10)
(12)  Therefore, if the Chisholmian is theorizing about something other than our ordinary epistemological practices, there’s no data to which her theory must be true.  (From 5 and 11)
Conclusion:

(13) Kaplan’s Thesis:  Therefore, no matter how we understand the Chisholmian theoretical enterprise, it is radically defective.  (By 1, 4, 12)

For Kaplan, then, there is a crucial disanalogy between the foundations of mathematics and Chisholmian epistemology.  The former is constrained by data (specifically, mathematical data) whereas the latter isn't.  There are independently obtaining mathematical facts to be described by the former enterprise, but, on Kaplan’s view, there are no independently obtaining epistemological facts to be described by the latter enterprise.  One way for us to understand Kaplan's view here is by thinking of the epistemological status of a belief as a function of what challenges can reasonably be leveled against it and how its possessor can respond to those challenges.  When no challenges can reasonably be leveled against a belief – that is, when the belief is part of what I’ve called “common sense” -- then the question “What confers positive epistemological status upon this belief?” has no answer.  We might sum up Kaplan’s view in the slogan:  epistemological facts are facts about our appropriate challenges to, and defenses of, beliefs.  If, as Kaplan argues, the facts about our practice don’t fix any correct answer to the question “What confers positive epistemological status upon the beliefs of common sense?”, then there is no correct answer to that question.
Thus, Kaplan concludes, the Chisholmian enterprise in epistemology is doomed.  We have no reasonable way to answer the question what confers positive epistemological status upon the beliefs of common sense.  If Kaplan is right about this, then epistemology cannot satisfy one of its most important traditional anti-skeptical aspirations.  But is Kaplan right about this?

3.  The Beginning of a Response to Kaplan’s Challenge:  What makes a norm of inquiry epistemological?
In this section, I will challenge premise (10) of Kaplan’s argument, as rendered above.  Kaplan's argument by elimination does not consider a possible source of data.  In order to locate this source of data, let's consider (D) from the second horn of the argument above.  We said that epistemologists might discover constraints of detail on their epistemology when they look in what they take to be the direction of a true theory.  But now how are we to decide upon the right constraints to impose at the outset?  What data can guide or inform our choice of initial constraints on our theory?  Shall we simply develop competing theories on the basis of our different initial choices, and then choose the 'best' theory from among the ones that arise?  But then how is it that these theories have the same subject matter?  And what makes one of them the 'best' theory of that subject matter?  Are we stuck with having to make a choice on the basis of no reason at all?  If we were stuck with having to make such a choice, then there could be no reason to prefer any of the traditionally chosen theory-structures (foudationalism, coherentism, internalism, externalism) over some completely arbitrary theory-structure, e.g. one on which foundationalism was true on Mondays and coherentism on Tuesdays.  And if that is our predicament, then Kaplan's challenge to contemporary epistemology is right:  Chisholmian epistemology is a purely stipulative exercise, unconstrained by data.  Kaplan's thesis, in that case, is correct.  

We avoid this predicament if there is some reason to prefer certain constraints on epistemological theory over others.  But what reason could there be for such a preference?  To see how we can answer this question, let’s examine what it is that Kaplan thinks an epistemology should give us.  On Kaplan’s view, an epistemology should provide us with guidance for thinking about the way the world is:  i.e., guidance for theoretical cognition.  But there are many different kinds of guidance that could be given for theoretical cognition.  For instance, consider the advice “Avoid thinking about ribald limericks when you’re trying to memorize sonnets”.  This is a bit of guidance for theoretical cognition, but it is not epistemological guidance.  Therefore, not all guidance for theoretical cognition is epistemological guidance.  But then how shall we distinguish the kind of guidance that is epistemological from the kind that isn’t?

Consider an analogous problem that arises elsewhere in philosophy.  Some philosophers – call them “conservatives” – claim that our ordinary statements are true under more or less those conditions in which we ordinarily treat them as true.  Other philosophers – call them “revisionists” – disagree; they claim that our ordinary statements are never, or almost never, true, but that when we ordinarily treat them as true we usually have good practical reason to do so.  Conservatives and revisionists disagree about whether our grounds for acting as if such statements are true are typically pragmatic or semantic.  To resolve this dispute, we must offer a principled distinction between semantics and pragmatics, and apply that distinction to this case.  But how should we distinguish between semantics and pragmatics?   We can make such a distinction in lots of different ways, but we should draw it in such a way that it can do important theoretical work for us.  In other words, we should draw the distinction in such a way that it matters whether a particular feature of a claim is semantic or pragmatic.  

Similarly, we have reason to choose certain initial constraints on our epistemology if we have a principled distinction between epistemological norms of theoretical cognition and other norms of theoretical cognition, and we can draw this distinction in such a way that it matters whether a particular norm is epistemological or not.  But how shall we do this?  We can do this by appealing to an antecedent conception of the distinctive way in which epistemological norms matter to us.  If epistemological status is worth theorizing about, then it matters what epistemological status a belief has.  But how does it matter?  An answer to this question will substantially constrain our epistemological theory, for such a theory will have to tell us about properties that matter in just the way that epistemological status matters.  So far as I can see then, our best strategy for resisting the aforestated argument for Kaplan's thesis is to answer the question how epistemological status matters, and then to use that answer as a constraint upon epistemological theory.  An epistemological theory must be a theory of some property that matters in just the way that epistemological status matters.
But is this a substantial constraint?  We know that we should distinguish epistemological norms from other methodological norms in such a way that it matters whether a norm is epistemological or not.  But aren’t there indefinitely many ways to do this?  Why shouldn’t we count as epistemological only those norms of theoretical cognition concerning what we should eat while conducting inquiry, or how we should position our bodies while conducting inquiry?  Which kinds of norms should we count as ‘epistemological’?  What’s a good thing to mean by ‘epistemological’?  Our use of the term should be substantially constrained by the designata of our ordinary terms of epistemological appraisal, as those terms are ordinarily used.  But what are the designata of those ordinary terms?  It's at this juncture that we can, despite the considerations raised in (C) above, legitimately appeal to our pre-theoretical intuitions about how to use ordinary terms of epistemological appraisal.  (Or at least, we can appeal to such intuitions provided that they are good guides to the ordinary meanings of those terms.)  Our strategy, then, in response to Kaplan’s challenge is this:  we should look for an answer to the question why epistemological status matters, and an answer that makes the object of our epistemological theorizing recognizably related to the designata of our ordinary terms of epistemological appraisal.  

One way that we might do this is by regarding epistemological properties as natural kinds described, say, by cognitive ethology.
  But while the normative epistemology that emerges from this ethological approach might help us to form our beliefs in a way that promoted our fitness, it would be a surprising accident if it helped us to form our beliefs in a way that promoted any of the goals that we choose to pursue in our cognitive activity.  We are autonomous creatures, and so responsible for choosing the goals that we pursue in our cognitive activity.  The facts discovered by cognitive ethology cannot take this responsibility away from us, or dictate to us what goals to pursue.
  (Of course, this is not to say that cognitive ethology cannot provide us with very useful information about the conditions under which we’re most likely to achieve our chosen goals, or with very useful information about the goals that our conspecifics have chosen.  My only point here is that cognitive ethology cannot reveal our own goals to us – at least not if we’re responsible for choosing those goals.)        

Craig 1990 articulates and defends a plausible account of our practice of attributing knowledge, and I propose that we extend his theory to epistemological status generally.  Here's how he introduces the basic idea of his theory:

Human beings need true beliefs about their environment, beliefs that can serve to guide their actions to a successful outcome.  That being so, they need sources of information that will lead them to believe truths.  They have 'on-board' sources, eyes and ears, powers of reasoning, which give them a primary stock of beliefs.  It will be highly advantageous to them if they can also tap the primary stocks of their fellows - the tiger that Fred can see and I can't may be after me and not Fred - that is to say, if they act as informants for each other.  On any issue, some informants will be better than others, more likely to supply a true belief.  (Fred, who is up a tree, is more likely to tell me the truth as to the whereabouts of the tiger than Mabel, who is in the cave.)  So any community may be presumed to have an interest in evaluating sources of information; and in connection with that interest certain concepts will be in use.  The hypothesis I wish to try out is that the concept of knowledge is one of them.  To put it briefly and roughly, the concept of knowledge is used to flag approved sources of information.

According to Craig, the concept of knowledge has the function of picking out those potential informants upon whom we can rely in forming our beliefs.  Of course, once we have the concept, we can employ it for purposes other than the one for which it was designed, and we can fail to employ it successfully for the purposes for which it was designed.  But to understand why knowledge matters, we should look at what the concept of knowledge is for.  

Now, although I cannot attempt in the space of this paper to defend Craig’s hypothesis against all objections, or rehearse his detailed defense of it, there are two objections so obvious that they must be addressed now:  it may seem that Craig's hypothesis wrongly classifies thermometers as knowers, and wrongly fails to classify as knowers those whose knowledge is not publically detectable as such (e.g. the mute, the pathological liar, Robinson Crusoe, the boy who cried “wolf!”).
  Craig avoids the first problem by appealing to the distinction between reliance upon an informant and reliance upon other sources of information.  This distinction is grounded in our interest in cooperation and communication:  reliance upon an informant can be part of cooperation or communication with that informant, but no such thing is true of reliance upon other sources of information.  Informants can take the credit or blame for the information that they provide, but sources of information cannot.
  Craig avoids the second problem by appealing to the necessarily social nature of the concept of knowledge.  For the concept to be of value in communication, we must be able to share access to the instantiation of the property it signifies.  So the detectability of a knower's reliability must be detectability in principle to anyone.  To say then, that the knower's reliability must be publically detectable is to say only that her reliability must be objectively ascertainable by some possible means or other, even if not by any means that any actual person happens to have at her disposal.  Even the most pathological liar will, under some circumstances, admit what she knows to be true.  

To state Craig's hypothesis more precisely then:  the concept of knowledge is designed to flag sources of information that acquire their information in a way that we can tell is a reliable way of acquiring information, and that can take the credit for acquiring their information in this way.  Let's sum this up by saying that the concept of knowledge is designed to flag 'creditable informants'.  Craig argues that this account of knowledge provides a unified explanation of various otherwise puzzling features of our epistemological practices, and accounts for the plausibility of each of the various competing theories of knowledge while avoiding their respective shortcomings.
 

I propose to generalize Craig's hypothesis by claiming that the various terms of epistemological appraisal are designed to flag informants that are creditable to various levels, or in various ways.  Thus, it is epistemically better to have made absolutely sure that p than it is to be justified in believing that p, and again better to be justified in believing that p than to be merely entitled to believe that p, and so on.  In general, to possess an epistemological status with respect to a particular proposition p is a matter of being a more or less creditable informant as to whether or not it is the case that p.
  

This thesis is as much a proposal for how to use the term of art 'epistemological' as Church's thesis is for how to use the term of art 'computable':  both theses propose a good thing to mean by the term of art in question.  They are to be judged by appeal to their fruitfulness.  How is my proposed generalization of Craig's hypothesis fruitful?  

4.  The Fruitfulness of this Proposed Generalization of Craig’s Hypothesis

The proposed generalization of Craig’s hypothesis has a great deal of explanatory power.  In this section, I will illustrate (in a necessarily schematic way, given present constraints on space) its explanatory power with respect to four central epistemological issues:

(1) Why is the practice of assertion governed by epistemological norms?
There is commonly thought to be some sense in which you are not warranted in asserting that p unless you’re in an adequate epistemological position with respect to p.  Unger 1975, Slote 1979, DeRose 1996, and Williamson 2000 all argue for the even stronger claim that you’re not warranted in asserting p unless you know that p.  But whether or not this stronger claim is true, the weaker claim is uncontroversially true.  But why is this?  Why should warranted assertion of p require the asserter to be in an adequate epistemological position with respect to p?  And what sort of assertional warrant is at issue here?
Our proposed generalization of Craig’s hypothesis, in conjunction with a plausible generalization about the act of assertion, helps us to answer this question.  Acts of assertion can be subject to many different norms, and thereby subject to many different kinds of praise or blame.  For instance, acts of assertion can be relevant or irrelevant, kind or unkind, judicious or injudicious, and so on.  Of course, the world might have been different in ways that render acts of assertion subject to different norms than those to which they are actually subject.  For instance, asserters might not have had the sorts of feelings that would enable them to distinguish kindness from unkindness.  But there are limits to how different the world could have been while still containing the practice of assertion.  In particular, the world could not have been such that it contained the practice of assertion, but asserters typically didn’t intend to inform their audience of the truth of the content of their assertions.  We may say that it is a constitutive norm of the practice of assertion that, when one asserts that p, one informs one’s audience that p.  Of course, there are plenty of cases in which someone asserts that p but does not inform one’s audience that p.  For instance, there are dishonest assertions, assertions intended as answers to examination questions, assertions made under duress, and so on.  But there would be no practice of assertion whatsoever unless asserters typically informed their audience of the truth of the content of their assertion.

Now, if you assert that p but are not a sufficiently creditable informant about whether p, then your assertion cannot inform your audience that p.  Of course, your assertion might, in any number of ways, cause your audience to believe p.  And your assertion might enable your audience rationally to infer that p from the fact that you asserted that p.  But this would still not count as informing them that p:  as Grice 1957 argues in some detail, you can cause someone to believe that p, or enable them rationally to infer that p, in any number of ways besides informing them that p.  But if you assert that p without being a sufficiently creditable informant about whether p, you thereby flout a norm of assertion.  This is the truth in the commonly held view that someone is not entitled to assert that p unless she is in an adequate epistemological position with respect to p.
(2) What are the proper targets of epistemological assessment?

Lots of different kinds of mental states represent the world as being a certain way.  These include beliefs, judgements, suppositions, guesses, perceptual experiences, and memories.  Some of these kinds of mental state, such as judgements or beliefs, are epistemologically assessable.  But some of them, such as experiences and memories, are not.  Why is this?  

My proposed generalization of Craig’s hypothesis suggests an explanation of this fact.  To be in a strong epistemological position with respect to p is, according to the proposed generalization, to be a creditable informant as to whether p.  Now, to inform involves expressing one’s belief or judgement, but it does not generally involve expressing one’s experience or memory (except, of course, in the special case in which one is avowing one’s experience or memory).  To be an informant then, involves expressing one’s belief or judgement.  This is why epistemological status should attach to beliefs or judgements, but not to experiences or memories. 

Once again, I note that I am leaving open the issue of whether – besides beliefs – degrees of confidence, or changes in view, are also epistemologically assessable.  If informing someone of p can involve expressing one’s degree of confidence in p, or expressing one’s change of view towards p, then the proposed generalization of Craig’s hypothesis predicts that degrees of confidence, or changes in view, are also epistemologically assessable.  And, assuming that these other things are epistemologically assessable, I also leave open the further issue of whether the epistemological assessment of beliefs is primary or derivative with respect to them.    

(3)  What makes epistemological norms binding on epistemic agents?


Many epistemologists would offer a consequentialist account of the binding force of epistemological norms.  Others would offer a deontological account of the binding force of these norms.  Both consequentialism and deontology have been subject to serious criticism.
  The proposed generalization of Craig’s hypothesis suggests a contractarian alternative to both consequentialism and deontology, and thereby holds out the hope of avoiding the problems of both.  On the account that I propose, the right epistemological norms are the norms that would be agreed to by parties who were interested in fashioning a practice of epistemological appraisal that would best serve common communicative ends.  We need not, of course, conceive of this contract as an actual contract, either express or tacit.  We may conceive of it rather as a hypothetical contract among ideally rational parties that share a set of very general ends, where these ends could be well served by means of a well-designed communicative practice.  

If the parties to the hypothetical contract are ideally rational, then must they not be epistemically rational?  And doesn’t this raise the worry that the present contractarian account is circular?
  I assume that we can model the ideal rationality of the hypothetical parties to the contract in terms that presuppose very little about epistemic rationality.  All we need to presuppose is that the hypothetical parties are logically consistent, and that they can engage in the kind of probabilistic calculation involved in figuring out how to maximize their expected utility.  So my account does involve this much circularity.  But is this an unacceptable form of circularity?  I don’t see why it should be unacceptable.  If, on the basis of certain minimal and relatively uncontroversial presuppositions about epistemic rationality, we can derive more substantive conclusions about the principles that fix epistemological status, then this seems to me to constitute explanatory progress.  Of course, the explanatory progress is purchased at the cost of ruling out, from the very beginning, a radical skepticism according to which no theoretical cognition is epistemically rational.  But I do not see that there is any good reason not to rule out such radical skepticism.  
(4)  Why is the dispute between internalists and externalists in epistemology so hardy and intractable?

On the proposed generalization of Craig’s hypothesis, S’s belief that p has some positive epistemological status just in case S is a creditable informant with respect to the issue whether p.  But if S is a creditable informant, then there is something or other about S that makes her creditable.  But what is it – over and above the reliability of her beliefs – that makes her creditable?  This is the issue raised by the case of Truetemp
, who forms beliefs in a detectably reliable way, but who possesses no grounds for taking these beliefs to be anything other than mere guesses.  If we know that Truetemp is reliable, then we can him Truetemp as a source of information.  But if we also know that Truetemp cannot take the credit for his reliable beliefs, then, when we use him as a source of information we are not engaged in cooperation but rather in exploitation (which may or may not be mutual).  When we rely upon our informants, our reliance can be part of a cooperative endeavor in which we and the informants are collectively engaged.  This distinction between the students in the classroom, on the one hand, and Truetemp, on the other, can be drawn in accordance with the principles by which informants are distinguished from sources of information, and those principles (whatever they are) are in turn is grounded upon our interest in cooperation and communication.  To discover what those principles are, we should first understand those interests, and then figure out what principles would best serve them.  I suggest that the dispute between internalists and externalists in epistemology ultimately boils down to a dispute about what those principles are.  Under what conditions can someone take credit for the reliability of her beliefs?  How should we distinguish informants from mere sources of information?  The internalist would characterize the difference between an informant and a source of information solely by appeal to certain intrinsic, or introspectively accessible, psychological features of the informational source in question, whereas the externalist would characterize the difference by appeal to other factors as well.  (This is, of course, an extremely crude characterization of the difference between internalists and externalists.  But any characterization that aimed at generality would have to be crude, since there is no unique fine-grained issue here.)  It should be no surprise that the internalism/externalism debate is hardy and seemingly intractable, since nothing less is at stake in this debate than the conditions under which people can take credit for their own psychological properties.
Thus, the proposed generalization of Craig's hypothesis enables us to give determinate content to disputes between internalists and externalists in epistemology, and to see how we should address such disputes.  Such disputes concern the question of the conditions under which someone can take credit for her own reliability.  And part of what we should do in order to resolve such disputes is to consider exactly how best to fashion our practice of regarding people as creditable informants with respect to particular issues.  Given the great variety of natural constraints on this practice, and the lack of any natural way to measure the success of a practice in achieving our ends, it is very likely that there are different equally good ways to fashion this practice, some internalist and some externalist.  If that’s the case, then we should no longer argue about whether internalism or externalism is true.  They would both be true, albeit true of different (but equally good) epistemological practices.

5.  So what does justify the students’ belief that there is a table in front of the classroom?
Our proposed conception of epistemological status serves as a substantial constraint upon epistemological theory, and thereby gives substance to questions concerning what confers positive epistemological status upon the beliefs of common sense.  Here's an illustration of how it does this:  consider again the question "what justifies the students' belief that there is a lectern at the front of the classroom?"  If the present proposal is correct, then an answer to this question must explain what it is that makes the students creditable informants with regard to the issue whether there is a lectern at the front of the classroom.  That is, it must explain four things:

First, how do the students acquire the information that there is a lectern at the front of the classroom?  In this case, we may suppose (on the assumption that there’s nothing aberrant about the case), the answer is simple:  they see the lectern and they recognize it as a lectern.  Of course, there may be more to be said about what’s involved in seeing a thing, and what’s involved in recognizing a thing.  But this is at least the right way to start any story about how the students acquire the information that there is a lectern at the front of the classroom.
Second, what makes this particular way of acquiring information reliable?  What makes our normal visual and recognitional capacities reliable?  This is a question that belongs to the empirical study of vision and recognition.

Third, what makes the reliability of these methods of information-acquisition detectable to normal people?  How can we, who don't know the relevant science, tell that the students are forming their beliefs in a trustworthy manner?  This is a question that belongs to the empirical study of our capacity selectively to trust potential informants.

And finally, why is it that the students can take the credit for acquiring the information in this way?  Why is it that forming their beliefs in these detectably reliable ways is something for which they can take credit, and not just something that happens inside them like digestion?  To answer this question, we must appeal to the principles that distinguish informants from mere sources of information.  As I indicated above, these principles will be grounded in our general interests in cooperation, and in cooperative communication specifically.
A proposed answer to the question 'what justifies the students' belief that there is a lectern at the front of the classroom?' succeeds just in so far as it succeeds in answering the four component questions specified above.  Of course, people may reasonably disagree about how well different answers succeed in answering these questions, but that's to be expected:  at least there are substantial issues that they're disagreeing about, and those issues can be settled by appeal to empirical facts:  facts about the students' particular information-acquisition processes and their reliability, facts about our learning to regard the students as reliable on such matters, facts about our interests in cooperation and communication, and facts about how those interests guide us in distinguishing informants from mere sources of information.  Now, if Chisholmian epistemological theories can be grounded in empirical facts of the sort listed above, then disputes among their partisans can, in principle, be settled by appeal to empirical facts.  And that's just what Kaplan would say does not hold for the apparent disputes among Chisholmian theorists of epistemological normativity.   

Notice that in showing how to develop a Chisholmian epistemology, we have described an enterprise that satisfies our traditional anti-skeptical aspiration:  it explains what makes common sense epistemologically better than a fairy tale.  Of course, it does not prove that common sense is epistemologically better than a fairy tale.  But recall that our aspiration, in pursuing anti-skeptical strategy (4), was not to prove the skeptic wrong but to explain what makes her wrong.  In other words, we sought to explain what it is about common sense that makes it epistemologically well off.  We can now say what should serve as the data for our explanatory theory.
6.  How Does Our Hypothesis Avoid Both Horns of Kaplan’s Dilemma?


Kaplan confronts the Chisholmian with a dilemma:  either you are peddling a bad methodological maxim, or else you are engaged  in a merely stipulative exercise.  If Kaplan is right, then the traditional aspiration to answer the question “What confers positive epistemological status upon the beliefs of common sense?” is based on a mistake, for this question can have no non-stipulative answer. 

I have attempted to defend this traditional aspiration against Kaplan’s attack.  My defense rests upon a hypothesis concerning the point of the practice of epistemological appraisal:  that practice serves the function of flagging creditable informants.  A practice that serves this purpose well will require the attribution of positive epistemological status to various beliefs, including those beliefs that are not reasonably challenged outside the philosophical study (i.e., the beliefs of common sense).  That’s because, with respect to these beliefs, we are most likely to meet our communicative needs by counting many people as creditable informants.  

But how exactly does this hypothesis avoid Kaplan’s dilemma?  Could a version of Kaplan’s attack be leveled even against this hypothesis?  It may seem that it can.  For, on our hypothesis, when the teacher asks the students “What justifies your belief that there’s a lectern at the front of the classroom?”, the teacher is asking a reasonable question that has a substantive answer, and the students may be entitled to persist in their belief even if they have no idea what this substantive answer is.  But if “justified” has its ordinary meaning, then isn’t this just bad methodology?

No.  Sometimes when we ask the question “What justifies your belief?”, we are not issuing a challenge to our interlocutor’s belief, but are rather asking about what feature of our practice of epistemological appraisal, and what feature of our interlocutor’s belief, makes it the case that our interlocutor’s belief counts as justified according to that practice.  To answer this question, we need to know how our practice of epistemological appraisal functions.  More specifically, we need to know what it takes for a belief to count as justified according to that practice.  And we also need to know whether the interlocutor’s belief has those features that it needs to have in order to count as justified.  

In saying all this, we agree with Kaplan in thinking of epistemology as a branch of intellectual methodology; its raison d’etre is to furnish us with guidance in theoretical cognition.  But not all guidance in theoretical cognition is epistemological guidance, and we are trying to find a way to draw a non-stipulative and theoretically useful distinction between epistemology and the rest of intellectual methodology.  Our Craig-inspired hypothesis is an attempt to do just that.  It tells us that we should first consider how to design a practice of epistemological appraisal that would best serve our interests in flagging creditable informants.  Such a practice will tell us that being a creditable informant involves conducting your theoretical cognition in certain ways and not others.  And then our substantive epistemology will enjoin us to conduct our theoretical cognition in just those ways, i.e., those ways that make us creditable informants by the lights of that practice of epistemological appraisal.  Thus, the norms of our substantive epistemology will be determined by our interest in flagging creditable informants.  Which norms our practice of epistemological appraisal has will depend upon which norms it should have in order to serve that interest, an interest which is in turn part of our larger interest in social cooperation.  To the extent that different practices of epistemological appraisal are equally good in serving that interest, so too will different substantive epistemologies be equally good.  There is no further fact -- over and above the facts concerning our interests in flagging creditable informants -- that can make one epistemological appraisal more correct than another.  The epistemological facts are no more determinate than they need to be in order to serve our interests in flagging creditable informants.

But even if there is this degree of possible indeterminacy in our substantive epistemology, it doesn’t follow that every epistemological appraisal is as good as any other.  Our communicative interests are better served by some possible practices than by others.  For instance, we take it that our communicative interests would be poorly served by any practice of epistemological appraisal that allowed us to regard your accuser in the doctor’s office as a creditable informant concerning your national loyalty, even if he can’t produce any evidence for his accusation.  And so we should not grant that your accuser is entitled to persist in his belief that you are a traitor even if he cannot satisfy your demand for justification.  But our communicative interests would also be poorly served by any practice of epistemological appraisal that didn’t allow us to regard your students as creditable informants concerning the presence of the lectern at the front of the classroom.
  And so we should grant that your students are entitled to persist in their belief that there’s a lectern in front of the classroom, and they are entitled to persist in this belief even if they cannot satisfy your demand for justification.  
7.  Conclusion

Pace Kaplan, we can and should continue to pursue the Chisholmian enterprise in epistemology.  We should try to explain what it is about common sense that makes it epistemologically better than a fairy tale.  But, as I have argued, this Chisholmian enterprise is non-stipulative only if it is constrained by some principled distinction between epistemological norms and other norms, a distinction that must rest on an antecedent conception of how our epistemological practices matter to our lives.  I have sketched a conception of the latter sort.  By doing so, I have tried to say what in the world determines the epistemological facts.  Specifically, I have argued that the epistemological facts are fixed by our interests in flagging creditable informants.
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Notes

�  See Moore 1959b.


�  This characterization of skeptical arguments is elaborated and defended in Clarke 1972, Cavell 1979, and Stroud 1984.


�  Lewis 1979, Cohen 1988, DeRose 1995, Lewis 1996, Rieber 1998.


�  Such arguments are offered in, e.g., Strawson 1959, Putnam 1981, Wright 1985, Davidson 1986, Long 1992.


�  Such criticisms of the skeptic's argument are levelled in, e.g., Moore 1959a, Dretske 1971, Harman 1973, B. Williams 1978, Nozick 1981, Vogel 1990, M. Williams 1991, Byrne forthcoming.


� See, for instance, Pollock 1974, Lehrer 1974, Chisholm 1976, Klein 1981, Dretske 1981, BonJour 1985, Goldman 1986, Plantinga 1993b.


�  For an elaboration of this question and an influential account of its significance, see Stroud 1984 and the essays in Stroud 2000.


�  Kaplan 1991, 132.


�  Wittgenstein 1969.  For a defense of the position merely suggested by these remarks, see Austin 1962, M. Williams 1977, and P.F. Strawson 1998.


�  Chisholm 1976, ch. 1.


�  Two classic statements of this conception of the foundations of mathematics are Frege 1980 and Russell 1971.  


�  I do not mean to suggest that someone like Chisholm is committed to accepting this analogy between the aims of epistemology and the aims of the foundations of mathematics.  Rather, I offer this analogy in order to make Chisholm’s conception of the aims of epistemology attractive.


�  This need not be the same as discovering what non-mathematical facts make any particular mathematical proposition true.  That discovery would be part of the metaphysics of mathematical truth, but not necessarily part of the foundations of mathematics.


�  Again, this need not be the same as discovering what non-epistemic facts (if any) make any particular epistemic proposition true.  The enterprise I’m describing needn’t be animated by the desire to reduce the epistemic to the non-epistemic, any more than the foundational enterprise in mathematics need be animated by the desire to reduce the mathematical to the non-mathematical.


�  Practicioners of this method need not conceive of the method in the terms I’ve used here.  (See footnote 12 above.)  For instance, they needn’t be committed to there being facts that make beliefs true.  But I hope to have successfully picked out a recognizable project in epistemology, even if some epistemologists would regard my description of that project as inaccurate or confused.


�  Kaplan 1991, 136.  Kaplan uses these words to express precisely that methodological maxim that he rejects.


�  Ibid., 135 - 6.


�  If Alston 1993 is right, then different epistemologists use the term “justification” to designate different properties.  Kaplan might be heard to ask:  are any of these designated properties such that non-philosophers have reason to care whether or not their beliefs possess them?


�  I here ignore an important difference in the way that Kaplan treats internalist and reliabilist theories.  [Spell out.]


�  This is the strategy defended in Kornblith 2002.


�  For elaboration of this point, see my […]


�  Craig 1990, 11.


�  Ibid., ch. 5.


�  Owens 2000 argues that an informant can take the credit for her beliefs even if she is not in control of her beliefs. Although I am not inclined to accept his argument, I will not engage this issue here.  For present purposes, I assume the following:  we are unlike automata in that we can take credit for our beliefs and automata cannot.  I will not attempt to explain the basis for this difference here.  


�  I refer the reader to Craig 1990 for a book-length defense of this claim.


�  Notice that, on this hypothesis, a community of omniscient beings would have no need of epistemic concepts.  This seems to me to be just what we should expect.  Just as a community of perfectly altruistic beings living in a land of abundant resources would have no need of a concept of justice, neither would a community of omniscient beings have any need of a concept of knowledge. 


�  Further confirmation of this hypothesis would require a plausible story about how the practice of flagging creditable informants could have come into being and achieved fixation among human beings.  Furthermore, we would need to explain how the ends of this practice are achieved by means of the specific linguistic devices that we use.  I do not have the space to go into these issues here.


�  Much of the substance of this paragraph is taken from Williamson 2000, 238.


�  For criticism of consequentialism, see Turner manuscript.  For criticism of deontology, see Alston 1988 and Plantinga 1993a.


�  I am grateful to Adam Leite for pressing me on these important points.


�  Lehrer 1990, 163.  BonJour 1985 also describes some Truetemp-like characters.


�  It may seem odd to speak of your students as being “informants” concerning the presence of the lectern at the front of the classroom.  After all, who needs to be informed of its presence?  There is an answer to this question:  namely, anyone who doesn’t know that the lectern is there.  If I am in another room, speaking to the students via an intercom, I might ask them “Is there a lectern at the front of the classroom?”, and then come to know that the answer to my question is “yes” when they tell me so.


�  For comments on earlier versions of this paper, I am grateful to Dorit Bar-On, Jonathan Cohen, Mark Greenberg, Doug Lavin, Adam Leite, Eric Marcus, Jonathan Schaffer, Mariam Thalos, and an anonymous referee for Synthese.  I am also grateful to Mark Kaplan for hours of useful conversation.
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